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English Summary 

The purpose of this dissertation is to answer an important question: How should we plan policy for 

climate change that is inherently uncertain? To address the issue, this dissertation develops an 

integrated assessment model of climate change and the economy with fat-tailed risk and learning.  

The following sub-questions are dealt with throughout this dissertation.  

1. How can we test the Weitzman’s Dismal Theorem numerically in the general expected utility 

framework? 

2. What is the effect of emissions control with regard to the tail effect of fat-tailed risk? 

3. What is the effect of learning with regard to the tail effect of fat-tailed risk?  

4. Does learning with research investment enhance the learning effect? What is the optimal 

level of research and development investment in climate science? 

 

Regarding the first research question, the problem is that uncertainty is bounded by definition in a 

numerical framework with a finite number of states of the world. Therefore, all empirical moments 

exist and are finite, which is not consistent with the meaning of fat-tailed distribution in an analytical 

setting. To address this issue, a new method that investigates the curvature of variables of interest 

such as optimal carbon tax against uncertainty is suggested. More specifically, the evolution of 

simulated variables of interest against uncertainty is investigated.  

Regarding the second research question, we define and classify the terms ‘fat tail’ and the ‘tail 

effect’ and investigate on how each type of fat tail propagates to the other types of fat tail. Specifically, 

we focus on whether or not the fat-tailed distribution of climate sensitivity leads to unbounded 

optimal carbon tax. The main finding is that optimal carbon tax does not necessarily accelerate as 

implied by the Weitzman’s Dismal Theorem.  

The answer to the third research question is related to the role of emissions control. Emissions 

control has an implicit influence on welfare in that carbon emissions produce information on the true 

state of the world through temperature increases. Thus, the benefits of emissions control are reduced 

when there is learning compared to the no-learning case. Since learning has value, this should be 

accounted for when the decision on emissions control is made. Interestingly, as the effect of 

uncertainty grows, the learning effect also grows.  
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Finally, the answer to the fourth research question is that the decision maker opts for fast learning 

since it leads to a thin-tailed distribution of welfare. In other words, the decision maker chooses to 

increase the rate of learning since the benefits of learning are greater than the costs of learning. Indeed, 

the optimal expenditure in climate science is far greater than the current level of expenditure. 

Consequently there is a need for larger expenditures in climate observations and research. Such 

investment has value in that the possibility of negative learning decreases and the rate of learning 

increase. 
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Nederlandse samenvatting  

Het doel van dit proefschrift is de volgende belangrijke vraag te beantwoorden: Hoe moeten we beleid 

op het inherent onzekere terrein van klimaatverandering plannen? Om deze onderzoeksvraag aan te 

pakken, wordt in dit proefschrift een ‘integrated assessment model’ van klimaatverandering en 

economie met ‘fat-tailed’ risico en leren ontwikkeld.  

  De volgende sub-vragen worden behandeld in dit proefschrift.  

1. Hoe kunnen we ‘Weitzman’s Dismal Theorem numeriek testen in een ‘expected utility’ 

raamwerk?  

2. Wat is het effect van ‘emission control’ op het ‘tail effect’ van ‘fat-tailed’ risico?  

3. Wat is het effect van leren op het ‘tail effect’ van ‘fat-tailed’ risico?  

4. Versterkt leren in combinatie met investeringen in onderzoek het leereffect? Wat is het 

optimale niveau van investeren in onderzoek en ontwikkeling in klimaatwetenschap?  

 

  Met betrekking tot de eerste onderzoeksvraag, komt het probleem naar voren dat onzekerheid in 

een numeriek kader met een eindig aantal toestanden van de wereld per definitie begrensd is. In zo’n 

kader bestaan alle empirische ‘momenten’ en zijn ze eindig, hetgeen niet consistent is met de 

betekenis van een ‘fat-tailed’ verdeling in een analytische setting. Om dit probleem aan te pakken, 

wordt een nieuwe methode voorgesteld die de ‘curvature’ van de variabelen van belang, zoals 

optimale koolstof belasting, met betrekking tot onzekerheid onderzoekt. Meer in het bijzonder wordt 

de invloed van onzekerheid op de gesimuleerde variabelen van belang onderzocht.  

  Ten aanzien van de tweede onderzoeksvraag, definiëren en classificeren we de termen 'fat tail' en 

'tail-effect' en onderzoeken we hoe elk type ‘fat tail’ propageert naar andere soorten ‘fat tail’. In het 

bijzonder richten we ons op de vraag of de ‘fat-tailed’ verdeling van klimaatgevoeligheid tot 

onbegrensde optimale koolstof belasting leidt. De belangrijkste bevinding is dat een optimale koolstof 

belasting niet per se hoeft te versnellen, zoals geïmpliceerd door Weitzman’s Dismal Theorem.  

Het antwoord op de derde onderzoeksvraag is gerelateerd aan de rol van de ‘emission control’. 

‘Emission control’ heeft een impliciete invloed op welvaart doordat de uitstoot van koolstof 

informatie geeft over de werkelijke toestand van de wereld door stijging van de temperatuur. Met 

andere woorden, de voordelen van ‘emission control’ zijn kleiner onder leren dan wanneer er geen 
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sprake is van leren. Aangezien leren waarde heeft, moet hier rekening mee gehouden worden wanneer 

over ‘emission control’ wordt besloten. Interessant is dat als het effect van onzekerheid toeneemt, het 

leereffect ook toeneemt. 

  Het antwoord op de vierde onderzoeksvraag, tot slot, is dat de ‘decision maker’ kiest voor snel 

leren aangezien dat leidt tot een verdeling van welvaart met een dunne staart. Met andere woorden, de 

‘decision maker’ kiest ervoor om het leertempo te verhogen, aangezien de voordelen van het leren 

groter zijn dan de kosten van leren. De optimale uitgaven aan klimaatwetenschap zijn veel groter dan 

het huidige niveau van de uitgaven. Bijgevolg is er behoefte aan grotere bestedingen aan klimaat 

observaties en onderzoek. Zo’n investering heeft waarde doordat de mogelijkheid van negatief leren 

afneemt en de snelheid van leren toeneemt. 
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I. Introduction 

1 Background  

1.1 Fat-tailed risk and climate policy 

‘How [should] we plan for which is inherently uncertain?’ (Giddens, 2008:9) This is a long standing 

question. However, it is not easy to provide a general answer. As far as climate change is concerned, 

the answer depends on the ways that climate feedbacks, preferences, and economic influences are 

considered, and on the ways that uncertainty and learning are introduced. Fat-tailed risk and the 

possibility of learning with research investment may complicate the issue of climate change.   

There is a considerable amount of uncertainty about climate change, including estimating 

greenhouse gas (GHG) emissions (Eggleston et al., 2006), constructing emissions scenarios 

(Nakicenovic and Swart, 2000), quantifying climate feedbacks and the resulting temperature increases 

(Solomon et al., 2007; Stocker et al., 2013), and assessing the socio-economic influences of climate 

change (Manne and Richels, 1992; Nordhaus, 1994; Tol, 2009; Pindyck, 2013; Stern, 2008; 2013). 

Expressed differently uncertainty is central to climate policy.  

Such uncertainty plays a significant role in the assessment of climate policy. Although this has been 

acknowledged for a long time, a recent paper by Weitzman (2009a) emphasized the importance of 

conceptualizing climate policy as risk management. Weitzman formalizes an earlier suspicion by Tol 

(2003) that there is a good reason to believe the uncertainty about the influences of climate change as 

fat-tailed. Specifically, the variance or the mean of the distribution of the objective value may not 

exist (Geweke, 2001). Thus, the willingness to pay in order to avoid catastrophic climate change 

becomes arbitrarily large. This violates the axioms of decision making under uncertainty (von 

Neumann and Morgenstern, 1944), leading to an arbitrarily large willingness to pay for the reduction 

of GHG emissions (Weitzman’s Dismal Theorem).1, 2  

                                                           
1 One of the axioms on preferences under uncertainty which is essential for the expected utility theorem to hold 
is the independence axiom (von Neumann and Morgenstern, 1944; Gollier, 2000): 𝐿𝑎 is preferred to 𝐿𝑏 if and 
only if 𝑝𝐿𝑎 + (1 − 𝑝)𝐿𝑐  is preferred to 𝑝𝐿𝑏 + (1 − 𝑝)𝐿𝑐 for all 𝑝 in the range of [0, 1], where 𝐿𝑎, 𝐿𝑏, and 
𝐿𝑐 are lotteries. However, if lottery 𝐿𝑐 attains negatively infinite satisfaction, the above relation does not hold.  
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In terms of climate policy, fat-tailed risk calls for a precautionary action (Weitzman, 2009a, 2011). 

Taken at face value, the Dismal Theorem implies that an arbitrarily large carbon tax should be 

imposed, or that emissions should be driven to zero immediately if the influences of climate change 

are fat-tailed. This implication is intuitive since one can hardly exclude the effect of a low-probability 

but high-impact scenario in the expected utility framework when the probability distribution of such 

an effect is fat-tailed.  

Tol (2003) and Weitzman (2009a) diagnose the problem but do not offer a solution. Moreover, 

Weitzman’s characterization of climate policy is incomplete because it considers the influences of 

climate change, yet ignores the influences of GHG emissions reduction (Hennlock, 2009; Millner, 

2013). The other existing studies only focus on the influences (damage costs) of climate change. For 

example, Newbold and Daigneault (2009), Costello et al. (2010), Weitzman (2010), and Pindyck 

(2011) use simplified climate impact models that do not account for emissions control. The models of 

Dietz (2011) and Pycroft et al. (2011) are based on exogenously given emission scenarios, and thus, 

they do not represent optimal decisions made by the agent who chooses the amount of GHG 

emissions for each time period. Ackerman et al. (2010) use the business as usual (BAU) version of the 

Dynamic Integrated model of Climate and the Economy (DICE) model (Nordhaus, 2008), which does 

not account for emissions control, to investigate the Weitzman effect. 

This dissertation considers the effect of fat-tailed risk under the presence of abatement policy. This 

is worthwhile in that the level of carbon emissions, a major driving force of a dismal future, are 

determined by a society, and that the chosen level of emissions control affects the distribution of 

social welfare. There are some theoretical papers on this issue. For example, Karp (2009) and 

Horowitz and Lange (2014) use a simple two-period model and show that the presence of investment 

options (or options for transferring consumption from today to the future) gives different results from 

the Dismal Theorem. Hennlock (2009) applies a maximin criterion with ambiguity aversion and finds 

that the optimal level of abatement is finite under fat-tailed risk. Millner (2013) extends the Dismal 

Theorem by introducing abatement policy and alternative welfare functions. Millner finds that 

                                                                                                                                                                                     
2 By economic catastrophes this dissertation means the status where the economy faces an extremely low level 
of consumption (e.g., a subsistence level). This is slightly different from the meaning of catastrophe used in the 
literature. For instance, Posner (2004) uses the term “to designate an event that is believed to have a very low 
probability of materializing but that if it does materialize will produce a harm so great sudden as to seem 
discontinuous with the flow of events that preceded it.” Lemoine and Traeger (2014) is an example for 
researches based on this definition. Catastrophe can be distinguished between week and strong catastrophes 
according to its magnitude of impacts (Collard, 1988). Following Collard’s distinction, Tol (2003) investigates 
the implications of each form of catastrophes in terms of cost-benefit analysis.  



3 

 

whether or not the tail dominates depends on parameter values such as the elasticity of marginal 

utility. Although the existing papers generally show the importance of abatement policy (or 

investment) with regard to the effect of fat-tailed risk, their models are theoretical. This dissertation 

investigates this issue numerically with a more plausible setting.  

1.2 Learning and climate policy 

In the presence of the irreversibility and learning or the (partial) resolution of uncertainty, the decision 

maker generally favors an option that preserves flexibility (Arrow and Fisher, 1974; Henry, 1974). 

However, as far as climate policy is concerned, since there are two kinds of counteracting 

irreversibility, the problem becomes complicated (Arrow et al., 1996; Pindyck, 2000). The relative 

magnitude for the irreversibility determines the direction and the magnitude in the effect of learning 

on policy. The irreversibility related to carbon accumulation strengthens abatement efforts, whereas 

capital irreversibility lowers abatement.  

In the literature, the possibility of learning generally affects the near-term policy towards higher 

emissions relative to the case where there is no-learning (Kelly and Kolstad, 1999a; Leach, 2007; 

Ingham et al., 2007; Webster et al. 2008). One of the reasons is that the effect of the irreversible 

accumulation of carbon stocks on the near-term policy is smaller than the effect of the irreversible 

capital investment on emissions control (Kolstad, 1996a; 1996b). If we think of the results in the 

framework of learning by doing (Arrow, 1962; Grossman et al., 1977), these results imply that more 

carbon emissions are more informative in the sense that the decision maker can attain more utility 

from the experimentation (Blackwell, 1951). 

As far as learning about climate change is concerned, the existing literature generally does not 

account for fat-tailed risk (e.g., Kelly and Kolstad, 1999a; Leach, 2007; Webster et al., 2008).3 

Existing papers focus on thin-tailed distributions. Since uncertainty is central to climate policy and is 

fat-tailed, the effect of learning under fat-tailed risk may be different from the application of thin-

tailed risk. In the existing literature on climate change, learning is also assumed to be exogenous (e.g., 

Manne and Richels, 1992; Kolstad, 1996a, b; Ulph and Ulph, 1997) or the decision maker is assumed 

not to have explicit options to increase the speed of learning from research investment (e.g., Kelly and 

Kolstad, 1999a; Leach, 2007; Webster et al., 2008; Kelly and Tan, 2013).  

                                                           
3 An exception is Kelly and Tan (2013). See Chapter 4 for a review on their working paper.  
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2 The purpose of the dissertation  

The purpose of this dissertation is to answer an important question: How should we plan policy for 

climate change that is inherently uncertain? The following sub-questions are dealt with throughout 

this dissertation.  

1. How can we test the Weitzman’s Dismal Theorem numerically in the general expected utility 

framework? 

2. What is the effect of emissions control with regard to the tail effect of fat-tailed risk? 

3. What is the effect of learning with regard to the tail effect of fat-tailed risk?  

4. Does learning with research investment enhance the learning effect? What is the optimal 

level of research and development investment in climate science? 

 

Therefore, this dissertation develops an integrated assessment model (IAM) of climate change and 

an economy with fat-tailed risk and learning properties.  

The main hypothesis of this dissertation is that emissions control and learning effectively reduce 

the effect of fat-tailed risk about climate change.  

3 The analytical and methodological framework 

This dissertation is based on the following analytical and methodological frameworks: 1) Neo-

classical economic growth model with an environmental externality (i.e., climate change) (Ramsey, 

1928; Solow, 1956; Nordhaus, 2008); 2) Expected utility (EU) framework (von Neumann and 

Morgensten, 1944); 3) Fat-tailed risk about climate change (Hansen et al., 1984; Roe and Baker, 2007; 

Weitzman, 2009a); 4) Bayesian learning about the climate process (DeGroot, 1970; Kelly and Kolstad, 

1999a; Urban and Keller, 2009); and 5) Dynamic programming (Bellman, 1954; Stokey and Lucas, 

1989).   

The decision maker in the final model of the dissertation chooses the rate of emissions control 

(balancing abatement costs and the expected damage costs), the amount of gross investment 

(balancing current consumption and future consumption), and the amount of research and 

development (R&D) investment in climate science (balancing gains from learning and costs for 

learning) for each time period so as to maximize social welfare, which is defined as the discounted 

sum of (population-weighted) expected utility of per capita consumption. The gross output net of the 
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damage cost and the abatement cost is allocated into gross investment, R&D investment, and 

consumption. The effect of the decision about the savings’ rate on welfare is straightforward and does 

not need discussion. A unit increase in carbon emissions (through production) induces higher 

temperature and thus reduces the expected social welfare due to the loss of consumption as a 

consequence of adverse climate influences. Thus the decision maker tries to control the amount of 

carbon emissions at a cost.  

This dissertation deals with risk rather than uncertainty.4 Although the distinction between risk and 

uncertainty is important, we here use the terms interchangeably as the other climate change literature 

usually do.  

This dissertation follows the tradition of expected-utility literature. The reasons are as follows. First, 

this dissertation assesses the issues on climate policy raised by the Dismal Theorem, which is 

constructed in the expected utility framework. To this end an analysis within the same framework is 

useful. Second, most literature on the economics of climate change apply the expected utility theorem. 

Thus, we can easily compare the results.  

Climate change is highly uncertain with a possibility of learning. In such an economy, the decision 

maker encounters contrasting risks (Arrow et al., 1996). The contrasting risks are the risk of sunk 

costs if stringent emissions control turns out to be unnecessary ex post since climate change is not so 

severe and the risk of sunk benefits if much stronger abatement efforts are required in the future as 

climate change turns out to be catastrophic ex post. Both risks are nontrivial since both capital and 

carbon stocks are, at least partially, irreversible.5 Fat-tailed risk about the influences of climate 

change largely increases the sunk benefits, and thus plays a role in increasing the stringency of 

climate policy. 

                                                           
4 Broadly, decision theory has evolved into two categories according to the context where the theory applies: 
Knightian risk or Knightian uncertainty (Knight, 1921; Etner, 2012). From this perspective, risk refers to the 
case where probability can be attached to the possible events. In this case decisions maximizing the expected 
social welfare are optimal. Most existing IAMs are based on this criterion (e.g. Manne and Richels, 1992; Hope, 
2006; Anthoff and Tol, 2008; Nordhaus, 2008; Bosetti et al., 2009). On the other hand, uncertainty refers to the 
case where one cannot attach probability to events. The decision making under deep uncertainty or ambiguity 
requires a different framework and thus it is beyond the scope of the current chapter. Generally speaking 
decision making under uncertainty or ambiguity favors a precaution (e.g., Arrow and Hurwitz, 1972; Rawls, 
1974). In a more general setting a maximin criterion is applied (Gilboa and Schmeidler, 1989). Anthoff and Tol 
(2013) and Millner et al. (2013) are examples that apply the maximin criterion into an IAM. 

5 Note that if there is no irreversibility to be considered, the problem is trivial since the decision maker can 
revise his or her actions as required. 
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Learning is Bayesian in this dissertation. The decision maker has a prior belief about uncertain 

variables and the decision maker expects that the future states are determined according to his or her 

belief. However, the actual realizations of the future states are determined not by the decision maker’s 

prior belief but by the true values of the uncertain parameters, which are not known to the decision 

maker with certainty, ex ante (i.e., parametric uncertainty), and random realizations of stochastic 

shocks which are never known to the decision maker, ex ante (i.e., stochasticity). The difference 

between the expectation and the realization leads to the modification of the decision maker’s belief, ex 

post. Based on these observations, the belief of the decision maker converges to the true state of the 

world over time. Such learning permits a reduction of tail probability. Thus, the effect of fat-tailed 

risk on climate policy may be changed under the possibility of learning. 

Regarding the acquisition of information, the decision maker may be seen as a statistician who 

experiments with GHG emissions to gain information about uncertainty. More emissions are more 

informative in the sense that it provides more precise information about uncertain parameters. Greater 

warming as a result of higher emissions reduces the uncertainty about key parameters. On the other 

hand, higher emissions induce consumption losses through increased temperature. Consequently, the 

decision maker should take into account the benefit and cost of GHG emissions with regard to the 

acquisition of information. In a learning model with research investment, there is an additional 

measure to increase the rate of learning (i.e., R&D investment). Since there is an explicit cost for the 

acquisition of information and the rate of learning is altered according to the decision on R&D 

investment, the problem becomes more complicated.   

In order to solve the learning model this thesis applies the principle of optimality of dynamic 

programming. The principle says that “an optimal policy has the property that whatever the initial 

state and initial decision are, the remaining decisions must constitute an optimal policy with regard to 

the state resulting from the first decision” (Bellman and Dreyfus, 1962: 15). Therefore, the problem is 

reformulated in a recursive way (Stokey and Lucas, 1989) and the optimality conditions are imposed 

in each period of time.  

4 Overview of the dissertation  

Chapter 2 investigates the role of emissions control and learning in welfare maximization under fat-

tailed risk about climate change. The terms ‘fat tail’ and ‘tail effect’ are defined and classified in the 

chapter. One of the main findings is that emissions control and learning effectively prevent the ‘strong 

tail effect’, under some conditions, from arising.  
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Chapter 3 examines the effect of fat-tailed risk with a more plausible numerical model and presents 

a new way to investigate the effect of fat-tailed risk on climate policy: the curvature of optimal carbon 

tax against uncertainty. One of the findings is that although optimal carbon tax increases as 

uncertainty about the equilibrium climate sensitivity increases, 6  optimal carbon tax does not 

accelerate as implied by Weitzman’s Dismal Theorem (the ‘weak tail effect’). This emphasizes the 

importance of balancing the costs and benefits of climate policy also under fat-tailed risk.  

A Bayesian learning model with fat-tailed risk about equilibrium climate sensitivity is developed in 

Chapter 4. The decision maker updates his or her belief on climate sensitivity through temperature 

observations for each time period and undergoes a course of actions based on his or her belief. One of 

the main findings is that learning effectively reduces the effect of fat-tailed risk for climate change 

because the decision maker can make a decision contingent on the updated information.  

Whereas the existing literature assumes that knowledge grows by one observation per year, Chapter 

5 considers three ways of additional learning such as improved observations, additional observations, 

and improved theory. One of the main findings is that optimal research investment in climate science 

is far greater than the current level of expenditures.  

Finally Chapter 6 provides conclusions with limitations and future research.  

  

                                                           
6 The equilibrium climate sensitivity refers to the equilibrium global warming in response to a doubling of the 
atmospheric concentration of carbon dioxide.  
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II. Fat-tailed risk, greenhouse gas emissions control, and learning 

1 Introduction 

It is well known that uncertainty has an impact on climate policy. In general uncertainty leads to 

precautionary actions (i.e., enhancing emissions control). Especially when uncertainty is deep its 

impact greatly increases. Weitzman (2009a) proves this using a two-period climate-impact model and 

terms it the Dismal Theorem: There is a good reason to believe that the uncertainty about climate 

change is fat-tailed, leading to an arbitrarily large willingness to pay for the reduction of greenhouse 

gas (GHG) emissions. The theorem has brought about a big controversy over the applicability of cost-

benefit analysis based on the expected utility theorem (Tol, 2003; Karp, 2009; Hennlock, 2009; 

Nordhaus, 2011; Pindyck, 2011; Weitzman, 2011; Millner, 2013; Horowitz and Lange, 2014).  

In order to investigate the effect of fat-tailed risk about climate change on policy, the existing 

literature generally set a bound on the variables of interest such as consumption, utility, or 

temperature increases. For instance, Weitzman (2009a) sets an upper bound on the willingness to pay 

for emissions reduction. Newbold and Daigneault (2009) and Dietz (2011) set a lower bound on 

consumption. Costello et al. (2010) impose an upper bound on temperature increases. Pindyck (2011) 

sets an upper limit to marginal utility and Ikefuji et al. (2010) apply a bounded utility function. 1 

They take advantage of the fact that a bounded utility (whatever it comes from) can be applied for a 

problem of maximizing expected utility under fat-tailed risk (Arrow, 1974). The outcomes of their 

models are generally consistent with the Dismal Theorem: The willingness to pay to avoid climate 

impacts or the social cost of carbon becomes arbitrarily large under fat-tailed risk and is very sensitive 

to the boundary set for closing the model.  

Whereas climate policy is generally absent in existing papers, this chapter considers the effect of 

fat-tailed risk on optimal carbon tax in the presence of abatement policy. The absence of abatement 

policy is one of the main reasons why existing papers generally find a case for Weitzman’s Dismal 

Theorem. This chapter together with Chapter 3 of this thesis finds that although fat-tailed risk implies 

more stringent abatement, an arbitrarily large carbon-tax or the instant phase-out of fossil fuels is not 
                                                           
1 One the other hand, some studies propose an alternative decision-making criterion or an alternative way out of 
economic catastrophes induced by climate change. For example, Anthoff and Tol (2013) use various alternative 
criteria such as the mini-max regret, the tail risk, and the Monte Carlo stationarity. Tol and Yohe (2007) 
investigate the effect of an international aid to a devastated country. 
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necessarily justified in the presence of abatement policy. This result favors the argument that the 

importance of balancing the costs of climate change against its benefits also holds under fat-tailed risk. 

The numerical results of this chapter and Chapter 3 are consistent with a recent paper by Millner 

(2013). Millner extends the Dismal Theorem by introducing climate policy and argues that when 

climate policy is explicitly introduced into the Weitzman’s model, whether or not arbitrarily large 

impacts of fat tails on welfare show up depends on model specifications such as the elasticity of 

marginal utility.  

The current chapter extends the model by Millner by introducing learning. The main results are that 

emissions control and learning are effective in preventing the effect of fat-tailed risk about climate 

change from arising, as least under some conditions. The numerical analysis in this chapter can be 

thought of as a numerical confirmation of Millner (2013)’s theoretical work.  

The chapter proceeds as follows. The definition of the terms, ‘fat tail’ and ‘tail effect’ are given in 

Section 2. Sections 3 and 4 present a simple model of climate and the economy with emissions control 

and learning, respectively. Numerical applications are given in Section 5. Section 6 concludes.  

2 Fat tail and the tail effect  

There is no consensus on the exact definition of the term ‘fat tail’ (Nordhaus, 2011). However, most 

climate change economists use the term as the following: “a PDF has a fat tail when its moment 

generating function is infinite - that is, the tail probability approaches zero more slowly than 

exponentially” (Weitzman, 2009a: 2). This thesis follows this definition of fat tail. Some examples 

that have a fat tail are a Student-t distribution, a Pareto distribution, a Cauchy distribution, and the 

climate sensitivity distribution of Roe and Baker (2007).  

As far as climate change is concerned, fat tails can be broadly classified into four types:2 Type 1) 

A fat tail of a parameter of interest such as the climate sensitivity; Type 2) A fat tail of a future 

temperature change; Type 3) A fat tail of an economic impact of climate change such as marginal 

                                                           
2 The author is grateful to Reyer Gerlagh for sharing an idea on this classification. 
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damage cost; Type 4) A fat tail of a policy variable or social welfare. Of course each type can be 

classified into subtypes.3  

This chapter is mainly concerned about the effect of the Type 1 fat tail on a variable of interest 

such as optimal carbon tax or social welfare. Put differently, the main question of this chapter is 

whether or not the Type 1 fat tail leads to the Type 4 fat tail. If this is the case, we say that the effect 

of the Type 1 fat tail on the variable of interest is ‘strong’ (or ‘strong tail effect’). Otherwise we say 

that the effect of the Type 1 fat tail is ‘weak’ (or ‘weak tail effect’). Notice that even when there is no 

strong tail effect, the Type 1 fat tail may have an impact on the variable of interest in a way to 

increase or decrease the level of the variable of interest. Chapters 3~5 deal with this issue. 

3 Greenhouse gas emissions control 

Equation (1) is a simple two-period model including climate policy.  

max
𝜇∈[0,1]

𝑈(1 − 𝛬(𝜇)) + 𝛽𝛽𝑈(𝐶(𝑇𝐴𝐴))

= 𝑈(1 − 𝛬(𝜇)) + 𝛽� 𝑈�𝐶(𝑇𝐴𝐴)�
{𝜆}

𝑔𝜆(𝜆)𝑑𝜆 (1) 

 

where 𝜇 is the rate of emissions control, 𝑈 is the utility function, 𝛬 is abatement cost function, 𝛽 

is the discount factor, 𝛽  is the expectation operator, 𝐶  is consumption, 𝑇𝐴𝐴  is atmospheric 

temperature changes from the first period, 𝜆 is the equilibrium climate sensitivity which measures 

the magnitude of temperature increases as a result of a doubling of atmospheric carbon dioxide 

concentration, 𝑔𝜆 is the probability density function of 𝜆, and { } denotes the set of any variable 

of interest. 

                                                           
3 For instance, the Type 2 can be divided into two subtypes according to a specific variable of interest such as 
the transient temperature change in a specific year, say in 2100 (Type 2A) or the equilibrium temperature 
change (Type 2B). 
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The problem of the decision maker is to choose the rate of emissions control so as to maximize 

social welfare, defined as the discounted sum of expected utility of consumption. A unit increase in 

carbon emissions today induces future climate change, resulting in the reduction of social welfare. 

This is due to the loss of future consumption as a consequence of higher temperature increases. Thus 

the decision maker controls, at a cost, the level of carbon emissions today. Consumption is gross 

output minus the abatement cost and the damage cost. The gross output of the economy today is 

normalized to be one and the damage cost today is assumed to be zero without loss of generality. The 

uncertain variable is assumed to have a fat-tailed distribution and thus the first moment does not exist. 

This chapter applies for HARA utility function 𝑈(𝐶) = 𝜁{𝜂 + 𝐶/𝛼}1−𝛼 and polynomial climate 

impacts function 𝐶 = 𝑌 �1 + 𝜋𝑇𝐴𝐴
𝛾 �⁄ , where 𝑌 is the gross output, 𝛼(>0), 𝜂(≥0), 𝜋(>0), 𝜁(<0), 

𝛾 (>1) are parameters, and 𝜁 (1 −  𝛼) 𝛼⁄ > 0 . 4  The condition for each parameter assures the 

concavity of the utility function and the convexity of the damage cost function.  

The global mean temperature changes have a relationship with radiative forcing as in Equation (2).5  

𝑇𝐴𝐴 = 𝜆𝜆𝜆/𝜆𝜆0 (2) 

 

where 𝜆𝜆  is radiative forcing which is a decreasing function of the emissions control rate 

(∂𝜆𝜆 ∂𝜇⁄ < 0), 𝜆𝜆0 is radiative forcing from a doubling of carbon dioxide.  

Equation (2) says that a doubling of carbon dioxide concentration leads to temperature increases of 

𝜆, which is consistent with the definition of the equilibrium climate sensitivity. For more on this, see 

Wigley and Schlesinger (1985), Gregory and Forster (2008), and Baker and Roe (2009).  

                                                           
4 If 𝛼=1, utility becomes logarithmic. 

5 Radiative forcing is defined as follows. “Natural and anthropogenic substances and processes that alter the 
Earth’s energy budget are drivers of climate change. Radiative forcing (RF) quantifies the change in energy 
fluxes caused by changes in these drivers. Positive RF leads to surface warming, negative RF leads to surface 
cooling.” (Stocker et al., 2013: 11). 
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The climate sensitivity is assumed to have the following distribution with parameters 𝑓 ̅ and 𝜎𝑓 

(Roe and Baker, 2007). 

𝑔𝜆(𝜆) =
1

𝜎𝑓√2𝜋
𝜆0
𝜆2
𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2
�
�1 − 𝑓̅ − 𝜆0

𝜆 �

𝜎𝑓
�

2

⎭
⎬

⎫
 (3) 

 

where 𝜆0 is the reference climate sensitivity in a blackbody planet, which is an idealized planet 

representing a reference climate system which is a system without any feedbacks so that 𝑓 = 0 (Roe, 

2009), 𝑓(<1) is the total feedback factors with mean 𝑓 ̅ and standard deviation 𝜎𝑓, which measures 

the aggregate impacts of physical factors such as water vapor, cloud, and albedo on radiative forcing 

in a way to magnify the response of the climate system (Hansen et al., 1984; Roe and Baker, 2007).  

The equilibrium climate sensitivity represents the magnitude of temperature increases from an 

instant doubling of the atmospheric carbon dioxide concentration after the climate system reaches an 

equilibrium state. Therefore it says nothing about the transient temperature increases (say, 

temperature in 2050). In order to represent the effect of climate policy on the distribution of 

temperature increases, we transform the random variable from the climate sensitivity to temperature 

increases as follows:  

𝑔𝐴(𝑇𝐴𝐴) = 𝑔𝜆�𝜆(𝑇𝐴𝐴)� �
𝜕𝜆(𝑇𝐴𝐴)
𝜕𝑇𝐴𝐴

�

=
1

𝜎𝑓√2𝜋
𝜆𝜆
𝜆𝜆0

1
𝑇𝐴𝐴2

𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2
�
1 − 𝑓̅ − 𝜆𝜆

𝜆𝜆0
𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

⎭
⎬

⎫
 

(4) 

 

where 𝑔𝐴 is the temperature distribution.  
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From Equation (4) we observe that there are two channels that policy can affect temperature 

distribution: 1) radiative forcing changes (𝜆𝜆) from greenhouse gas emissions; 2) parameter changes 

(𝜎𝑓, 𝑓)̅ from learning. The first channel is investigated in this section and the second one is discussed 

in Section 4.    

As shown in Equation (5), 𝑔𝐴 has fat tails in the sense that the upper tail falls more slowly than 

exponentially (for any 𝑎>0). This shows that the Type 1 fat tail leads to the Type 2 fat tail in our 

model. The other case where the Type 1 fat tail does not lead to the Type 2 fat tail is given in Chapter 

3. 

lim
𝐴𝐴𝐴→∞

𝑔𝐴
𝑒𝑒𝑝 (−𝑎𝑇𝐴𝐴) = lim

𝐴𝐴𝐴→∞

1
𝜎𝑓√2𝜋

𝜆𝜆
𝜆𝜆0

1
𝑇𝐴𝐴2

𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2 �

1 − 𝑓̅ − 𝜆𝜆
𝜆𝜆0

𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

+ 𝑎𝑇𝐴𝐴

⎭
⎬

⎫

= ∞ 

(5) 

 

Optimal climate policy should satisfy the first order conditions as in Equation (6).  

𝜕𝛬
𝜕𝜇

𝜕𝑈(1 − 𝛬)
𝜕(1 − 𝛬)

= 𝛽�
𝜕𝑈(𝐶)𝑔𝐴

𝜕𝜇
𝑑𝑇𝐴𝐴

{𝐴𝐴𝐴}
 

= 𝛽�
𝜕𝜆𝜆
𝜕𝜇

𝜁{𝜂 + 𝐶/𝛼}1−𝛼

𝜎𝑓√2𝜋𝜆𝜆0

1
𝑇𝐴𝐴2

𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2
�
1 − 𝑓̅ − 𝜆𝜆

𝜆𝜆0
𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

⎭
⎬

⎫
�1 +

𝜆0𝜆𝜆
𝑇𝐴𝐴𝜆𝜆0

�1 − 𝑓̅ −
𝜆0𝜆𝜆
𝑇𝐴𝐴𝜆𝜆0

�
1
𝜎𝑓
� 𝑑𝑇𝐴𝐴

{𝐴𝐴𝐴}

∝ 𝛽�
𝜕𝜆𝜆
𝜕𝜇

𝜁 �𝜂 +
𝑌𝑇𝐴𝐴

−𝛾

𝛼𝜋
�
1−𝛼 1

𝑇𝐴𝐴2
𝑑𝑇𝐴𝐴

∞

𝐴
  

(6) 

 

where 𝑇  is the temperature from which 𝜆0𝜆𝜆 (𝑇𝐴𝐴𝜆𝜆0)⁄   starts to be dominated by 1 − 𝑓̅ , 

𝜆0𝜆𝜆�1 − 𝑓̅ − 𝜆0𝜆𝜆 (𝑇𝐴𝐴𝜆𝜆0)⁄ � �𝜎𝑓𝑇𝐴𝐴𝜆𝜆0��  starts to be dominated by 1. Note that the domain of 

the integration changes and only the kernel of the distribution related to emissions control is shown in 

the last line, for simplicity.  
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For 𝜂>0, 𝑌𝑇𝐴𝐴
−𝛾 (𝛼𝜋)⁄  in the last term of Equation (6) becomes dominated by 𝜂 for large 𝑇𝐴𝐴 in 

the upper tail. Consequently the expectation converges to a finite value and thus optimal solutions can 

be derived from Equation (6) considering the fact that ∫ 𝑆−𝑝𝑑𝑆∞
S  exists for any uncertain variable 𝑆 

if and only if 𝑝 > 1. 

For 𝜂=0 (note that the utility function becomes CRRA in this case), Equation (6) becomes:  

𝜕𝛬
𝜕𝜇

𝜕𝑈(1 − 𝛬)
𝜕(1 − 𝛬)

∝ −𝛽�
𝜕𝜆𝜆
𝜕𝜇

𝑇𝐴𝐴
𝛾(𝛼−1)−2

∞

𝐴
𝑑𝑇𝐴𝐴  (7) 

 

Using the fact that ∫ 𝑆−𝑝𝑑𝑆∞
S  exists for any uncertain variable 𝑆 if and only if 𝑝 > 1, whether or 

not the right hand side (RHS) of Equation (7) converges to a finite value depends on both the 

exponent of the damage function (𝛾) and the elasticity of the marginal utility (𝛼): The expected 

marginal damage costs (RHS) converge to a finite value if and only if  𝛾(𝛼 − 1) < 1. This condition 

implies that the lower is the exponent of the damage function and the lower is the elasticity of the 

marginal utility, the more likely is the expected utility to converge to a finite value. This confirms that 

the Type 1 fat tail (in turn, the Type 2 fat tail in our model) does not necessarily lead to the Type 3 fat 

tail. If RHS of Equation (7) is finite, then the optimal policy rule is well defined (or the Type 4 fat tail 

is not present). If 𝛾(𝛼 − 1) ≥ 1, on the contrary, the Type 1 (in turn, the Type 2 fat tail) fat tail leads 

to the Type 3 fat tail. Unless society concerns only about the current period (𝛽 = 0), the net present 

value of the expected marginal damage costs is unbounded and optimal policy rule is not defined. In a 

dynamic model with a more realistic temperature response model, discounting plays a more important 

role. Chapter 3 deals with this issue. 

Many fat-tailed distributions used in the literature have functional forms similar to a power function: 

the Student-t distribution by Weitzman (2009a); the Pareto distribution by Nordhaus (2011), Pindyck 

(2011) and Weitzman (2013); the Cauchy distribution by Costello et al. (2010) and Millner (2013). If 

a power distribution with parameter 𝑝(>1) is applied for the model (e.g., 𝑔𝜆 = 𝜅𝜆−𝑝, where 𝜅 is a 

constant), the convergence criterion becomes 𝛾(𝛼 − 1) < p − 1. Since the lower is 𝑝 the fatter is 

the upper tail, the condition implies that the fatness of the tail captured by 𝑝 affects the existence of 

solutions for an optimization problem under fat-tailed risk about climate sensitivity as well.  
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Optimal solutions are also dependent on the cost of emissions control. For instance, if the full 

reduction of emissions (𝜇=1) costs the total world output, the full reduction cannot be optimal since 

the left hand side (LHS) of Equation (6) diverges as 𝜇 approaches 1. See Chapter 3 and the reference 

therein for more discussion on this. An intuition is that it cannot be justifiable to set 𝜇=1 now if it 

would cost all we produce even if climate change is expected to be catastrophic in the future. 

Admittedly, this is a hypothetical situation but it is possible that an instant phase-out of fossil fuels 

may impose (arbitrarily) large abatement costs to the economy (see Chapter 3 for more on this).  

On the contrary, if the cost of emissions control is zero, the problem becomes trivial: Zero emission 

is optimal (𝜇=1). This is because the decision maker can control emissions without loss of current 

consumption. In this case, the changes in radioactive forcing and temperature increases are all zero 

and there is no dismal future in this case. Of course in the real world, even if we stop adding GHGs 

into the atmosphere from now on, the current carbon stock induces adverse climate impacts. However, 

it would not be that severe to induce a catastrophe. 

In usual cases where the cost of emissions control is between the two extreme cases, LHS of the 

Equations (6) are finite. If RHS also converges, optimal climate policy is determined in a way to 

balance the marginal abatement cost and the marginal benefit of emissions control. If RHS diverges, 

on the other hand, there is no solution for Equation (6). However, if we are able to constrain the range 

of uncertainty through climate observations or research (see Chapters 4 and 5 for more on this issue), 

the cost of emissions control plays a role: a low unit cost effectively reduces the effect of uncertainty. 

Similarly considering the fact that an unbounded climate sensitivity distribution is not physically 

realistic, emissions control or learning gains more importance.6 This is because in this case future 

temperature is bounded (i.e., the Type 2 fat tail is not present). Then Equation (6) has solutions and 

the basic principle of cost-benefit analysis which requires balancing of the marginal benefit and the 

marginal cost returns. Numerical analysis on this issue is given in Section 5.   

                                                           
6 For instance, the climate sensitivity of say, 1,000°C/2xCO2 means that the atmospheric temperature would 
increase by 1,000°C in the future in equilibrium as a response to a sudden doubling of carbon dioxide 
concentration. Such extremely high climate sensitivity is hardly acceptable on the ground of historical 
observations or palaeoclimate researches (Stocker et al., 2013). See Chapter 3 for more reasons why unbounded 
temperature increases are unrealistic.   
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4 Learning 

The parameters 𝜎𝑓 and 𝑓 ̅ in Equation (4) are subject to change over time. For instance, the belief of 

the decision maker on the climate sensitivity can be updated as and when information about the true 

value of the climate sensitivity accumulates (e.g., Kelly and Kolstad, 1999a; Leach, 2007; Chapter 4 

of this thesis).  

The probability distribution of temperature distribution has the following properties: For any 𝑇𝐴𝐴 

in the upper tail, probability density increases in radiative forcing (∂𝑔𝐴 ∂𝜆𝜆⁄ > 0) and increases in 

uncertainty (∂𝑔𝐴 𝜕𝜎𝑓⁄ > 0) (see Equation 9). For illustration, hypothetical temperature distributions 

acquired from Equation (4) are shown in Figure 1. Distribution 1 refers to the case where radiative 

forcing is doubled from the initial level. Distributions 2 and 3 refer to the cases where there is a 50% 

reduction in the variance of the total feedback factors (𝜎𝑓2) and where there is a 50% reduction in 

carbon emissions, respectively compared to Distribution 1.  

 

Figure 1 PDFs of temperature increases Note that the temperature ranges are different between two panels. 

 

Since the upper tail dominates the others in a usual cost-benefit analysis under fat-tailed risk 

(Weitzman, 2009a), the distribution in the upper tail is considered below. As discussed in Section 3, 

the effect of emissions control on the probability distribution of the climate sensitivity can be 

decomposed as follows:7  

                                                           
7 Of course, the parameters can also be updated from research investment. This is discussed in Chapter 5. 
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𝜕𝑔𝐴
𝜕𝜇

=
𝜕𝜆𝜆
𝜕𝜇

·
𝜕𝑔𝐴
𝜕𝜆𝜆

+
𝜕𝜎𝑓
𝜕𝜇

·
𝜕𝑔𝐴
𝜕𝜎𝑓

+
𝜕𝑓̅
𝜕𝜇

·
𝜕𝑔𝐴
𝜕𝑓̅

 (8) 

 

The first term of RHS in Equation (8) reflects the effect of emissions control on the PDF of 

temperature increases through the changes in radiative forcing. The second and the third terms are 

added because the parameters of the distribution change as learning takes place (or the learning effect). 

For simplicity, this section focuses on the case where the effect of the changes in 𝑓 ̅ on temperature 

distribution becomes trivial. Put differently, this section assumes that 𝜕𝑓̅ 𝜕𝜇⁄  is sufficiently close to 

zero, so that �𝜕𝜎𝑓 𝜕𝜇⁄ � is far higher than �𝜕𝑓̅ 𝜕𝜇⁄ �. Admittedly, this is an ad-hoc assumption but it 

enables our analysis more tractable.8  

Plugging Equation (8) into Equation (6), the learning effect offsets to some extent the effect of 

uncertainty on welfare maximization. In order to see this we need to investigate the sign of each 

component in Equation (8). As mentioned above, for any 𝑇𝐴𝐴 in the upper tail ∂𝑔𝐴 ∂𝜆𝜆⁄ > 0 and 

∂𝑔𝐴 𝜕𝜎𝑓⁄ > 0. In addition, it is intuitive that if we are able to experiment with more emissions the 

climate sensitivity can be estimated with more improved precision. Note that one of the main reasons 

why the climate sensitivity is highly uncertain is that high temperature increases are out of human 

experiences. Therefore ∂𝜆𝜆 ∂𝜇⁄ < 0 and ∂𝜎𝑓 ∂𝜆𝜆⁄ < 0. For more on this issue, see Chapter 4 of 

this thesis. Consequently the first and the second terms of RHS of Equation (8) have different signs: 

(𝜕𝜆𝜆 𝜕𝜇⁄ ) · (𝜕𝑔𝐴 𝜕𝜆𝜆⁄ ) < 0; �𝜕𝜎𝑓 𝜕𝜇⁄ � · �𝜕𝑔𝐴 𝜕𝜎𝑓⁄ � = (𝜕𝜆𝜆 𝜕𝜇⁄ ) · �𝜕𝜎𝑓 𝜕𝜆𝜆⁄ � · �𝜕𝑔𝐴 𝜕𝜎𝑓⁄ � > 0. 

This implies that the expected marginal damage costs decrease in the presence of learning compared 

to the no-learning case. 

                                                           
8 Notice that the effect of the changes in 𝑓 ̅ on temperature distribution is ambiguous, which complicates the 
analysis. If 𝜕𝑓̅ 𝜕𝜇⁄  is sufficiently close to zero so that �𝜕𝜎𝑓 𝜕𝜇⁄ � is far higher than �𝜕𝑓̅ 𝜕𝜇⁄ �, 𝜕𝜎𝑓

𝜕𝜇
· 𝜕𝑔𝐴
𝜕𝜎𝑓

+ 𝜕𝑓̅

𝜕𝜇
· 𝜕𝑔𝐴
𝜕𝑓̅

≅
𝜕𝜎𝑓
𝜕𝜇

· 𝜕𝑔𝐴
𝜕𝜎𝑓

 holds since 𝜕𝑔𝐴 𝜕𝜎𝑓⁄  is normally higher than 𝜕𝑔𝐴 𝜕𝑓̅⁄  in Equation (8). This is obtainable from 

Equation 4 and the fact that 1-𝑓 ̅ is usually far higher than 𝜎𝑓. As Antony Millner points out (personnel 
communication), this assumes away the possibility that learning may reveal a far higher true value than the 
decision maker’s prior belief. In the case the experimentation with higher emissions would be a bad thing since 
the gain from the acquisition of information becomes lower than the loss (e.g. damage cost) from higher 
emissions. In order to fully consider the learning effect analytically we need to explicitly introduce this 
possibility into the model. We refer this to future researches. Instead, a numerical analysis on this issue is given 
in Chapter 4.      
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The offsetting ratio of the learning effect to the effect of uncertainty can be defined and calculated 

as in Equation (9). The implications are that the ratio grows for the following conditions: 1) a high 

quality of information that carbon emissions produce for reducing uncertainty (�𝜕𝜎𝑓 𝜕𝜇⁄ �); 2) a large 

amount of radiative forcing or carbon emissions (|𝜆𝜆|)9; 3) a large magnitude of learning (�1 𝜎𝑓3⁄ �); 

and 4) a low effect of emissions control on radiative forcing (�𝜕𝑅𝑅
𝜕𝜇
�
−1

).  

�
�𝜕𝜎𝑓 𝜕𝜇⁄ � · �𝜕𝑔𝐴 𝜕𝜎𝑓⁄ �

(𝜕𝜆𝜆 𝜕𝜇⁄ ) · (𝜕𝑔𝐴 𝜕𝜆𝜆⁄ )�

=

�

�

�
𝜕𝜎𝑓
𝜕𝜇 · 1

𝜎𝑓2√2𝜋
𝜆𝜆
𝜆𝜆0

1
𝑇𝐴𝐴2

𝑒𝑒𝑝�−1
2 �

1− 𝑓̅ − 𝜆𝜆
𝜆𝜆0

𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

���
1 − 𝑓̅ − 𝜆𝜆

𝜆𝜆0
𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

− 1�

𝜕𝜆𝜆
𝜕𝜇 · 1

𝜎𝑓√2𝜋
1
𝜆𝜆0

1
𝑇𝐴𝐴2

𝑒𝑒𝑝�−1
2 �

1 − 𝑓̅ − 𝜆𝜆
𝜆𝜆0

𝜆0
𝑇𝐴𝐴

𝜎𝑓
�

2

��1 + 𝜆𝜆 �
1− 𝑓̅ − 𝜆𝜆

𝜆𝜆0
𝜆0
𝑇𝐴𝐴

𝜎𝑓
� �

1
𝜆𝜆0

𝜆0
𝑇𝐴𝐴

𝜎𝑓
���

�

�

=
𝐴𝐴𝐴→∞
�⎯⎯⎯�∝ �

𝜕𝜎𝑓
𝜕𝜇

�
𝜕𝜆𝜆
𝜕𝜇

�
−1 𝜆𝜆

𝜎𝑓
��

1− 𝑓̅
𝜎𝑓

�
2

− 1�� 

(9) 

  

The learning effect is further discussed with a simple dynamic model below. The period for 

learning (the second period) is newly added into the objective function of the decision maker 

(Equation 1). For simplicity, we assume that there is no catastrophic impact of climate change (i.e., no 

Type 4 fat tail) in the learning period. Our assumption is not unreasonable in the sense that it takes 

time (hundreds of years or more) for the climate system to reach equilibrium state (Roe and Bauman, 

2013). This implies that the effect of fat-tailed climate sensitivity distribution may not be fully 

materialized at least in the near future (Millner, 2013). Put differently, Equation (4) induced from the 

equilibrium climate sensitivity distribution is not directly applicable to all periods when there are 

more than three periods in the model. The transient temperature distribution has a thinner tail than the 

equilibrium temperature distribution (Roe and Bauman, 2013).  

Unlike Section 3, temperature shocks are added to temperature equation in order for the decision 

maker to be able to update his or her belief on the true state of the world from temperature 

observations (see Chapter 4 for more on the learning process). The distribution of temperature shocks 

                                                           
9 Note that radiative forcing is an increasing function of the carbon stock. 
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is assumed to be constant over time, for simplicity. The problem is reformulated recursively as in 

Equation (10): The Bellman equation (Bellman and Dreyfus, 1962). 

𝑊𝑡 = max
𝜇𝑡∈[0,1]

𝑈�𝐶(𝑇𝐴𝐴𝑡)� + 𝛽𝛽𝑡𝑊𝑡+1

= 𝑈�𝐶(𝑇𝐴𝐴𝑡)� + 𝛽� �� 𝑊𝑡+1
{𝐴𝐴𝐴}

· 𝑔𝐴𝑡𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

 
(10) 

 

where 𝑊𝑡  is the value function starting from time 𝑡, 𝑑  is temperature shocks, and 𝑔𝜀  is the 

probability density function of temperature shocks.  

The problem can be solved by backward induction (Stokey and Lucas, 1989). For the last period 

(the third period), 𝜇3 = 0  and 𝑊3 = 𝑈�𝐶(𝑇𝐴𝐴3)� . If 𝜇2∗|𝜇1 ≡ arg max𝜇2∈{0,1} 𝑈�𝐶(𝑇𝐴𝐴2)�𝜇1� +

𝛽𝛽2𝑊3|𝜇1 , the maximum value for 𝑊2  can be calculated as follows: 𝑊2
∗ = 𝑈�𝐶(𝑇𝐴𝐴2)� +

𝛽 ∫ �∫ 𝑊3{𝐴𝐴𝐴} · 𝑔𝐴2𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} , where RHS of the equation is evaluated at 𝜇2∗|𝜇1. Note that 

𝜇2∗|𝜇1 exists by assumption. Notation ‘𝑎|𝑏’ can be read as ‘𝑎 given 𝑏’, and 𝑎∗ denotes that 𝑎 is an 

optimal solution. The problem of the first period is as follows: 𝑊1 = max𝜇1∈{0,1} 𝑈(1 − 𝛬(𝜇1)) +

𝛽 ∫ �∫ 𝑊2
∗

{𝐴𝐴𝐴} · 𝑔𝐴1𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} . The first order condition for the first period is as in Equation (11). 

𝜕𝛬(𝜇1)
𝜕𝜇1

·
𝜕𝑈(1 − 𝛬(𝜇1))
𝜕(1 − 𝛬(𝜇1))

= 𝛽� �� �
𝜕𝑊2

∗

𝜕𝜇1
· 𝑔𝐴1 + 𝑊2

∗ ·
𝜕𝑔𝐴1
𝜕𝜇1

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� 𝑔𝜀𝑑𝑑
{𝜀}

 (11) 

 

Substituting 𝑊2
∗ = 𝑈�𝐶(𝑇𝐴𝐴2)� + 𝛽 ∫ �∫ 𝑊3{𝐴𝐴𝐴} · 𝑔𝐴2𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀}  and rearranging, Equation 

(11) leads to:  

𝜕𝛬(𝜇1)
𝜕𝜇1

·
𝜕𝑈(1 − 𝛬(𝜇1))
𝜕(1 − 𝛬(𝜇1))

= 𝛽� �� �
𝜕𝑈(𝐶) · 𝑔𝐴1

𝜕𝜇1
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}

+ 𝛽2 � ��
𝜕 �𝑔𝐴1 · ∫ �∫ 𝑊3 · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} �

𝜕𝜇1{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

(12) 
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Notice that the second line of Equation (12) does not affect whether or not the expected marginal 

damage costs converge to a finite value, by assumption. Applying for the same functional forms for 

the PDF of temperature increases (Equation 4), the chain rule (Equation 8), and the HARA utility 

function as in Section 3, the third line of Equation (12) leads to Equation (13) if and only if 

𝛾(𝛼 − 1) < 1, where 𝛾 and 𝛼 refer to the exponent of the damage function and the elasticity of the 

marginal utility, respectively:  

𝛽2 � ��
𝜕 �𝑔𝐴1 · ∫ �∫ 𝑊3 · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} �

𝜕𝜇1{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴�

{𝜀}
· 𝑔𝜀𝑑𝑑 

∝ 𝛽2 �
𝜕𝜆𝜆
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−2 · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 �

𝜕𝜎𝑓
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−2 · 𝑔𝜀𝑑𝑑

{𝜀}
 

(13) 

 

For the derivation only the case where 𝑇𝐴𝐴 is high is considered as in Section 3. In that case it is 

assumed that temperature shocks do not affect the magnitude of 𝑇𝐴𝐴 much so that ∫ 𝑇𝐴𝐴𝑟 · 𝑔𝜀𝑑𝑑{𝜀} ≈

𝑇𝐴𝐴𝑟 , where 𝑟 is a real number. See Appendix C for more on the derivation of Equations (12-13).  

As mentioned above, 𝜕𝜆𝜆 𝜕𝜇⁄  and 𝜕𝜎𝑓 𝜕𝜇⁄  have different sign and thus the marginal damage 

cost is offset to some extent by the learning effect (the second term in Relation 13). However, we find 

that the conditions for the marginal damage cost to converge do not change from the no-learning case 

of Section 3.  

However, as discussed in Section 3.2 of Chapter 3, in the real world where radiative forcing is 

bounded and time lag is present, the future temperature seldom goes to infinity. In the terminology of 

this chapter the Type 1 fat tail does not necessarily imply the Type 2 fat tail in the real world. In this 

case we have time to learn before the materialization of the Type 4 fat tail: the learning effect can play 

a more important role. Even if the Type 2 fat tail is present, if exponential discounting is applied to 

the model, as usual in economics, the Type 2 fat tail does not necessarily lead to the Type 4 fat tail 

(See Section 3.2 of Chapter 3 for more on this). 
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This chapter does not consider the role of investment for future consumption. Investment may play 

an additional role in thinning the left tail of consumption distribution (Horowitz and Lange, 2014). Put 

differently, investment may reduce the effect of fat-tailed risk on welfare. Therefore the analytical 

results in this chapter are not directly applicable to dynamic models with various policy levers such as 

investment for future consumption, greenhouse gas emissions control, and research investment for 

learning. However our analytical results give useful insights on why some numerical papers such as 

Chapter 4 of this thesis are able to find optimal carbon tax under fat-tailed risk and learning about 

climate change.   

Finally let us consider the role of research investment. If the decision maker invests in climate 

science to raise the speed of learning (R > 0, where R is the amount of investment), and if it is 

effective (𝜕𝜎𝑓 𝜕𝜆⁄  < 0), then the offset ratio becomes far larger (see Equation 9). Consequently, there 

is an additional reduction of the marginal benefits of emissions control, hence the less stringent 

climate policy. See Chapter 5 for numerical applications. 

When the Type 1 fat tail does not lead to the Type 4 fat tail or when only weak tail effect is present, 

the decision maker considering this implicit cost would choose less stringent climate policy compared 

to the no-learning case. See Chapter 4 for more numerical results. The results in this section are 

intuitive in that carbon emissions produce information on the true state of the world through increased 

warming. Since learning or decreasing uncertainty has value, this should be accounted for when the 

decision on emissions control is made. More specifically, the benefits of emissions control (or the 

avoided damage costs) are reduced when there is learning compared to the no-learning case.  

5 Numerical applications 

5.1 The model 

This section describes the (slight) revisions made to the original DICE model. Interested readers in the 

specification of the original model are referred to Appendix A of this chapter or Nordhaus (2008). 

Uncertainty is introduced into the DICE model using the (fat-tailed) climate sensitivity distribution. 

Although almost all parameters in an economic model of climate change are more or less uncertain, 

this chapter focuses on the equilibrium climate sensitivity for the following reasons. First, the 

computational limits of a numerical model do not allow for including simultaneously all uncertainties 

in IAMs. Second, the climate sensitivity plays a significant role in the results of IAMs. Third, the 
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uncertainty about the climate sensitivity has been relatively well investigated, whereas very little is 

known about the uncertainty surrounding most other parameters.  

A Gauss-Hermite quadrature method for numerical integration is applied in this chapter.10 This 

greatly reduces the computational burden without much loss of accuracy.  

The problem of the decision maker is:  

max
𝜇𝑡,𝐼𝑡

𝛽�𝛽𝑡𝑈(𝐶𝑡 ,𝐿𝑡)
𝐴

𝑡=0

= �𝑤𝑖

𝑁

𝑖=1

�𝛽𝑡𝐿𝑡𝜁 �𝜂 +
�𝐶𝑡,𝑖/𝐿𝑡�

𝛼
�
1−𝛼𝐴

𝑡=0

 (14) 

 

where 𝛽 is the expectation operator, 𝑖 (1, 2, …, 𝑁) and 𝑡 (1, 2, …, 𝑇) denote the integration node 

and the time period (number of decades after the year 2005) respectively, 𝑁 = 10 and 𝑇 = 60 are 

the total number of integration nodes and time periods, respectively, 𝑤𝑖 is the integration weight, 𝜇 

is the rate of emissions control, 𝐼 is gross investment, 𝑈 is the population-weighted HARA utility 

function, 𝐶 is consumption, 𝐿 is labor force, 𝛽 = (1 + 𝜌)−1 is the discount factor, 𝜌(=0.015) is 

the pure rate of time preference, 𝛼(=2), 𝜂 and 𝜁(=-10-6) are parameters. The integration nodes and 

weights are produced from the normal distribution of the total feedback factors with parameters 

𝑓=̅0.60 and 𝜎𝑓=0.13. 

A one-box temperature response model is used for simulations in this chapter as in Equation (15). 

This is because the equation suits for the purpose of this chapter in the sense that this formulation lets 

the temperature distribution have fat tail. Notice that future temperature change has fat tail since it has 

a linear relationship with 𝜆 which has a fat tail. Put differently, the Type 1 fat tail leads to the Type 2 

fat tail in this model. This equation is obtainable from an energy balance model widely used in 

                                                           
10 In order to calculate the expectation operator, two numerical integration methods are generally used in the 
literature (Judd et al., 2011). The first one is Monte Carlo integration. This is to draw samples of a random 
variable from its probability distribution and to run the model with each sample. Then the outcome obtained 
from each sample is aggregated. In this method the integration nodes are the samples drawn from the 
distribution and the integration weight is 1/(the number of samples) for each integration node. The second one is 
deterministic integration. Instead of using stochastically drawn samples, this method uses pre-determined 
integration nodes and weights. See Judd (1998) for more on numerical integration methods.  
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climate science (Baker and Roe, 2009; Marten, 2011). In addition, the temperature response model of 

FUND (Anthoff and Tol, 2008) or PAGE (Hope, 2006) basically has the similar functional form with 

Equation (15).11  

𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉�𝜆 · 𝜆𝜆𝑡+1 − 𝑇𝐴𝐴𝑡�
 
 (15) 

 

where 𝑇𝐴𝐴 is the atmospheric temperature changes, 𝜆𝜆 is the radiative forcing, 𝜆 is the climate 

sensitivity, and 𝜉 is a parameter.  

The climate sensitivity is assumed to have a fat-tailed distribution as in Equation (3) with 𝑓=̅0.60, 

which corresponds to the climate sensitivity of 3°C/2xCO2, and 𝜎𝑓=0.13 following Roe and Baker 

(2007). Parameter 𝜉 is calibrated to the simulated temperature increase in 2105 obtained from the 

temperature response model of DICE (when the climate sensitivity is 3°C/2xCO2). 

The damage function of Weitzman (2012) as in Equation (16) is applied in this chapter, together 

with the original DICE damage function, since this functional form highly magnifies the effect of fat 

tail. As shown in Figure 2, the damage function of Weitzman is much more reactive to high 

temperature increases than the damage function of DICE.  

𝛺𝑡 = 1 �1 + 𝜋1𝑇𝐴𝐴𝑡 + 𝜋2𝑇𝐴𝐴𝑡
2 + 𝜋3𝑇𝐴𝐴𝑡

𝜋4�⁄  (16) 

 

where 𝛺 is the damage function, 𝜋1=0, 𝜋2=0.0028388, 𝜋3=0.0000050703, and 𝜋4=6.754. Notice 

that for the DICE damage function, 𝜋3 and 𝜋4 are set to zero. 

                                                           
11 𝜉 in Equation (15) refers to “the rate of mean reversion, such that given a sustained change in the level of 
radiative forcing, the half-life in terms of reaching the new equilibrium is ln(2)/ 𝜉 years” (Marten, 2011: 10). 
Thus 𝜉 can be thought of as a function of the climate sensitivity. For instance, in the later version of FUND 
(Anthoff and Tol, 2010), 𝜉 is assumed to be proportional to the reciprocal of max(𝑎 + 𝑏𝜆, 1), where 𝑎 and 𝑏 
are random variables of which mean and variance are given. Plugging 𝜉 = 1/max(𝑎 + 𝑏𝜆, 1) into Equation (15) 
we can get a similar atmospheric temperature equation with the one of DICE (see Appendix A of this chapter) 
for a large climate sensitivity satisfying 𝑎 + 𝑏𝜆 > 1. For the remaining chapters the temperature model of DICE 
is applied.  
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Figure 2 Damage costs against atmospheric temperature-increases  

 

Equation (17) is the abatement-cost function of DICE. 

𝛬𝑡 = 𝜃1,𝑡µ𝑡
𝜃2  (17) 

 

where 𝛬 is the abatement cost function, 𝜃1 is the cost of backstop technology and 𝜃2=2.8 is a 

parameter.  𝜃1 is a time-varying exogenous variable in DICE.12 The initial value is 0.056 (in 2005) 

and it gradually decreases to 0.004 in 2605. The original parameterization constitutes the ‘DICE’ cost 

case below. For the ‘Zero’ and ‘High’ cost case, 𝜃1 is set to 0 and 1, respectively.  

Unlike DICE, the lower bounds of economic variables such as consumption, the capital stock, and 

gross world output are set to be less than 0.001US$ per person per year in this chapter. In addition, the 

upper bound of temperature increases is removed for allowing the impacts of climate catastrophes. 

Unless otherwise noted, the same model specifications as in DICE including parameter values, initial 

conditions, and model equations are used in this chapter. 

For simulations, the upper bound of the climate sensitivity is gradually increased from 5°C/2xCO2 

to 1,000°C/2xCO2, holding the parameters of the distribution unchanged. Then the behavior of a 
                                                           
12 Note that as technology improves the unit cost for greenhouse gas emissions control may change. The 
original DICE model reflects this point with time-dependent 𝜃1.  
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variable of interest such as optimal carbon tax as the upper bound increases is investigated. Put 

differently, the curvature of carbon tax function (or social welfare) is a tool for investigating the effect 

of fat-tailed risk on climate policy in this chapter.  

The parameter value of the HARA utility function, 𝜂 in Equation (14), is gradually decreased from 

0.001 until it becomes zero so that the utility function becomes CRRA.13 For 𝜂>0.001, the optimal 

carbon tax generally increases as 𝜂 increases but this does not affect the main points of this chapter. 

Since the implementation of learning requires a different model and solution method, such 

applications are referred to Chapters 4 and 5 of this thesis, where the relevant model and solution 

method are given.  

5.2 Results 

The distributions of temperature, damage costs, and consumption for 𝜂 = 0 (which corresponds to 

CRRA) for the damage function of Weitzman (2012) are illustrated in Figures 3 and 4. The other 

cases show similar patterns qualitatively and thus those results are not shown. Since the no-policy 

case is not solvable for greater climate sensitivities (which are very unlikely anyway) when the 

damage function of Weitzman (2012) is applied, the upper bound of 25°C/2xCO2 is set to the climate 

sensitivity.14 This bound is practically suitable for investigating the points argued in Section 3. 

Figure 3 shows the temperature distributions. Emissions control effectively shifts the mode of the 

distribution and thus reduces the probability of high temperature increases. If the cost is lower 

(respectively, higher) than the DICE abatement cost, the density of the upper tail becomes much lower 

(resp., higher). In addition, the temperature distributions are shifted toward lower temperature 

increases as time goes by in the presence of policy, whereas they are shifted toward higher 

temperature increases in the absence of policy.  

                                                           
13 As Equation (14) implies, 𝜂 has the same unit with per capita consumption (i.e., million US$/person).  

14 By the no-policy we mean that µ = 0 throughout all time periods. 
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Figure 3 Temperature distributions (Left): The PDFs of the temperature increases in 2105. (Right): The 

evolution of the PDFs over time. NP, Zero, DICE, and High cost refer to the no-policy, zero, DICE, high cost 

case, respectively. Note that x-axis in the right panel is on log (base 10) scale. 

 

The left panel in Figure 4 shows the distributions of damage costs. The probability of high damage 

costs is reduced when climate policy is present. These results are consistent with the PDFs of the 

temperature distributions. The distributions of consumption have thin right tails whereas the 

distributions of damage costs have thin left tails. This is because 1) low temperature increases induce 

almost negligible impacts on damage costs, and because 2) abatement costs are same across all states 

of the world. As with the PDFs of damage costs, the PDFs of consumption significantly differ from 

case to case. Main implications are that 1) climate policy greatly reduces the effect of fat-tailed risk 

on damage costs and consumption, and that 2) the effect is sensitive to the unit cost of emissions 

control.  
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Figure 4 Damage costs distributions and consumption distributions in 2105 (Left): Damage costs 

distributions. (Right): Consumption distributions. 

 

Figure 5 presents the optimal carbon tax and social welfare of the DICE cost case (i.e., the original 

DICE abatement cost function is applied) when the damage function of Weitzman is applied. Only the 

results up to 55°C/2xCO2 are shown in the figures for the purpose of comparison. The results for the 

higher upper bounds are qualitatively similar to the results shown in the figures. The optimal carbon 

tax arbitrarily increases as the upper bound of the climate sensitivity increases for the CRRA (𝜂=0) 

case. These numerically show that the Type 1 fat tail leads to the Type 4 fat tail when the damage 

function of Weitzman and CRRA utility function are applied. However, for 𝜂>0, the optimal carbon 

tax does not increase arbitrarily. In fact, the optimal carbon tax reaches a maximum level when the 

upper bound of the climate sensitivity is bigger than a certain level (in our model-specifications, about 

60°C/2xCO2). The level corresponds to the point where per capita consumption becomes zero. 

Moreover notice that the argument of the utility function is bounded from below since 𝜂>0 (see 

Equation 14). These results are consistent with the analytical results in Section 3. Similarly, there is a 

sharp fall in social welfare around the higher upper bounds of the climate sensitivity for the CRRA 

case (𝜂=0), whereas such a deep fall is not present for 𝜂>0.  
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Figure 5 Optimal carbon tax and social welfare (Wetizman damage function) (Top): The optimal carbon 

tax in 2015. Note that x-axis (for parameter 𝜂) is presented in the reversed order. (Bottom): Social welfare.  

 

The DICE damage function instead of the Weitzman’s damage function is applied for Figure 6, 

other things being equal. Unlike Figure 5, the optimal carbon tax does not show convexity for the 

CRRA case (𝜂=0) as well as for the other cases (𝜂>0). In addition, there is no sharp fall in social 

welfare. This numerically shows that the Type 1 fat tail does not lead to the Type 4 fat tail when the 

damage function of DICE is applied. An interesting thing is that the optimal carbon tax starts to 

decrease when the upper bound of the climate sensitivity is higher than a certain level (in our model-

specifications, about 400°C/2xCO2). This is because the decision maker starts to decrease investment 

when the upper bound of the climate sensitivity is higher than the level. See Appendix B for more on 

this issue.  
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Figure 6 Optimal carbon tax in 2015 (DICE damage function) (Top): The optimal carbon tax in 2015. Note 

that x-axis (for parameter 𝜂) is presented in the reversed order. (Bottom): Social welfare.  

 

As shown in the left panel in Figure 7, in the absence of emissions control, the social cost of carbon 

is increasing and convex in the upper bound of the climate sensitivity. Its convexity is much higher 

than the one of the case where emissions control is present (which corresponds to case presented in 

Figure 5). This numerically shows that the Type 1 fat tail leads to the Type 4 fat tail in the absence of 

emissions control. The convexity is also sensitive to the unit cost of emissions control. The right panel 

shows that the effect of the Type 1 fat tail is sensitive to the parameter values of the utility function 

and damage function as discussed in Section 3. For instance, if α is set to 1 instead of 2, others being 

equal to the CRRA case in Figure 5 (Weitzman’s damage function), the optimal carbon tax function 

becomes concave in the upper bound of the climate sensitivity.15 For comparison, the CRRA case in 

Figure 6 (DICE damage function) is also presented. We observe that there is a substantial difference 

in optimal carbon tax between the cases, especially when the upper bound of the climate sensitivity is 

large. 

                                                           
15 The carbon tax shows a similar pattern to Figure 6. That is, the optimal carbon tax starts to decrease when the 
upper bound of the climate sensitivity is higher than a certain level (results not shown).  
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Figure 7 Optimal carbon tax in 2015 (the CRRA case) (Left): ‘DICE’ refers to the reference case where the 

abatement-cost function of DICE is applied (Equation 17). For the zero and high cost case, 𝜃1 in Equation (17) 

is set to 0 and 1, respectively. ‘NP’ refers to the case where emissions control is not present. Since the NP case 

is not solvable for higher upper bounds of the climate sensitivity, only the results up to 10°C/2xCO2 are shown. 

(Right): ‘Reference’ refers to the case where the damage function of Weitzman (2012), the abatement-costs 

function of DICE are applied with α=2. ‘DICEdam’ refers to the case where the damage function of DICE is 

applied instead of Weitzman’s damage function, others being equal to the reference case. ‘α=1’ refers to the 

case where α is set to 1 instead of 2, others being equal to the reference case. 

 

Table 1 shows the optimal carbon tax in 2015 according to the upper bound of the climate 

sensitivity. Whereas the optimal carbon tax is very sensitive to the upper bound of the climate 

sensitivity when the damage function of Weitzman is applied, the sensitivity becomes less severe 

when the damage function of DICE is applied. We also observe that the optimal carbon tax is highly 

sensitive to the unit cost of emissions control. This is intuitive in that if the unit cost falls the 

probability density of the upper tail would become much lower since it becomes less expensive for the 

decision maker to reduce carbon emissions (see Figure 3). 

Table 1 The optimal carbon tax in 2015 (US$/tC) 

Damage 

function 

Abatement cost 

function 

The upper bound of the climate sensitivity 

10°C/2xCO2 15°C/2xCO2 20°C/2xCO2 

Weitzman 

Zero cost 43 108 181 

DICE cost 163 434 656 

High cost 1,530 5,424 6,650 

DICE DICE cost 54 64 66 

Note: α=2 for all cases. ‘DICE cost’ refers to the reference case where the abatement-costs function of DICE 

(Equation 17) is applied. For the ‘Zero’ and ‘High’ cost case, 𝜃1 in Equation (17) is set to 0 and 1, respectively. 
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6 Conclusions 

This chapter finds that optimal carbon tax does not necessarily accelerate as implied by Weitzman’s 

Dismal Theorem if the option for emissions control is present. Put differently, the Type 1 fat tail does 

not necessarily leads to the Type 3 or the Type 4 fat tail even when the Type 1 fat tail leads to the 

Type 2 fat tail. Taken at face value this chapter seems to suggest the opposite direction to the one by 

the Weitzman’s Dismal Theorem. However, this is not the case. Rather this chapter serves as a 

complement (or an extension) to the Dismal Theorem. This chapter acknowledges that as argued by 

Weitzman (2009a), social welfare may have a fat tail if uncertainty about climate change is fat-tailed 

in the absence of emissions control. However as a complement to the Dismal Theorem, this chapter 

considers the question ‘what happens if our society actually starts to (not just has willingness to) 

control greenhouse gas emissions’. The answer is that optimal carbon tax needs not be arbitrarily 

large. Then the basic principle of cost-benefit analysis returns: an optimal decision should balance the 

costs and benefits it incurs. An intuition is that the probability of catastrophic climate change (from 

high temperature increases) can be effectively lowered by emissions control. Put differently, 

emissions control can thin the tail of social welfare. Learning gains more importance in the 

framework of this chapter, whereas it does not in the model by Weitzman (2009a).16  

It should be emphasized that the implications of this chapter are only meaningful under the 

following conditions: 1) Climate change is so uncertain that social welfare has a fat-tailed distribution 

in the absence of emissions control; 2) It is possible to control greenhouse gas emissions and the level 

of emissions control is chosen optimally; 3) There is a possibility of learning and learning is not 

‘negative’ (Oppenheimer et al., 2008) in that it always reduces the tail probability.  

The first condition is an inherent feature of climate change and thus it requires no discussion. See 

Weitzman (2009a; 2011), Stern (2013), and Stocker et al. (2013) for more on this issue.  

The option for emissions control is present in the real world, but it is a question whether or not the 

option is actually implemented and whether or not the rate of emissions control is optimally 

determined. There is no benevolent and representative decision maker in the real world as assumed in 

                                                           
16 Learning does not affect the problem of maximizing social welfare under fat-tailed risk in the framework of 
Weitzman (2009a). This is because there is a limitation for learning. For instance the number of temperature 
observations cannot be infinite in the real world. Note that in the model by Weitzman the fat-tailed distribution 
becomes thin-tailed one when the number of observations tends to infinity. 
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this chapter. Although there are some international agreements such as the United Nations Framework 

Convention on Climate Change, their effectiveness is in question.  

There is learning about climate change in the real world (e.g., from climate observations). However 

there is a possibility of negative learning. Even if learning leads to the true state of the world, the rate 

of learning may be slow. For instance, the probability distribution of the equilibrium climate 

sensitivity has not been changed much from the late 1970s (Charney et al., 1979) to the recent 

assessment report of the Intergovernmental Panel on Climate Change (IPCC) (Stocker et al., 2013).17 

The fact that there may be unknown ‘unknowns’ even complicates the issue. There is a possibility that 

improved observations and climate simulations may reveal a new factor affecting radiative forcing. 

This is an unknown ‘unknown’, which leads to slow learning.  

Compared to the above-mentioned complexity, policy implications of this chapter are relatively 

simple. First, an optimal decision is possible even under fat-tailed risk about climate change in many 

plausible situations if there are options for emissions control and learning. To this end the magnitude 

of uncertainty needs to be measured in detail for the benefits and the costs of emissions control to be 

correctly estimated. Notice that we are concerned about all kinds of uncertainty surrounding climate 

change, not just uncertainty about the climate sensitivity. Second, research investment in climate 

science is valuable since learning has value even under fat-tailed risk. See Chapter 5 for more on this 

issue. Such an investment increases the rate of learning and lowers the possibility of negative learning.  

  

                                                           
17 For instance, the fifth assessment report of IPCC notes that “equilibrium climate sensitivity is likely in the 
range 1.5°C to 4.5°C (high confidence), extremely unlikely less than 1°C (high confidence), and very unlikely 
greater than 6°C (medium confidence)” (Stocker et al., 2013: 14). The range is very similar to the estimate of 
Charney et al. (1979): 1.5°C to 4.5°C (the probable error). 
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Appendix A: The original DICE model 

max
𝜇𝑡,𝐼𝑡

𝛽�𝐿𝑡𝛽𝑡𝑈(𝐶𝑡 ,𝐿𝑡)
𝐴

𝑡=1

= �𝐿𝑡𝛽𝑡𝑈���1 − 𝜃1,𝑡µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡�/ 𝐿𝑡�

𝐴

𝑡=1

 (A.1) 

𝐾𝑡+1 = (1 − 𝛿𝑘)𝐾𝑡 + 𝐼𝑡 (A.2) 

𝑀𝐴𝐴𝑡+1 = (1 − 𝜇𝑡)𝜎𝑡𝑄𝑡 + 𝐸𝐿𝐴𝑁𝐷𝑡 + 𝛿𝐴𝐴𝑀𝐴𝐴𝑡 + 𝛿𝑈𝐴𝑀𝑈𝑡   
  (A.3) 

𝑀𝑈𝑡+1 = 𝛿𝐴𝑈𝑀𝐴𝐴𝑡 + 𝛿𝑈𝑈𝑀𝑈𝑡   
  (A.4) 

𝑀𝐿𝑡+1 = 𝛿𝑈𝐿𝑀𝑈𝑡 + 𝛿𝐿𝐿𝑀𝐿𝑡  
  (A.5) 

𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉1 �𝜂 
ln (𝑀𝑡/𝑀𝑏)

ln (2)
+ 𝜆𝜆𝑁,𝑡 −

𝜂
𝜆
𝑇𝐴𝐴𝑡 − 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )�

 

 (A.6) 

𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (A.7) 

 

where 𝛽 is the expectation operator, 𝑡 is time (decadal). Notations, initial values, and parameter 

values are given in Tables (A.1) and (A.2). 

 

Table A.1 Variables 

Variables Notes 

u Utility function =(𝐶𝑡 𝐿𝑡⁄ )1−𝛼 (1 − 𝛼)⁄  

𝐶𝑡 Consumption =�1 − 𝜃1,𝑡µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡  

µ𝑡 Emissions control rate Control variable 

𝐼𝑡 Investment in general Control variable 

𝐾𝑡 Capital stock 𝐾0=137 US$Trillion 

𝑀𝐴𝐴𝑡 Carbon stocks in the atmosphere 𝑀𝐴𝐴0=808.9GtC 

𝑀𝑈𝑡 Carbon stocks in the upper ocean 𝑀𝑈0=18,365GtC 

𝑀𝐿𝑡 Carbon stocks in the lower ocean 𝑀𝐿0=1,255GtC 

𝑇𝐴𝐴𝑡 Atmospheric temperature deviations 𝑇𝐴𝐴0=0.7307°C 

𝑇𝐿𝑂𝑡  Ocean temperature deviations 𝑇𝐿𝑂0=0.0068°C 

𝛺𝑡 Damage function =1/(1 + 𝜅1𝑇𝐴𝐴𝑡 + 𝜅2𝑇𝐴𝐴𝑡
2 + 𝜅3𝑇𝐴𝐴𝑡

𝜅4 ) 
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𝑄𝑡 Gross output =𝐴𝑡𝐾𝑡
𝛾𝐿𝑡

1−𝛾 

𝐴𝑡 Total factor productivity Exogenous 

𝐿𝑡 Labor force Exogenous 

𝜎𝑡 Emission-output ratio Exogenous 

𝜆𝜆𝑁,𝑡 Radiative forcing from non-CO2 gases Exogenous 

𝐸𝐿𝐴𝑁𝐷𝑡 GHG emissions from the sources other than 

energy consumption 

Exogenous 

𝜃1,t Abatement cost function parameter Exogenous 

Note: The initial values for the state variables and the evolutions of the exogenous variables follow Nordhaus 

(2008). 

Table A.2 Parameters 

Parameters Values 

𝜆 Equilibrium climate sensitivity =𝜆0/(1-𝑓) 

𝑓 Total feedback factors Stochastic 

𝜆0 Reference climate sensitivity 1.2°C/2xCO2 

𝛼 Elasticity of marginal utility 2 

𝛽 Discount factor =1/(1 + 𝜌) 

𝜌 Pure rate of time preference 0.015 

𝛾 Elasticity of output with respect to capital 0.3 

𝛿𝑘 Depreciation rate of the capital stock 0.1 

𝜅1, 𝜅2, 𝜅3, 𝜅4 Damage function parameters 𝜅1=0, 𝜅2=0.0028388, 𝜅3=𝜅4=0 

𝜃2 Abatement cost function parameter 𝜃2=2.8 

𝛿𝐴𝐴, 𝛿𝑈𝐴, 𝛿𝐴𝑈, 

𝛿𝑈𝑈, 𝛿𝑈𝐿, 𝛿𝐿𝐿, 

𝜉1, 𝜉3, 𝜉4, 𝜂 

Climate parameters 𝛿𝐴𝐴=0. 810712, 𝛿𝑈𝐴=0. 189288, 

𝛿𝐴𝑈=0.097213, 𝛿𝑈𝑈=0.05, 𝛿𝑈𝐿=0.003119, 

𝛿𝐿𝐿=0.996881, 𝜉1=0. 22, 𝜉3=0.3, 𝜉4=0.05, 

𝜂=3.8 

𝑀𝑏 Pre-industrial carbon stock 596.4GtC 

Note: The parameter values are from Nordhaus (2008) except that 𝜆0 follow Roe and Baker (2007). 

Appendix B: Additional results 

This appendix gives additional results for Figure 6 in Section 5. As shown in the top panels in Figure 

B.1, the decision maker increases today’s consumption by reducing investment when the upper bound 

of the climate sensitivity is higher than a certain level (around 400°C/2xCO2). Such a decision lowers 
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the level of the capital stock in the subsequent period, and thus the marginal value of capital increases. 

Although the absolute value of the marginal value of emissions also increases as the upper bound of 

the climate sensitivity increases, the rate of changes of the marginal value of capital is higher than the 

one of the marginal value of emissions (compare the bottom left and the bottom right panels). 

Therefore, the optimal carbon tax decreases as the upper bound of the climate sensitivity increases 

when the upper bound is higher than about 400°C/2xCO2. 

Figure B.1 Additional results for Figure 6 (the DICE damage function). (Top left): The gross investment in 

2015 (Top right): Consumption in 2015 (Bottom left): The marginal value of capital in 2015 (Bottom right): 

The marginal value of emissions in 2015   

 

Appendix C: Equations (12) and (13) 

The derivation of Equation (12) is illustrated in more detail below. Substituting 𝑊2
∗ = 𝑈�𝐶(𝑇𝐴𝐴2)� +

𝛽 ∫ �∫ 𝑊3{𝐴𝐴𝐴} · 𝑔𝐴2𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀}  into Equation (11) leads to: 

𝜕𝛬(𝜇1)
𝜕𝜇1

·
𝜕𝑈�1− 𝛬(𝜇1)�
𝜕�1− 𝛬(𝜇1)�
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= 𝛽� �� �
𝜕 �𝑈(𝐶) + 𝛽 ∫ �∫ 𝑊3{𝐴𝐴𝐴} · 𝑔𝐴2𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} �

𝜕𝜇1
· 𝑔𝐴1 + �𝑈(𝐶) + 𝛽� �� 𝑊3

{𝐴𝐴𝐴}
· 𝑔𝐴2𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}{𝜀}

·
𝜕𝑔𝐴1
𝜕𝜇1

� 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑 

= 𝛽� �� �
𝜕𝑈(𝐶)
𝜕𝜇1

· 𝑔𝐴1�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2 � �� 𝑔𝐴1 · �� ��
𝜕𝑊3 · 𝑔𝐴2

𝜕𝜇1{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}

+ 𝛽� �� �𝑈(𝐶) ·
𝜕𝑔𝐴1
𝜕𝜇1

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2� ��
𝜕𝑔𝐴1
𝜕𝜇1

· �� �� 𝑊3 · 𝑔𝐴2
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

 

= 𝛽� �� �
𝜕𝑈(𝐶) · 𝑔𝐴1

𝜕𝜇1
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 � ��

𝜕 �𝑔𝐴1 · ∫ �∫ 𝑊3 · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} �

𝜕𝜇1{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

 

For the last line the chain rule is applied. 

The derivation of Equation (13) is illustrated in more detail below. First of all, the chain rule is 

applied. 

𝛽2 � ��
𝜕 �𝑔𝐴1 · ∫ �∫ 𝑊3 · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀} �

𝜕𝜇1{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

= 𝛽2 � ��
𝜕𝑔𝐴1
𝜕𝜇1

· �� �� 𝑈(𝐶) · 𝑔𝐴2
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

 

+𝛽2 � �� 𝑔𝐴1 ·
𝜕 ∫ �∫ 𝑈(𝐶) · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀}

𝜕𝜇1
·

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

 

As discussed in Section 2, for 𝜂>0, the expectation converges to a finite value and thus optimal 

solutions can be derived. Thus we only consider the CRRA case (𝜂=0) below. Applying for Equation 

(8) leads to:  

= 𝛽2 � �� �
𝜕𝜆𝜆
𝜕𝜇 ·

𝜕𝑔𝐴
𝜕𝜆𝜆 +

𝜕𝜎𝑓
𝜕𝜇 ·

𝜕𝑔𝐴
𝜕𝜎𝑓

+
𝜕𝑓̅
𝜕𝜇 ·

𝜕𝑔𝐴
𝜕𝑓̅

� · �� �� 𝑈(𝐶) · 𝑔𝐴2
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2 � �� 𝑔𝐴1 ·
𝜕 ∫ �∫ 𝑈(𝐶) · 𝑔𝐴2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑{𝜀}

𝜕𝜇1
·

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
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∝ 𝛽2 � �� �
𝜕𝜆𝜆
𝜕𝜇 +

𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2 · �� �� 𝑈(𝐶) · 𝑔𝐴2

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}

+ 𝛽2 � �� �𝑇𝐴𝐴−2 · � �� 𝑈(𝐶) · �
𝜕𝜆𝜆
𝜕𝜇 +

𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

∝ 𝛽2 � �� �
𝜕𝜆𝜆
𝜕𝜇 +

𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2 · �� �� 𝑇𝐴𝐴

𝛾(𝛼−1) · 𝑇𝐴𝐴−2
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2 � �� �𝑇𝐴𝐴−2 · � �� 𝑇𝐴𝐴
𝛾(𝛼−1) · �

𝜕𝜆𝜆
𝜕𝜇 +

𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

 

For the derivation we apply for the fact that, for high 𝑇𝐴𝐴, 𝜆0𝜆𝜆 𝑇𝐴𝐴⁄   is dominated by 1 − 𝑓̅ and 

𝜆0𝜆𝜆 �𝜎𝑓2𝑇𝐴𝐴�⁄ �1 − 𝑓̅ − 𝜆0𝜆𝜆 𝑇𝐴𝐴⁄ � is dominated by 1. In addition, as discussed in Section 4, 

𝜕𝑅𝑅
𝜕𝜇

· 𝜕𝑔𝐴
𝜕𝑅𝑅

+ 𝜕𝜎𝑓
𝜕𝜇

· 𝜕𝑔𝐴
𝜕𝜎𝑓

+ 𝜕𝑓̅

𝜕𝜇
· 𝜕𝑔𝐴
𝜕𝑓̅

≈ 𝜕𝑅𝑅
𝜕𝜇

· 𝜕𝑔𝐴
𝜕𝑅𝑅

+ 𝜕𝜎𝑓
𝜕𝜇

· 𝜕𝑔𝐴
𝜕𝜎𝑓

, and 𝜕𝑔𝐴 𝜕𝜆𝜆⁄ ≈ 𝑇𝐴𝐴−2, 𝜕𝑔𝐴 𝜕𝜎𝑓⁄ ≈ 𝑇𝐴𝐴−2  for 

large 𝑇𝐴𝐴.  

∫ 𝑇𝐴𝐴
𝛾(𝛼−1) · 𝑇𝐴𝐴−2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴 should exist for RHS to exist. Applying for the fact that ∫ 𝑆−𝑝𝑑𝑆∞

S  

exists for any uncertain variable 𝑆 if and only if 𝑝 > 1, we find that ∫ 𝑇𝐴𝐴
𝛾(𝛼−1) · 𝑇𝐴𝐴−2{𝐴𝐴𝐴} 𝑑𝑇𝐴𝐴 

converges to a finite value if and only if  𝛾(𝛼 − 1) < 1, where 𝛾 and 𝛼 refer to the exponent of the 

damage function and the elasticity of the marginal utility, respectively.  

If we assume that 𝛾(𝛼 − 1) < 1, since 𝜕𝜆𝜆 𝜕𝜇⁄  is independent of 𝑇𝐴𝐴, the last line of the above 

relation becomes:   

∝ 𝛽2 � �� �
𝜕𝜆𝜆
𝜕𝜇 +

𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2 · �� 𝑇𝐴𝐴

𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2 � �� �𝑇𝐴𝐴−2 · � �� 𝑇𝐴𝐴
𝛾(𝛼−1)−2 · �

𝜕𝜆𝜆
𝜕𝜇

+
𝜕𝜎𝑓
𝜕𝜇 �{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

 

∝ 𝛽2 � �� �
𝜕𝜆𝜆
𝜕𝜇

+
𝜕𝜎𝑓
𝜕𝜇 � · 𝑇𝐴𝐴−2 · �� 𝑇𝐴𝐴

𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑
{𝜀}

�
{𝐴𝐴𝐴}

𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑
{𝜀}

+ 𝛽2 � �� �𝑇𝐴𝐴−2 ·
𝜕𝜆𝜆
𝜕𝜇 · � �� 𝑇𝐴𝐴

𝛾(𝛼−1)−2

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}

+ 𝛽2 � �� �𝑇𝐴𝐴−2 · � ��
𝜕𝜎𝑓
𝜕𝜇 · 𝑇𝐴𝐴

𝛾(𝛼−1)−2

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
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Although 𝜕𝜎𝑓 𝜕𝜇⁄  is not directly obtainable from our simple model, we can assume that for large 

𝑇𝐴𝐴, 𝜕𝜎𝑓 𝜕𝜇⁄ ≈ 𝑇𝐴𝐴−𝑟 where 𝑟 is a positive real number. For instance, according to the Bayesian rule 

in Chapter 4, the posterior variance is roughly proportional to the reciprocal of the square of 

temperature for large 𝑇𝐴𝐴. Then the third term of the above relation is dominated by the second term 

of the above relation for large 𝑇𝐴𝐴. Therefore the above relation is proportional to:  

∝ 𝛽2� �� �
𝜕𝜆𝜆
𝜕𝜇

+
𝜕𝜎𝑓
𝜕𝜇 �

· 𝑇𝐴𝐴−2 · �� 𝑇𝐴𝐴
𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2� �� �𝑇𝐴𝐴−2 ·

𝜕𝜆𝜆
𝜕𝜇

· � 𝑇𝐴𝐴
𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

 

Finally rearranging leads to:  

∝ 𝛽2� ��
𝜕𝜆𝜆
𝜕𝜇

· 𝑇𝐴𝐴−2 · �� 𝑇𝐴𝐴
𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 � ��

𝜕𝜎𝑓
𝜕𝜇

· 𝑇𝐴𝐴−2 · �� 𝑇𝐴𝐴
𝛾(𝛼−1)−1 · 𝑔𝜀𝑑𝑑

{𝜀}
�

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

∝ 𝛽2� ��
𝜕𝜆𝜆
𝜕𝜇

· 𝑇𝐴𝐴−2 · 𝑇𝐴𝐴
𝛾(𝛼−1)−1

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 � ��

𝜕𝜎𝑓
𝜕𝜇

· 𝑇𝐴𝐴−2 · 𝑇𝐴𝐴
𝛾(𝛼−1)−1

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

∝ 𝛽2� ��
𝜕𝜆𝜆
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−3

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 � ��

𝜕𝜎𝑓
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−3

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

∝ 𝛽2�
𝜕𝜆𝜆
𝜕𝜇

· �� 𝑇𝐴𝐴
𝛾(𝛼−1)−3

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 �

𝜕𝜎𝑓
𝜕𝜇

· �� 𝑇𝐴𝐴
𝛾(𝛼−1)−3

{𝐴𝐴𝐴}
𝑑𝑇𝐴𝐴� · 𝑔𝜀𝑑𝑑

{𝜀}
 

∝ 𝛽2�
𝜕𝜆𝜆
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−2 · 𝑔𝜀𝑑𝑑

{𝜀}
+ 𝛽2 �

𝜕𝜎𝑓
𝜕𝜇

· 𝑇𝐴𝐴
𝛾(𝛼−1)−2 · 𝑔𝜀𝑑𝑑

{𝜀}
 

 

The last line is obtained because we assume that 𝛾(𝛼 − 1) < 1. In sum, the expected marginal 

damage cost (RHS of Equation 11) exist if and only if 𝛾(𝛼 − 1) < 1. 
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III. Climate policy under fat-tailed risk1 

1  Introduction 

Everything about climate change is uncertain. Although this has been acknowledged for a long time, a 

recent paper by Weitzman (2009a) emphasized the importance of conceptualizing climate policy as 

risk management. Weitzman (2009a) formalizes an earlier suspicion by Tol (2003): there is a good 

reason to believe that the uncertainty about the impacts of climate change is fat-tailed. That is, the 

variance or even the mean of the distribution of the objective value (welfare) may not exist. This 

violates the axioms of decision making under uncertainty (von Neumann and Morgenstern, 1944), 

leading to an arbitrarily large willingness to pay for the reduction of greenhouse gas (GHG) emissions 

(Weitzman’s Dismal Theorem).  

Weitzman (2009a) and Tol (2003) diagnose the problem but do not offer a solution. 2 Moreover, 

Weitzman’s characterization of climate policy is incomplete because it considers the impacts of 

climate change but ignores the impacts of GHG emissions reduction. As shown in Section 2, this 

materially affects the results. Intuitively, the reasoning is something as follows. Weitzman (2009a) 

argues that the certainty-equivalent of the marginal damage cost of GHG emissions and thus the 

willingness to pay for emission reduction are arbitrarily large (or infinite). Taken at face value, this 

implies that an arbitrarily large carbon tax should be imposed – or that emissions should be driven to 

zero immediately. 3 That is a ‘repugnant’ implication 4 given that it is currently impossible to grow 

sufficient amounts of food to feed the world population and transport crops from the fields to the 

                                                           
1 This chapter is the revised version of the published article, Hwang, I.C., Reynes, F., and Tol, R.S.J. (2013), 
“Climate policy under fat-tailed risk: An application of DICE”, Environmental and Resource Economics 56(3), 
415-436. The publication is available at http://link.springer.com/article/10.1007%2Fs10640-013-9654-y.  

2 They do not analyze policy levers to avoid catastrophic impacts of climate change. This does not mean that 
the lack of solution downplays the importance of their works. Once the problem is identified, searching for a 
solution is a natural next step.  

3 The implications of the Dismal Theorem are somewhat controversial. See Hennlock (2009), Karp (2009), 
Yohe and Tol (2010), Nordhaus (2011), Pindyck (2011), Millner (2013), Roe and Bauman (2013), Weitzman 
(2011; 2013), and Horowitz and Lange (2014) on this issue.  

4 The meaning of the term ‘repugnant’ in this sentence is not disgusting but repellent to the senses. Such a 
strong word is used to emphasize that one of the implications of the Dismal Theorem that an arbitrarily large 
carbon tax should be imposed – or that emissions should be driven to zero immediately is repellent to the senses. 
In this case, there is a risk of starvation to death of a large part of the world population. 

http://link.springer.com/article/10.1007%2Fs10640-013-9654-y
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population center without fossil fuels. It may well be possible to do without fossil fuels in 50 years’ 

time, but imposing a carbon-neutral economy in 50 days’ time would lead to widespread starvation. In 

the short term (but not in the long term), fossil fuels are a necessary input. Put differently, the costs of 

ultra-rapid abatement are arbitrarily large as well, with the difference that they are better known than 

the impacts of climate change. The theoretical argument of Weitzman may be reversed in case of very 

high costs of ultra-rapid abatement, since the expectation of the damages of rapid emissions reduction 

policy may be infinite. This raises the question of how policy makers should weight two extreme (or 

infinite) costs in their decision-making. 

Several approaches have been used to numerically circumvent the problem raised by the 

Weitzman’s Dismal Theorem in the literature. Major response to the Dismal Theorem is to investigate 

ways to set a bound on the willingness to pay at a finite value. For instance, Newbold and Daigneault 

(2009) and Dietz (2011) opt for the approach suggested by Weitzman (2009a) that imposes a lower 

bound on consumption. Costello et al. (2010) put an upper bound on temperature increases, and 

Pindyck (2011) places an upper bound on marginal utility. Ikefuji et al. (2010) use a bounded utility 

function (e.g., ‘Burr’ function) instead of the (unbounded) constant relative risk aversion (CRRA) 

function. One the other hand, some studies propose an alternative decision-making criterion or an 

alternative way out of economic catastrophes induced by climate change. For example, Anthoff and 

Tol (2013) use various alternative criteria such as the mini-max regret, the tail risk, and the Monte 

Carlo stationarity. Tol and Yohe (2007) investigate the effect of an international aid to a devastated 

country.  

A different track is followed in this thesis: keeping the standard decision-making criterion of utility 

maximization and then investigating how the uncertainty around key parameters affects the optimal 

decision of economic agents who consider both the impacts of climate change and the impacts of 

GHG emissions reduction. This is a worthwhile course of action because Weitzman (2009a) and Tol 

(2003) only consider the impacts of climate scenarios without accounting for the negative impacts of 

climate policy (or the impacts of emissions control). It may be that GHG emissions reduction thins the 

tail. The hypothesis that the optimal carbon tax under fat-tailed risk about climate change does not 

necessarily become arbitrarily large in the presence of emissions control is numerically assessed in 

this chapter by using a well-established numerical integrated assessment model (IAM), namely the 

DICE model of William Nordhaus (Nordhaus, 2008).5 Whereas the numerical model in Chapter 2 

                                                           
5 An integrated assessment model can be defined as “any model which combines scientific and socio-economic 
aspects of climate change primarily for the purpose of assessing policy options for climate change control” 
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investigates the case where the Type 1 fat tail leads to the Type 2 fat tail by using an one-box 

temperature equation, this chapter considers a different case where the Type 1 fat tail does not 

necessarily lead to the Type 2 fat tail by using a different temperature response model (see Section 

3.2).  

There are some numerical models incorporating fat-tailed risk within the framework of the 

expected utility (e.g., Newbold and Daigneault, 2009; Ackerman et al., 2010; Costello et al., 2010; 

Dietz, 2011; Pycroft et al., 2011). However, their models are different from the model of this chapter 

in that they generally focus only on the impacts (or the damage costs) of climate change. For instance, 

Newbold and Daigneault (2009), Costello et al. (2010), Weitzman (2010), and Pindyck (2011) use 

simplified climate-change impacts models and thus they do not account for emissions control. 6 

Dietz (2011) and Pycroft et al. (2011) introduce fat-tailed distributions of the equilibrium climate 

sensitivity and of the parameter of damage function into the PAGE model (Hope, 2006), and then 

calculate the marginal damage cost of carbon emissions - or the social cost of carbon. However, their 

models are based on exogenous emission scenarios (e.g., the IPCC SRES scenario) and thus they do 

not represent optimal decisions made by the agent who chooses the amount of GHG emissions for 

each time period. Ackerman et al. (2010) use the business as usual (BAU) version of the DICE model 

(Nordhaus, 2008), in which emissions control is not accounted for, to investigate the effect of fat-

tailed risk.7 In addition, their approach is more a wide sensitivity analysis than a real definition of an 

optimal choice under uncertainty. They generate samples of draws of key parameters assuming a fat-

tailed distribution, simulate the model, and then sum the results. 8 It gives the optimal choice for 

each value of the parameters but does not say what would actually be the optimal decision given this 

uncertainty. That is, it allows for computing the expectation of the maximum welfare, rather than 

maximizing the expected welfare.  

                                                                                                                                                                                     
(Kelly and Kolstad, 1999b). DICE (Nordhaus, 2008), FUND (Anthoff and Tol, 2008), PAGE (Hope, 2006), and 
WITCH (Bossetti et al., 2009) are good examples for integrated assessment models. 

6 For instance, Costello et al. (2010) compute the willingness to pay (as a fraction of consumption) in the 
absence of emissions control (see Equations 3 and 4 in their paper). Since the expected utility in the absence of 
emissions control tends to infinity under fat tails, willingness to pay approaches 100% of consumption. The 
results presented in Section 2 in the current chapter also support this finding.  

7 They also run the optimal policy version of the DICE model, but present the tail effect only in the BAU case. 

8  More precisely, their results represent 𝛽𝑠𝑚𝑎𝑒𝑐 𝑈(𝑐; 𝑠)  rather than 𝑚𝑎𝑒
𝑐
𝛽𝑠𝑈(𝑐; 𝑠) , where 𝛽𝑠  is the 

expectation operator over a state of the world 𝑠 , 𝑈 is the utility function, and 𝑐 is the control variable. 
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This chapter is different from the literature in that GHG emissions (in turn, temperature increases, 

damage costs, abatement costs, outputs, and utility) are determined by the choice of a social planner 

(via the rate of emissions control and investment) in the model. The rate of emissions control chosen 

by the decision maker plays a role in preventing consumption from going to zero.  

Some analytical works consider this possibility. For instance, basing its analytical model on a 

modified version of the DICE model, Hennlock (2009) uses a max-min expected decision criterion 

with ambiguity aversion. The abatement rule in Hennlock (2009) is determined as the following 

equation: µ = −𝜅(𝜕𝑊 𝜕𝑀)⁄ (𝜕𝑊 𝜕𝐾⁄ )⁄ , where µ, 𝑊, 𝑀, and 𝐾 denote abatement efforts, social 

welfare, the carbon stock, and the capital stock, respectively, and 𝜅 > 0 is a constant. He proves that 

the denominator as well as the numerator in the equation tends to infinity as the decision maker’s 

aversion to ambiguity - or structural uncertainty in the terminology of Weitzman (2009a) approaches 

infinity. 9 In addition, µ is finite in the model by Hennlock (2009). 10 Horowitz and Lange (2014) 

extend the model by Weitzman (2009a) by introducing investment options and then prove that 

optimal investment for future consumption is finite under fat-tailed risk.  

As uncertainty is bounded by definition in a numerical framework, a method for analyzing fat-tails 

using thin-tailed distributions is introduced in this chapter. More precisely, the uncertainty about 

climate change is gradually increased, and then the evolution of the optimal carbon tax against the 

uncertainty is examined in order to answer the following questions. Does optimal carbon tax increase 

to an arbitrarily high number if uncertainty increases? Is the link between optimal tax and uncertainty 

sensitive to the model-specifications?  

This chapter proceeds as follows. Section 2 considers the impacts of emissions control. It shows 

that the absence or the presence of emissions control crucially affects the problem of maximizing 

social welfare. Sections 3 and 4 present the model and methods. Section 5 discusses the results in the 

case in which the equilibrium climate sensitivity is the only uncertain parameter. Section 6 shows 

various sensitivity analyses that confirm the robustness of the main result and Section 7 concludes.  

                                                           
9 Both Weitzman (2009a) and Hennlock (2009) focus on the imperfect measurement of uncertainty. 

10 Note that the optimal carbon tax in the model of this chapter is determined in a similar way as the Hennlock 
(2009)’s abatement rule. 
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2 Influences of emissions abatement 

2.1 The effect of rapid emissions reduction  

In this section, the effect of rapid emissions reduction is discussed using a simplified climate-

economy model. The decision maker’s problem is to choose the optimal time path of investment and 

the rate of emissions control, so as to maximize social welfare defined as the discounted sum of 

expected utility as in Equation (1). Utility is assumed to be increasing and concave in consumption as 

usual. 

max
{𝐶𝑡,µ𝑡}𝑡=1,2,…,𝐴

𝑊 = 𝛽𝑠� 𝛽𝑡 ∙ 𝐿𝑡 ∙ 𝑈(𝐶𝑡 𝐿𝑡⁄ )
𝐴

𝑡=1
 (1) 

 

where 𝑊 is social welfare, 𝐶 is consumption, µ is the rate of emission control, 𝑈 is the utility 

function, 𝐿 is population, 𝑠 is the uncertain parameter, 𝛽 is the expectation operator, 𝛽 is the 

discount factor, and 𝑇 is time horizon.  

The level of production after the damage costs from temperature increases and the emissions 

abatement costs are subtracted – or net income is allocated into consumption and investment. The 

capital stock grows as the investment increases and is subject to depreciate over time. 

𝐾𝑡+1 =𝜆(𝐾𝑡 , 𝐿𝑡) − 𝛺(𝑇𝐴𝐴𝑡) − 𝛬(µ𝑡) − 𝐶𝑡 + (1 − 𝛿𝑘) ∙ 𝐾𝑡 (2) 

 

where 𝜆 is production, 𝛺 is damage costs, 𝛬 is abatement costs, 𝐾 is the capital stock, 𝑇𝐴𝐴 is 

atmospheric temperature, and 𝛿𝑘 is the depreciation rate of the capital stock.  

The carbon stock increases in GHG emissions and is subject to depreciate over time.  

𝑀𝑡+1 = (1 − µ𝑡) ∙ 𝜎𝑡 ∙ 𝜆(𝐾𝑡 , 𝐿𝑡) + (1 − 𝛿𝑚) ∙ 𝑀𝑡 (3) 

 

where 𝑀 is the carbon stock, 𝜎 and 𝛿𝑚 are the emissions-output ratio and the depreciation rate of 

the carbon stock, respectively.  
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Atmospheric temperature is the aggregate measure of climate impacts in this model and is an 

increasing function of the carbon stock. The uncertain parameter affects the level of temperature 

increases. The damage costs increase in temperature increases (in turn, in the carbon stock) and the 

expectation of the marginal damage costs with respect to a unit increase in the carbon stock does not 

exist because 𝑠 has a fat-tailed distribution: 𝛽𝑠(𝜕𝛺 𝜕𝑀⁄ ) = ∞. The abatement costs increase in the 

rate of emissions control.  

If there is no emissions control (µ = 0), the problem becomes simple: As assumed the marginal 

damage costs become infinite under fat-tailed risk. The social cost of carbon (in the absence of 

emissions control) thus becomes arbitrarily large. This is the results shown in many numerical articles 

reviewed in Section 1.  

However, the story may become different in the case where emissions control is present. In order to 

solve such a model, the current-value Hamiltonian function is constructed as follows.  

𝐻𝑐(𝐾𝑡,𝑀𝑡, 𝐿𝑡,𝐶𝑡, µ𝑡) =𝛽𝑠𝐿𝑡 ∙ 𝑈(𝐶𝑡/𝐿𝑡) +  𝜆𝐾𝑡 ∙ �𝜆(𝐾𝑡,𝐿𝑡) −𝛺(𝑇𝐴𝐴𝑡) − 𝛬(µ𝑡) − 𝐶𝑡 − 𝛿𝑘 ∙ 𝐾𝑡�

+ 𝜆𝑀𝑡 ∙ {(1 − µ𝑡) ∙ 𝜎𝑡 ∙ 𝜆(𝐾𝑡,𝐿𝑡) − 𝛿𝑚 ∙ 𝑀𝑡} (4) 

 

where 𝐻c is the current-value Hamiltonian, 𝜆𝐾 and 𝜆𝑀 are the shadow prices of capital and carbon, 

respectively.  

The optimal decision should satisfy the following first-order conditions with regard to each control 

variable:  

𝛽𝑠 𝑑𝑈 𝑑𝑐𝑡⁄ − 𝜆𝐾𝑡 = 0 (5) 

𝛽𝑠𝜆𝐾𝑡 ∙ (𝑑𝛬𝑡 𝑑µ𝑡⁄ ) + 𝜆𝑀𝑡 ∙ (𝜎𝑡 ∙ 𝜆(𝐾𝑡 , 𝐿𝑡)) = 0 (6) 

 

where 𝑐𝑡 is per capita consumption.  

Equation (5-6) say that current gains (or losses) of utility from a unit increase in the decision 

variables (consumption or the rate of emissions control) should be balanced with expected future 

losses (or gains) from the current decision (decreased investment or decreased carbon stock).11   

                                                           
11 For more on the interpretation of Equations (5-6), see Dorfman (1969) and Leonard and van Long (1992). 
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If all the terms in Equations (5-6) are finite, the optimal abatement rule is given by:  

𝑑𝛬𝑡 𝑑µ𝑡⁄ =
𝛽𝑠𝜆𝑀𝑡 ∙ (−𝜎𝑡 ∙ 𝜆(𝐾𝑡 , 𝐿𝑡))

𝛽𝑠𝜆𝐾𝑡
 (7) 

Equation (7) says that the optimal rate of emissions control should be determined in a way to 

balance the marginal abatement costs with the expected marginal benefits of emissions control 

divided by the expected marginal benefits of investment. 

However, the existence of solutions for Equation (7) depend on the following three conditions: 1) 

whether or not the expected marginal benefits of emissions control exist 12; 2) whether or not the 

expected marginal benefits of investment exist; 3) whether or not the marginal abatement costs are 

finite.  

The answers to each condition depend on the model-specifications such as utility function, damage 

function, abatement cost function, and probability distributions of uncertain variables, which requires 

more detailed assumptions on functional forms and parameter values. Chapter 2 presents such an 

analysis in more detail. Regarding these, with a simple two-period model, Horowitz and Lange (2014) 

and Karp (2009) prove that the expected marginal benefits of investment can exist under fat-tailed risk. 

Millner (2013) proves that, also with a two-period model, the expected marginal benefits of emissions 

control can be finite in some conditions. Using a dynamic model with the maximin expected utility 

framework, Hennlock (2009) proves that although both the numerator and the denominator become 

infinite as the decision maker’s aversion to ambiguity becomes arbitrarily large the right hand side of 

Equation (7) becomes finite.  

This section deals with the point raised in Section 1: impacts of ultra-rapid abatement policy (or 

𝑑µ 𝑑𝑡⁄ → ∞). This concerns the third condition above. In this case, the marginal abatement costs may 

become arbitrarily large as well. That is, the first term of the left hand side of Equation (6) becomes 

infinite. Then Equation (6) is not solvable mathematically.13 As a result, regardless of the other 

conditions, Equations (5) and (6) may not have solutions.  

                                                           
12 Not that we say expectation exists if 𝛽𝑠(∙) < ∞. 

13 Note that if A→ ∞ then A − B ≠ 0 for any B ≠ A. 
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2.2 Influences of inaction  

The importance of emissions control in analyzing the effect of fat-tailed risk is numerically 

investigated in this subsection using the DICE model (Nordhaus, 2008). Since DICE has been widely 

used in the literature and is well-known among economists, the model and its parameter values are not 

presented here in detail. See Appendix A in Chapter 2 for the model in detail. For simplicity, 

consumption flow according to the state of the world (i.e., the true value of the climate sensitivity) is 

investigated in this section. Full uncertainty model and its results are given in Sections 3~6. For the 

no-emissions control scenario the rate of emissions control is fixed at zero throughout the whole time 

horizon.  

Figure 1 shows the results for various scenarios with the DICE damage function. For the no-

emissions control scenario, per capita consumption increases until the mid-22nd century but it 

decreases thereafter. However, with emissions control per capita consumption continuously increases 

regardless of the true climate sensitivity.  

 

Figure 1 Consumption flow (DICE damage function) (Left): No emissions control (Right): Optimal 

emissions control 

 

Applying the damage function of Weitzman (2012) (see Section 6.2 for the function in detail) the 

effect of emissions control becomes more distinctive. For the no-emissions control scenario, damage 

costs approach to the level of gross production in some periods of time (after the mid-21st century) in 

the case of high climate sensitivity, and thus per capita consumption goes down to a very low level. 

Technically, the consumption constraint of the DICE model starts to bind after a certain time-period 
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when the climate sensitivity is high. 14 Investment, the only available policy instrument, cannot 

prevent economic catastrophes in this scenario. Considering the fact that the expected value is the 

weighted sum of all the cases, the expectation would highly depend on the results of the catastrophic 

states of the world. However, consumption increases smoothly in the presence of emissions control.  

 

Figure 2 Consumption flow (Weitzman’s damage function) (Left): No emissions control (Right): Optimal 

emissions control 

 

Although this experiment is not a formal treatment on uncertainty, it points out important elements 

worth considering as follows. First, if the probability of high climate sensitivity is not negligible, in 

the sense of the Dismal Theorem, economic catastrophe is possible in the absence of emission control. 

Second, consumption is highly sensitive to the damage function in the no-abatement case. It is 

possible to make consumption grow for a substantial time-period even if we live in a rapidly warming 

world according to the DICE damage function. By contrast, if the damage function of Weitzman 

(2012) is used, consumption collapses in some points in time unless the true climate sensitivity is 

small. Third, if the decision maker has an option to control emissions, he or she can effectively lower 

the possibility of economic catastrophes by adjusting actions optimally (balancing the costs incurred 

from emissions control and the damage costs from climate change).  

                                                           
14 The lower bound for the total consumption in society is set at 20 trillion US$ in the original DICE model. 
The constraint starts to bind after the year 2,245 when the climate sensitivity is 8°C/2xCO2. If the bound of 
consumption is set lower than the one in DICE, the time of constraint-binding may be altered, but the main point 
of this section would not change.  



50 

 

3 The model and methods 

3.1 The revised DICE model 

From the results in Section 2, the following policy implications are derived: 1) inaction (i.e., no 

emissions control) is extremely dangerous under fat-tailed risk about climate change as implied by the 

Dismal Theorem; 2) although emissions control is strongly required under fat-tailed risk, ultra-rapid 

abatement cannot be an optimal policy since it may impose extraordinarily large costs to society as 

well. This section investigates optimal climate policy with more formal treatment of uncertainty.  

Uncertainty is introduced into the DICE model using the notion of state of the world in this chapter. 

For each state of the world the climate sensitivity takes a given value and the corresponding 

probability − calculated from the assumed probability distribution described below – is assigned to 

each state. The lower bound of the climate sensitivity is set to be 0°C/2xCO2 and the upper bound 

ranges from 25°C/2xCO2 (in the reference scenario) to 1,000°C/2xCO2. These bounds are physically 

plausible and many physical scientists use even narrower bounds than these (e.g., Forest et al., 2002; 

Hegerl et al., 2006; Annan and Hargreaves, 2011). In the reference scenario, the total number of states 

is 2,000 and thus the value of each state of the world increases by 0.0125°C/2xCO2. 15  

The inclusion of uncertainty expands the specification of the original DICE model. We attribute an 

additional index s to each variable whose value changes according to the state of the world. For 

instance, if the climate sensitivity parameter takes a value s with a probability 𝑃(s) in state s, it is 

possible to define the corresponding instantaneous utility 𝑈(𝐶𝑡 ,𝐿𝑡; 𝑠) that may occur with the same 

probability through a series of mapping (from the climate sensitivity into temperature, into 

consumption, and into utility). Consequently, the objective function becomes the expected inter-

temporal welfare defined as a sum of discounted utility weighted by the probability of occurrence 

𝑃(𝑠) as follows. 

                                                           
15 There is a computational limit for running the model. For instance, in the system (with 8GB RAM and Intel® 
Core™ i5-3210M CPU @ 2.50GHz) running the model with 2,000 states of the world and the time horizon of 
600 years was not possible. Considering the memory constraint and the computation time, the time horizon was 
set to 300 years (as opposed to 600 years in DICE). The model with many combinations of the number of states 
of the world and the time horizon within the computational limit was tested, but greater numbers of states of the 
world and longer time horizons than the choice do not affect the results qualitatively.  
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𝑚𝑎𝑒 
𝐼𝑡,µ𝑡

𝑊 = �𝑃(𝑠)�𝑈(𝐶𝑡 ,𝐿𝑡; 𝑠)
𝐴

𝑡=1

𝛽𝑡
𝑆

𝑠=1

 (8) 

 

where 𝑊  is social welfare, 𝐼  is the level of investment, µ  is the rate of emissions control, 

𝑈 = 𝐿 (𝐶 𝐿⁄ )1−α (1 − α)⁄  is the population-weighted CRRA utility function, 𝐶 is consumption, 𝐿 

is labor force, 𝑃(𝑠) is the probability of each state, 𝛽 = (1 + 𝜌)−1 is the discount factor, 𝜌 (= 

0.015) is the pure rate of time preference, 𝛼 (= 2) is the elasticity of marginal utility of consumption, 

𝑆 is the number of states of the world 𝑠 ∈ {0, 𝑠
2000

, 2𝑠
2000

, … , 1999𝑠
2000

, 𝑠}, where 𝑠 is the upper bound of 

𝑠, and 𝑇 is the number of time periods.  

In case of multiple uncertainties in Section 6, additional subscripts are added for each uncertain 

parameter. The features of multiple-uncertainty runs are the same as mentioned above, except for the 

method of producing probability density functions (PDFs) of parameters of interest, which is given in 

Section 6.  

This chapter also calibrates the speed of adjustment of the atmospheric temperature equation so that 

the modeled temperature-increases from pre-industrial to present times are in line with the observed 

warming. This procedure also circumvents the infeasibility, reported in an application of DICE when 

the value of climate sensitivity is lower than 0.5°C (e.g., Ackerman et al., 2010). See Appendix A for 

the method of calibration in detail.  

In order to incorporate possible extreme climate change, the upper bounds of both air temperature 

increases and ocean temperature increases in DICE are removed. The fixed value of the initial 

emissions control rate is also removed because it artificially affects the initial carbon tax. The same 

parameter values as in the original DICE model are used, unless stated otherwise. The model is solved 

with the CONOPT (Drud, 1985), a nonlinear programming algorithm, in the GAMS modeling system. 

3.2 Uncertainty about the climate sensitivity 

The main uncertain parameter in this chapter is the climate sensitivity. This uncertainty is modeled 

using a PDF derived from the framework of feedback analysis (Hansen et al., 1984). In the framework, 

the probability distribution of the climate sensitivity is derived from the distribution of the total 

feedback factors. The feedback factor refers to the impact of a physical factor such as water vapor and 
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cloud on the total radiative forcing in a way to amplify the response of climate system (Hansen et al., 

1984).   

The total feedback factors are assumed to have the following relationship with the equilibrium 

climate sensitivity (Roe and Baker, 2007).   

𝜆 = 𝜆0 (1 − 𝑓)⁄  (9) 

 

where 𝜆 denotes the equilibrium climate sensitivity, 𝜆0 (=1.2°C/2xCO2) is the climate sensitivity in 

a reference system (in the absence of any feedback factors), and 𝑓 is the total feedback factors. The 

total feedback factors are assumed to be strictly lower than 1 because an equilibrium cannot be 

reached if 𝑓 is greater than or equal to 1 (Roe, 2009). 

Assuming 𝑓 is normally distributed with mean 𝑓̅ and standard deviation 𝜎𝑓 the PDF of the 

climate sensitivity is calculated as follows (Roe and Baker, 2007).  

𝑓(𝜆) = �
1

𝜎𝑓√2𝜋
�
𝜆0
𝜆2
𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2
�
�1 − 𝑓̅ − 𝜆0

𝜆 �

𝜎𝑓
�

2

⎭
⎬

⎫
 (10) 

 

Figure 3 depicts the PDF of the climate sensitivity according to different values of 𝜎𝑓. The climate 

sensitivity is asymmetrically distributed and its upper tail gets fatter as 𝜎𝑓 increases. 16  

 

                                                           
16 Since increasing 𝑓 ̅ has a similar effect on the distribution of the climate sensitivity, we only consider the 
changes in 𝜎𝑓. 
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Figure 3 The climate sensitivity distribution σ_f denotes the standard deviation of the total feedback factors. 

The left (resp. right) panel reports the left (resp. right) segment of the PDF. If 𝜎𝑓 =0.05, the density approaches 

0 far faster than the other cases, and thus it does not show up in the right panel. 𝜆0=1.2°C/2xCO2 and 𝑓=̅0.65 

remain unchanged throughout the figure. 

 

The probability of each state of the world is calculated as follows: 𝑃0(𝑠) = 𝑓(𝜆(𝑠)) × 𝛥𝜆, where 

𝑓(𝜆(𝑠)) is the density of the state 𝑠 calculated as in Equation (10), 𝛥𝜆 is the level of increases in 

the climate sensitivity between states of the world (0.0125°C/2xCO2 in the reference case). This 

provides a discrete approximation to the continuous density function since the probability of a random 

variable, for a small interval, is nearly equal to the probability density times the length of the interval. 

Since there is a computational limit to make the interval arbitrarily small in this kind of numerical 

simulations, ∑ 𝑃0(𝑠)𝑠  does not equal to 1, however. Therefore, we divide 𝑃0(𝑠) by ∑ 𝑃0(𝑠)𝑠  and 

use the resulting value as 𝑃(𝑠) in the objective function: 𝑃(𝑠) = 𝑃0(𝑠)/∑ 𝑃0(𝑠)𝑠 . This method 

assigns the residual probability (the difference between 1 and ∑ 𝑝0(𝑠)𝑠 ) equally to each state of the 

world, and thus it fattens the tails even more compared to the original continuous PDF. For a given 

upper bound, the residual probability becomes higher when the variance of the climate sensitivity gets 

bigger (see Appendix B). In other words, there is a tradeoff between the residual probability and the 

variance of the climate sensitivity: if we want to approximate the PDF more precisely, we can only 

cover a small range of variance. Thus, we need to set a criterion not to include results affected by the 

overly fattened tail. To this end, only the results of which the residual probability is less than 0.01 are 

presented in this chapter. Although it is arbitrary, it covers all results with a less residual so that 

readers can focus on the data for a smaller variance if they want a more precise approximation. 

Nevertheless, it appears that the one percent criterion does not affect the results since modifying it 

provides the same results in terms of carbon tax: increasing (respectively, decreasing) the tolerance 

(say, 5%) increases (resp., decreases) the range of the climate sensitivity that can be analyzed, but 

does not alter the value of the optimal carbon tax. See Appendix B for more discussions on this issue.  

A temperature response model defines how atmospheric or oceanic temperature evolves over time. 

Temperature models usually used in integrated assessment models can be derived from an energy 

balance model (Marten, 2011), which states that the mixed layer exchanges heat with the atmosphere 

and the deep ocean through radiative forcing, upwelling, and diffusion. If it is assumed that there are 

two boxes for temperature (the mixed layer and the deep ocean) (with a discrete time horizon), the 

energy balance model becomes as in Equations (11) and (12).  
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𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉1�𝜆𝜆𝑡+1 − 𝜂𝑇𝐴𝐴𝑡 𝜆⁄ − 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )�
 
 (11) 

𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (12) 

 

where 𝑇𝐴𝐴 is atmospheric temperature changes,  𝑇𝐿𝑂 is the lower ocean temperature changes, 𝜆𝜆𝑡 

is radiative forcing, 𝜂, 𝜉1, 𝜉3, and 𝜉4 are parameters.  

Unlike Equation (15) in Chapter 2, the Type 1 fat tail does not lead to the Type 2 fat tail for any 

finite time in Equation (11) in the sense that future temperature is necessarily bounded from above. 

The reason is as follows.17 In any finite time, radiative forcing is bounded from above since the rate 

of emissions control is bounded from below (i.e., 𝜇 ≥ 0) and radiative forcing is a continuous 

function of carbon emissions: 𝜆𝜆𝑡< 𝜆𝜆���� < ∞ for any 𝑡 < ∞, where 𝜆𝜆���� is the upper bound of 

radiative forcing for time 𝑡 ≤ 𝑛 < ∞. Then after 𝑛 < ∞ time periods the temperature will be less 

than 𝑇𝐴𝐴𝑛 < 𝑛𝜉1𝜆𝜆���� < ∞  since 𝜂𝑇𝐴𝐴𝑡 𝜆⁄  and 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )  in Equation (11) are normally 

nonnegative for all 𝜆 > 0. Put differently, the expectation of temperature over 𝜆 is necessarily 

bounded from above for any finite time.  

In addition, even when 𝑛 tends to infinity, the Type 1 fat tail (in turn, the Type 2 and the Type 3 fat 

tail since 𝑛 → ∞) does not lead to the Type 4 fat tail, as long as exponential discounting is applied. 

Applying for similar assumptions and techniques as in Chapter 2, consumption at time 𝑛 < ∞ is 

roughly proportional to 𝑇𝐴𝐴𝑛
−𝛾 , which is strictly higher than zero for large temperature and 𝛾 > 1: 

𝑇𝐴𝐴𝑛
−𝛾 > (𝑛𝜉1𝜆𝜆����)−𝛾 > 0. Then CRRA utility at point in time 𝑛 < ∞ is also bounded from below: 

𝑈(𝑇𝐴𝐴𝑛
−𝛾) > (1 − 𝛼)−1(𝑛𝜉1𝜆𝜆����)−𝛾(1−𝛼) > −∞. Note that we do not need to consider the HARA case 

here since it is bounded from below (see Chapter 2). The only case where temperature and CRRA 

utility may be unbounded is when 𝑛 tends to infinity. However, as long as exponential discounting is 

applied, as usual in the literature, the net present value of utility is finite since 𝛽𝑛𝑛−𝛾(1−𝛼) → 0 for 

0 < 𝛽 < 1 as 𝑛 tends to infinity.  

The above arguments, however, do not imply that the weak tail effect is also absent in a model with 

the temperature equation as in Equation (11). In addition, the above arguments do not mean that the 

probability density decreases faster than the one of exponential distribution in any tail of a variable of 

interest. Notice that the reason why the expectation of temperature or consumption exists in such a 
                                                           
17 This reasoning is due to Reyer Gerlagh (personal communication). Remaining errors, if any, are the author’s.  
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model is not that the probability density of the variable falls less slowly than exponentially, but that 

they are necessarily bounded because of physical reasons.  

3.3 Economic impacts of climate change 

Along with the representation of uncertainty, the economic evaluation of catastrophes is important in 

the formulation of the Dismal Theorem since the theorem is not only about fat-tailed risk, but also 

about catastrophic impacts. The damage function used in this chapter as the reference case is as 

follows:  

𝛺𝑡 = 1 �1 + 𝜋1𝑇𝐴𝐴𝑡 + 𝜋2𝑇𝐴𝐴𝑡
2�⁄  (13) 

 

where 𝛺 denotes damage function, 𝜋1(=0) and 𝜋2(=0.0028388) are parameters following Nordhaus 

(2008).  

Two main criticisms have been arisen about the specification (13) (Weitzman, 2009b; Ackerman et 

al., 2010; Dietz, 2011). The first one is about the low response of damage costs to high temperature 

increases: with the original parameterization of DICE, a 20°C increase in temperature induces a 

damage cost of 50% of the gross world output (see Figure 2 in Chapter 2). As the relation between 

temperature and damage costs is highly uncertain given the lack of empirical evidences, the sensitivity 

of the main results to a far more reactive damage function proposed by Weitzman (2012) is 

investigated in Section 6. 

The second criticism is about its upper bound imposed in the model, that is, the damage costs in the 

form of Equation (13) cannot be greater than the level of production. This is a bold assumption since 

climate damages include, in addition to market goods, nonmarket goods - or ecological goods. 

However, this issue is minor here since the crucial point in the Dismal Theorem is not so much about 

the absolute value of consumption but about the relative behavior of marginal utility to the probability 

of economic catastrophes when consumption approaches zero (Dietz, 2011). Nevertheless, the 

inclusion of nonmarket goods in a model may substantially alter the quantitative nature of the results, 

and thus the sensitivity of our main results to the inclusion of nonmarket goods is investigated in 

Section 6. 
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4 Detecting arbitrarily high carbon taxes 

The uncertainty about the climate sensitivity is increased by stepwise increments of 𝜎𝑓  while 

preserving the mean of the total feedback factors in this chapter, unlike in Chapter 2. See Appendix D 

for more on this issue. This increases the (simulated) variance of the climate sensitivity, which is a 

measure of uncertainty in this chapter. In order to focus on the effect of increasing uncertainty, we 

need to isolate it from the effect of increasing mean - or the first moment. Otherwise, the increased 

mean affects the results in a way that increases carbon tax beyond the effect of uncertainty. With this 

in mind, a mean-preserving spread (MPS) (Rothschild and Stiglitz, 1970; 1971) is applied to the total 

feedback factors distribution (using the Roe and Baker’s distribution) throughout the chapter except in 

Section 6.1, where an MPS is applied to the climate sensitivity distribution (using a lognormal 

distribution).  

Unfortunately, both distributions have some problems. In case of the Roe and Baker’s distribution, 

although the mean of the total feedback factors is preserved, the mean of the climate sensitivity is not 

preserved (actually increases). In case of the lognormal distribution, the fattened left tail dominates 

the effect of the fattened right tail. This is due to the characteristic of the lognormal distribution 

(compare Figure 3 and Figure 5). The former problem is not that severe. First, in coherence with the 

climate model retained in Roe and Baker (2007) where uncertainty is not directly about the climate 

sensitivity but about the total feedback factors, it seems logical to preserve the mean of the total 

feedback factors instead of the mean of the climate sensitivity. Second, theoretically the Roe and 

Baker’s distribution (as a fat-tailed distribution) does not have the first moment to preserve. 18 Third, 

the results from the Roe and Baker’s distribution, nevertheless, do not disown the main findings of 

this chapter: Even when the mean of the climate sensitivity increases while increasing uncertainty, the 

carbon tax function does not necessarily show curvature indicating convexity. This overstates the 

effect of increasing uncertainty on the climate sensitivity. In the context of the research, the basic 

method is therefore conservative.19  

                                                           
18 Applying MPS to a fat-tailed distribution raises some technical difficulties. First, it is not possible to apply 
the method to a fat-tailed distribution because, by definition, there is no mean (first moment) to preserve. One 
may think of an iterative way to take densities from the center and transfer them into the tails (e.g. Mas-Corell et 
al., 1995: ch.6), but this may produce several discontinuous jumps on the probability distribution, which is not 
scientifically reasonable.  

19 In addition, the Roe and Baker’s distribution is more scientifically founded than the lognormal distribution 
(note that the lognormal distribution used for the sensitivity analysis is due to economists, namely Ackerman 
and others). Furthermore, applying the lognormal distribution produces an abnormal carbon-tax pattern (i.e., 
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Increasing uncertainty affects the optimal level of emissions reduction. With a fat-tail distribution 

for the climate sensitivity, an increase in uncertainty calls for stricter climate actions since policy 

makers should attribute more weight on the negative effect of rare events. We use the carbon tax as 

our measure of the intensity of climate policy and investigate the quantitative impact of uncertainty on 

this intensity. The carbon tax is a diagnostic variable in the DICE model. It is calculated as a Pigovian 

tax by the following equation: 𝑐𝑎𝑟𝑏𝑐𝑛 𝑡𝑎𝑒 = −𝜅(𝜕𝑊 𝜕𝐸𝑡)⁄ (𝜕𝑊 𝜕𝐾𝑡⁄ )⁄ , where 𝐸𝑡 and 𝐾𝑡 denote 

GHG emissions and the capital stock, respectively, and 𝜅 is a constant.  

In a numerical model with a finite number of states of the world, fat-tails are necessarily truncated. 

Therefore, all empirical moments exist and are finite. We devise an alternative way to analyze the 

impacts of uncertainty on policy. We increase the variance of the climate sensitivity and then plot the 

resulting optimal carbon tax against the variance. If the optimal carbon tax increases and its curvature 

is convex (e.g., an exponential function), we can deduce that the carbon tax becomes arbitrarily large 

when the uncertainty about climate change goes to infinity. This can be translated into an argument 

that we should put our utmost efforts to reduce emissions at the present time. By contrast, if the 

carbon tax is increasing and concave in uncertainty, the story becomes a bit complicated. This is 

because concavity itself does not necessarily imply the convergence of a function. For instance, 

𝑓(𝑒) = 𝑙𝑐𝑔(𝑒) is an increasing and concave function but it diverges as 𝑒 tends to infinity. As 

detailed in Appendix C, this chapter adopts the criterion that increasing function 𝑓(𝑒) converges as 

𝑒 → ∞ if and only if 𝑓(𝑒) is concave and 𝜕𝑓(𝑒) 𝜕𝑒⁄  approaches zero faster than 1/𝑒 as 𝑒 → ∞. 

In this case, we can postulate that there may be an upper bound on the carbon tax even when the 

uncertainty increases unboundedly.20 

5 The optimal carbon tax function of uncertainty 

The standard deviation 𝜎𝑓 of the total feedback factors is gradually increased and then the variance 

of the climate sensitivity is calculated from the simulated PDF. The cumulative probability across the 

whole range of climate sensitivity is not equal to one because the discrete programming and the 

truncated distribution are used. For instance, with 25°C/2xCO2 as the upper bound of the climate 

sensitivity, the residual probability becomes greater than 0.01 when 𝜎𝑓 is greater than 0.14. The 

                                                                                                                                                                                     
decreasing tax in uncertainty as shown in Figure 6). Thus the Roe and Baker’s distribution is used as the 
reference PDF in this chapter. 

20 Notice that this criterion is not needed for the results in Chapter 2, because the convergence or divergence is 
transparent for the results in Chapter 2.   
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mean of the climate sensitivity increases from 3.43/2xCO2 to 4.06/2xCO2 while the variance of the 

climate sensitivity increases from 0.002 to 5.51. 

Figure 4 illustrates the relationship between the optimal carbon tax and the variance of the climate 

sensitivity. Only the initial carbon tax (in 2005) is presented because it represents the optimal choice 

of the current generation in the DICE model. Selecting another time-period reference gives a higher 

tax level but a similar curvature of the tax function as presented in Figure 4 (See Figure B.2 in 

Appendix B). The first thing we can observe in Figure 4 is that the optimal carbon tax increases as the 

uncertainty about the climate sensitivity increases. The risk-averse social planner would be willing to 

make more efforts to avoid the adverse impacts of climate change when uncertainty increases. 

Secondly and more importantly, the carbon tax function is concave in uncertainty and the rate of 

changes in carbon tax is lower than 1/x. This numerically shows that the Type 1 fat tail does not lead 

to the Type 4 fat tail.  

  

 

Figure 4 The behavior of carbon tax in uncertainty (Upper left): The optimal carbon tax function of 

uncertainty. The upper bound of the climate sensitivity is 25°C/2xCO2. (Upper right): The first derivative of 

carbon tax with respect to uncertainty. The upper bound of the climate sensitivity is 25°C/2xCO2. (Lower left): 

The optimal carbon tax function of uncertainty. The upper bound of the climate sensitivity is 1,000°C/2xCO2. 

(Lower right): The first derivative of carbon tax with respect to uncertainty. The upper bound of the climate 
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sensitivity is 1,000°C/2xCO2. Note that for low values of the variance values are much bigger than those for the 

other cases and thus are not presented in the graph.  

 

6 Sensitivity analysis 

6.1 Lognormal distribution 

As a sensitivity analysis, the climate sensitivity is assumed to have a lognormal distribution given by 

Equation (14) with parameter values µ𝜆=1.071 and 𝜎𝜆=0.527 as in Ackerman et al. (2010). 21  

𝑓(𝜆) =
1

𝜎𝜆√2𝜋
𝑒𝑒𝑝 �−

1
2
�
(ln (𝜆) − µ𝜆)

𝜎𝜆
�
2

� (14) 

 

𝜎𝜆 is gradually increased from 0.05 to 0.90 and then the variance of the climate sensitivity from the 

simulated PDF is calculated. The reason why we stop increasing 𝜎𝜆 at 0.90 is the same as in Section 

5. Because of the discrete approximation, there is a difference between the theoretical variance and 

the simulated variance, especially when 𝜎𝜆 is large. The simulated variance is chosen as the measure 

of uncertainty. 22 Other assumptions including the number of states of the world, the range of the 

climate sensitivity, and the damage function remain the same as in the previous section. 

The PDFs of the climate sensitivity following Equation (14) are depicted in Figure 5. The case of 

MPS is also presented. The tails become fatter as the parameter 𝜎𝜆 increases. One of the main 

differences between the lognormal distribution and the Roe-Baker distribution is that the lognormal 

distribution allows for a low value of the climate sensitivity (say, below 1.5°C/2xCO2) to have a non-

negligible density. 23 This difference affects the behavior of the carbon tax: decreasing tax in 

                                                           
21 They calibrate the parameter values to the probability-estimates of Weitzman (2009a) and Solomon et al. 
(2007). 

22 If the theoretical variance is used the concave property of the carbon tax function becomes more transparent.  

23 During MPS, both tails become fatter. Fattening only the right tail may be possible (by holding the left tail 
and adjusting the right tail), but it would produce a discontinuous jump around the mean (or the mode). The 
problem is that such a discontinuous PDF is not realistic for the climate sensitivity distribution. An alternative is 
to increase the upper bound of the climate sensitivity holding the parameter values unchanged (see Chapter 2).  
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uncertainty (see Figure 6). There is also a loss of information when 𝜎𝜆 becomes higher as in Figure 3, 

but in this case the loss is mainly from the left tail.  

 

Figure 5 Climate sensitivity distribution (the lognormal distribution) σ denotes the standard deviation of the 

logarithm of the climate sensitivity, ‘mps’ denotes a PDF drawn from the method of mean-preserving spread. 

The mean of the logarithm of the climate sensitivity is set to 1.071°C/2xCO2 for all distributions. The panel in 

the left (resp. right)-hand side reports the left (resp. right) segment of the PDF. The densities of the cases, σ = 

0.2 and σ = 0.2 (mps), approach zero far faster than the other cases and are asymptotic with the x-axis in the 

right panel. 

 

The left panel in Figure 6 shows the relationship between the optimal carbon tax and the 

uncertainty. For the low variances of the non-MPS case, the optimal carbon tax decreases in the 

variance. This is because the effect of the fattened left tail dominates the one of the fattened right tail. 

If the variance of the climate sensitivity is low (resp. high) – below (resp. above) 0.58 in our 

parameterization – the fattening of the left (right) tail dominates, and the carbon tax falls (rises) as the 

variances increases. For the substantial uncertainty about the climate sensitivity, however, the optimal 

carbon tax increases and its growth rate falls as the variance of the climate sensitivity becomes higher. 

The relation between the tax and the variance of the climate sensitivity is thus concave as in Figure 4. 

The first derivative of carbon tax function is lower than 1/x. This numerically shows that the Type 1 

fat tail does not lead to the Type 4 fat tail.  

The model with an MPS procedure is also simulated. Since the mean and the variance of the 

lognormal distribution exist, we can preserve the mean while we increase the variance by adjusting 

the parameter values. Applying mean-preserving spread, the optimal carbon tax decreases as the 

variance increases. This is because, during MPS, the mode (and the shape of PDF) changes a lot 

(more than the non-MPS procedure) and the left tail becomes far fatter than the right tail (see Figure 
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5). To be specific, the low climate sensitivity gets more density than necessary, and consequently the 

carbon tax is biased to be low.24 

 

Figure 6 The behavior of carbon tax in uncertainty (the lognormal distribution) (Left): The optimal carbon 

tax function of uncertainty. (Right): The first derivative of carbon tax with respect to uncertainty (non-MPS 

case). Note that for values for the low variances are much bigger or lower than those for the other cases and thus 

are not presented in the graph. 

 

6.2 Weitzman’s damage function 

The functional form of damage function is also uncertain and is somewhat controversial (see 

Weitzman, 2012; Tol, 2013). If we apply a multi-polynomial form of damage function like Equation 

(15) suggested by Weitzman (2012), the damage cost becomes much higher than in the DICE damage 

function, especially in the range of high temperature increases.  

𝛺𝑡 = 1 �1 + 𝜋1𝑇𝐴𝐴𝑡 + 𝜋2𝑇𝐴𝐴𝑡
2 + 𝜋3𝑇𝐴𝐴𝑡

𝜋4�⁄  (15) 

 

where 𝜋1=0, 𝜋2=0.0028388, 𝜋3= 0.0000050703, and 𝜋4=6.754 following Weitzman (2012).  

                                                           
24 Running the model with mode-preserving spread instead, the optimal carbon tax increases and its rate of 
growth decreases in the uncertainty (results not shown). One of the alternative ways to avoid decreasing carbon 
tax is to use a much higher upper bound. If a higher upper bound is used, the density added to the right tail 
during MPS is more considered.  
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As one would expect, the carbon tax calculated from the more reactive form of damage function is 

higher (from 42$/tC to 54$/tC) than the less reactive damage function (from 32$/tC to 34$/tC) - 

compare the top left panel in Figure 7 and the left panel in Figure 4. Except for the low variances, the 

concavity is hardly visible and the first derivative of carbon tax function is higher than 1/x. This 

implies that, as argued in Section 3.2, although social welfare is bounded from below by physical 

reasons, the probability density may decrease slower than the one of exponential distribution. This can 

be thought of as the ‘weak tail effect’. The fact that the mean of the simulated distribution also 

increases while we increase uncertainty can be an another reason for this curvature. In fact if we apply 

for the method used in Chapter 2 for increasing uncertainty, the carbon tax function shows a different 

curvature (see Appendix D).   

 

 

Figure 7 The behavior of carbon tax in uncertainty (Weitzman’s damage function) (Top left): The optimal 

carbon tax (Top right): The first derivative of functions. For the top panels the upper bound of the climate 

sensitivity is 25ºC/2xCO2. (Bottom left): The optimal carbon tax (Bottom right): The first derivative of 

functions. For the bottom panels the upper bound of the climate sensitivity is 1000ºC/2xCO2. 
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6.3 Multiple uncertainties 

A number of studies have estimated damage costs from climate change, and the parameter values for 

damage function vary according to their estimates. For instance, Nordhaus (2008) calibrates 𝜋1=0, 

𝜋2=0.0028388 to his own estimates for climate damages: the ratio of damages to global output for a 

warming of 2.5°C equals to 1.77%. In this section, the uncertainty about damage costs is introduced 

through a PDF of the coefficient of quadratic term 𝜋2 in the damage function of DICE. 25 In 

specific, the estimates for climate damages induced by a warming of 2.5°C surveyed by Tol (2009) is 

used here. Each estimate is assumed to be a random draw from a normal distribution. The mean and 

the standard deviation of the fractional damage costs are 0.40% and 1.37% of gross world output, 

respectively. The mean of damage costs (0.40%) and +1 standard deviation of damage costs (1.77%) 

correspond to 𝜋2=0.00064 and 𝜋2=0.00283, respectively. Since the model does not allow net 

benefits from temperature increases, the density of a negative damage ratio is set to zero. 26 

The left panels in Figure 8 show the behavior of the carbon tax under the multiple uncertainties 

about the climate sensitivity and the damage function, which is calculated by the recalibrated 

Nordhaus (2008)’s damage function and the PDF of Roe and Baker (2007). 27 The optimal carbon 

tax increases and it is concave in uncertainty about the climate sensitivity and damage costs. The first 

derivative of carbon tax function is lower than 1/x. This numerically shows that the Type 1 fat tail 

does not lead to the Type 4 fat tail.  

The estimation of abatement costs is also uncertain. Since the cost of backstop technology affects 

the abatement costs in the DICE model (see Equation 16), the uncertainty about abatement costs is 

introduced through a PDF for the cost of backstop technology here.  

                                                           
25 Calibrating 𝜋2 to the estimated damage costs gives a similar result to calibrating the exponent to the 
estimated damage costs because both calibrations should give the same damage costs at the calibrated data 
points.  

26 A lognormal or a gamma distribution may be used instead of this truncated normal distribution. For the 
purpose of this section, however, those distributions did not perform better than the truncated normal 
distribution used here.  

27 Because of memory constraints, the number of states of the world on the climate sensitivity is reduced to 100. 
In this case, the climate sensitivity increases by 0.25°C/2xCO2 from 0°C/2xCO2 to 25°C/2xCO2. The number of 
states on damage costs is 25, of which value increases by 0.4% from -4.2% to 5.0%. Thus, the total number of 
states is 2,500. 
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𝛬𝑡 = 𝜃1𝑡µ𝑡
𝜃2 (16) 

 

where 𝛬 is abatement costs, µ is the rate of emission control, 𝜃1 is the adjusted cost of backstop 

technology defined as 𝜃1𝑡 = �𝜃0𝑟𝑒𝑒𝑡 𝜃2⁄ �× �𝜃3 − 1 + exp (−𝜃4𝑡−1)�/𝜃3 where 𝜃0  is the cost of 

backstop technology, 𝑟𝑒𝑒𝑡  is the CO2-equivalent-emissions output ratio, 𝜃2 , 𝜃3 , and 𝜃4  are 

parameters.  

The PDF of the abatement costs is derived from published results. Tavoni and Tol (2010) conduct a 

meta-analysis of abatement costs from the Energy Modeling Forum 22 data (Clarke et al., 2009). The 

mean and the standard deviation of the fractional abatement costs (relative to gross world output) for 

the 650CO2 equivalent concentration target in 2100 are 0.15% and 0.08%, respectively. 28 These 

values correspond to the cost of backstop technology of 6.5 thousand US$/tC (for 0.15%), 11.0 

thousand US$/tC (for 0.23%), and so on. A normal distribution for abatement costs is assumed and 

zero density is assigned to a negative abatement cost as has been done for the uncertainty about 

damage costs.  

The right panels in Figure 8 depict the optimal carbon tax under the multiple uncertainties about the 

climate sensitivity and abatement costs. 29 The damage function of Nordhaus (2008) and the PDF of 

Roe and Baker (2007) are applied. The effect of the uncertainty about abatement costs is not as big as 

the effect of the uncertainty about the climate sensitivity or the effect of the uncertainty about damage 

costs. Consequently, the uncertainty about the climate sensitivity dominates the behavior of the 

carbon tax. The resulting shape of the carbon tax function is increasing and concave in multiple 

uncertainties of abatement costs and the climate sensitivity. The first derivative of carbon tax function 

is lower than 1/x. This numerically shows that the Type 1 fat tail does not lead to the Type 4 fat tail. 

                                                           
28 Models surveyed in Tavoni and Tol (2010) have three alternative stabilization targets (450, 550, 650CO2eq 
ppm in 2100). Since the DICE model does not have such corresponding targets, the results of the models, which 
have the similar characteristics with the DICE optimal run were used. 

29 The number of states of the world is 100 for the climate sensitivity and 25 for abatement costs, which 
increases by 0.025% from -0.15% to 0.45%. 
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Figure 8 The behavior of the carbon tax in multiple uncertainties (Upper left): Damage costs and the 

climate sensitivity. Note that the expected value of damage ratio in this simulation is 0.4%, which is lower than 

in the DICE model (1.77%), hence the lower carbon tax. (Upper right): Abatement costs and the climate 

sensitivity. (Bottom left): The first derivative of functions (for the highest damage cost uncertainty). (Bottom 

right): The first derivative of functions (for the highest abatement cost uncertainty). 

 

6.4 Nonmarket goods 

Introducing nonmarket goods into the model may substantially change its economic implications 

(Sterner and Persson, 2008). Weitzman (2009b) argue that an additive form of utility function may be 

preferable to the traditional multiplicative form in order to account for ecological losses because the 

former emphasizes that market goods and nonmarket goods are more complementary than 

substitutable. This can be generalized using a constant elasticity of substitution (CES) utility function 

that embodies a large range of possibilities of substitution. Thus the utility function of the DICE 

model is replaced with the CES utility function proposed by Sterner and Persson (2008) in this section: 
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𝑈 = �(1 − 𝛾)𝐶𝑡1−1 𝜎⁄ + 𝛾𝑁𝑡1−1 𝜎⁄ �
(1−𝛼)𝜎 (⁄ 𝜎−1)

/(1 − 𝛼) (17) 

𝑁𝑡 = 𝑁0/�1 + 𝑎𝑇𝐴𝐴𝑡
2 � (18) 

 

where 𝑁 denotes nonmarket goods, 𝛼 is the elasticity of marginal utility of consumption, 𝛾 =0.1 is 

the share of nonmarket goods in utility function, 𝜎 =0.5 is the elasticity of substitution between 

market goods and nonmarket goods, 𝑁0=𝛾𝐶0 is the initial consumption of nonmarket goods (in 

2005), 𝑎 (=0.0028388) is the calibration parameter. See Anthoff and Tol (2011) for a discussion on 

this parameterization. The specification of the rest of the model remains unchanged compared to 

Section 5 (the DICE damage function and the Roe and Baker distribution). 

As shown by Sterner and Persson (2008), the inclusion of nonmarket goods in the utility function 

so drastically increases abatement efforts that it plays a more significant role than the pure rate of time 

preference (see the top left panel in Figure 9). Nevertheless, introducing nonmarket goods does not 

disown the implication of this chapter: the carbon-tax function of uncertainty is increasing and 

concave (see the top right panel in Figure 9). A lower value of the pure rate of time preference makes 

the magnitude in the changes bigger. This is intuitive in that as the pure rate of time preference 

becomes lower the decision maker concerns more about future damages. More important thing is that 

the first derivative of functions is higher than 1/x for low values of the pure rate of time preference. 

This can also be thought of as the weak tail effect.  
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Figure 9 The results of CES utility function (Upper left): The time profile of air temperature increases. N 

refers to the results from the original DICE model’s specification, SP refers to the results with the Sterner and 

Persson (2008)’s utility function, ρ denotes the pure rate of time preference. (Upper right): The behavior of the 

carbon tax in uncertainty. Note that the carbon tax is normalized to the value at the lowest variance of the 

climate sensitivity. The initial carbon tax for the lowest variance for each ρ is 316US$/tC (ρ=0.00), 142US$/tC 

(ρ=0.01), 81US$/tC (ρ=0.02), 52US$/tC (ρ=0.03), respectively. (Bottom): The first derivative of each function 

 

6.5 Risk aversion 

The model is run with various values for the measure of relative risk aversion 𝛼 in this section. The 

DICE damage function and the Roe and Baker’s distribution are applied as in Section 5. From Figure 

10, it is found that the higher is 𝛼 the smaller is the initial carbon tax. This is because 𝛼 plays the 

similar role as the pure rate of time preferences in increasing the discount rate in a growing 
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economy. 30 Second, the behavior of the carbon tax is increasing and concave in uncertainty when 𝛼 

is lower than three. If 𝛼 is greater than or equal to three, the optimal carbon tax decreases in 

uncertainty. For a high rate of risk aversion and large uncertainty about the climate sensitivity, the 

perception is that of a high probability of a dismal future – and, more importantly, it is hard to avoid 

such a future through GHG emissions reduction. Therefore, the optimal action is to maximize 

consumption in the short run – enjoy the good times while they last. The first derivative of carbon tax 

function with respect uncertainty is lower than 1/x except for the case where 𝛼=1.  

 

Figure 10 The behavior of the carbon tax in uncertainty (risk aversion) (Left): The optimal carbon tax. α 

denotes the coefficient of relative risk aversion. Note that the optimal carbon tax is normalized to the value at 

the lowest variance of the climate sensitivity. The initial carbon tax for the lowest variance for each α is 

72US$/tC (α=1), 32 US$/tC (α=2), 19 US$/tC (α=3), and 14 US$/tC (α=4), respectively. (Right): The first 

derivative of each function 

 

7 Conclusions 

In this chapter, optimal carbon tax under fat-tailed risk has been investigated using the revised DICE 

model. Since a numerical model cannot fully incorporate a fat-tailed distribution, an alternative way 

to analyze the impacts of fat-tails is proposed: the curvature of carbon-tax function according to 

uncertainty. It is found that optimal carbon tax increases as the uncertainty about the climate 

sensitivity increases and that its curvature is concave. The main results are generally robust to the 

alternative assumptions about the model specifications, including multiple uncertainties about damage 
                                                           
30 Recall the Ramsey formula: 𝑟 = 𝜌 + 𝛼 × 𝑔, where 𝑟, g, 𝜌 are the discount rate, the growth rate of 
consumption per capita, the pure rate of time preferences, respectively. 
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function and abatement function, and the presence of nonmarket goods. This chapter also finds that 

although social welfare is bounded from below (or the Type 1 fat tail does not lead to the Type 4 fat 

tail) by physical reasons, the weak tail effect is present and its magnitude is sensitive to the model 

specifications such as damage function, preference, and nonmarket goods.  

The conclusion of this chapter is in line with those of Anthoff and Tol (2013), who use alternative 

decision criteria such as the mini-max regret, the tail risk, and the Monte Carlo stationarity together 

with the welfare maximization. Although the two studies use different methods and different models, 

they both confirm the results found in the mathematical analysis of Hennlock (2009). That is, 

although fat-tailed risk implies a more stringent action for abatement, it does not necessarily justify an 

ultra-rapid abatement like the arbitrarily large carbon-tax or the instant phase-out of fossil fuels. 

Analytical results in Chapter 2 also confirm these findings.  

Finally, some caveats are added. Since our analysis was limited to the values of the climate 

sensitivity up to 1,000°C/2xCO2, we cannot rule out the possibility that the carbon tax may become 

convex for infinite value of the climate sensitivity. However this caveat is very limited for two 

reasons. First, as briefly reviewed in Section 2 (see also Chapter 2), there are some analytical works 

that support the numerical results of this chapter. Second, an upper bound up to 1,000°C/2xCO2 is 

largely above any admitted values for the climate sensitivity (values above are nearly against the law 

of physics). Even if carbon tax may become convex for infinite value of the climate sensitivity, it 

would be only for nearly impossible scenarios. Therefore, it is highly improbable that this caveat limit 

the robustness of the main results. In order to keep the analysis tractable, potentially important issues 

that should be considered in future research such as ecological inertia, policy delay, and incomplete 

participation have been neglected in this chapter.   
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Appendix A: Calibration of the atmospheric temperature equation 

The DICE model represents the climate system by a multi-layered system consisting of the 

atmosphere, the upper oceans, and the lower oceans. It adopts a box-diffusion model (Schneider and 

Thompson, 1981). This representation is a simple way to incorporate the climate system into IAMs 

but has some problems. Apart from the criticism that it fails to capture the real mechanism of the 

climate system (Marten, 2011), one of the practical problems encountered during simulations is that 

the model does not produce a feasible solution when the climate sensitivity is lower than around 

0.5°C/2xCO2. This chapter finds that this problem is induced by the fact that the original specification 

creates a fast cyclical adjustment when only the climate sensitivity is changed. To see this, notice that 

the air temperature equation can be rearranged with simple algebra into Equation (A.1), which is an 

error-correction model (Philips, 1957; Salmon, 1982) with an adjustment speed 𝛼1 and the target 

𝛼2𝜆𝜆𝑡 − 𝛼3�𝑇𝐴𝐴𝑡−1 − 𝑇𝐿𝑂𝑡−1�: 

𝑇𝐴𝐴𝑡 = 𝑇𝐴𝐴𝑡−1 − 𝛼1�𝑇𝐴𝐴𝑡−1 − 𝛼2𝜆𝜆𝑡 + 𝛼3�𝑇𝐴𝐴𝑡−1 − 𝑇𝐿𝑂𝑡−1��
 
 (A.1) 

 

where 𝑇𝐴𝐴 is the global mean surface air temperature increases, 𝑇𝐿𝑂 is the global mean lower ocean 

temperature increases, 𝜆𝜆 is the total radiative forcing increases, 𝛼1, 𝛼2, and 𝛼3 are calibrated 

parameters. Since 𝛼2 is defined as the climate sensitivity divided by the constant (the estimated 

forcing of equilibrium CO2 doubling), decreasing the climate sensitivity artificially increases the 

adjustment speed, 𝛼1=𝜉1/𝛼2. With the default value of the DICE model (λ =3°C/2xCO2), the 

adjustment speed 𝛼1 is 0.22. For λ lower than 0.8, the adjustment speed becomes higher than one. 

This leads to a cyclical adjustment to the equilibrium temperature, which does not make much sense 

scientifically speaking. Assuming λ=0.5°C/2xCO2, 𝛼1=1.7 implies important and irrelevant jumps 

up and down in the temperature every period and leads to an infeasible solution. 

To avoid this problem, the parameter values in the air-temperature evolution equation are 

recalibrated so as to ensure a coherent adjustment process. Atmospheric temperature 𝑇𝐴𝐴  is 

calculated according to Equation A.1 using various values of adjustment speed 𝛼1 and the climate 

sensitivity. Then we fit 𝑇𝐴𝐴 against the historical observation data. 31 Through the experiment it is 

                                                           
31 The historical data used for this calibration are as follows: atmospheric temperature (Hadley center, 
CRUTEM3), ocean temperature (NOAA, global anomalies and index data), radiative forcing (Hansen et al., 
2007). 
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found that the adjustment speed is linearly related to the inverse of the climate sensitivity and the 

slope of the function changes around λ=1.5°C/2xCO2 and λ=3°C/2xCO2. 32 Thus, we obtain three 

different functional forms according to the range of λ as follows.  

𝛼1 = 0.559 (λ − 1.148)⁄  (𝑖𝑓 λ ≥ 3°C/2xCO2) 

𝛼1 = 0.993 (λ + 0.430)⁄ + 0.012 (𝑖𝑓 1.5°C/2xCO2 ≤ λ < 3°C/2xCO2) 

𝛼1 = −0.943 (λ − 3.218)⁄ − 0.022 (𝑐𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒) 

(A.2) 

Appendix B: Supplementary information 

Table B.1 presents the simulated mean and the variance of the climate sensitivity distribution for the 

top left panel in Figure 4. There is no mean or variance for the climate sensitivity distribution since it 

is fat-tailed, but as long as there is a bound on the climate sensitivity, we can calculate the mean the 

variance from the simulated PDF.   

Table B.1 The simulated mean and the variance for the left panel in Figure 4 

𝜎𝑓 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.10 0.11 0.12 0.13 
𝜇𝜆 3.43 3.44 3.45 3.48 3.50 3.54 3.59 3.65 3.72 3.80 3.89 3.98 4.06 
𝜎𝜆2 0.01 0.04 0.09 0.17 0.29 0.46 0.71 1.11 1.69 2.47 3.41 4.45 5.51 

𝑃(𝜆 ≤ 𝜆̅)  1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 0.997 0.994 0.990 

Note: 𝜎𝑓 denotes the standard deviation of the total feedback factors, 𝜇𝜆 and 𝜎𝜆2 denote the mean and the 

variance of the simulated climate sensitivity distribution, respectively, 𝑃(𝜆 ≤ 𝜆̅)  is the cumulative 

probability, 𝜆̅ is the upper bound of the climate sensitivity (in this case 25°C/2xCO2). 

 

From the point at 𝜎𝑓 = 0.10, the cumulative probability becomes less than 1. Thus we allocate the 

remaining probability (1 – cumulative probability) equally to each state of the world. This is intuitive 

but unnecessarily fattens the tail, which may induce biased results (not from increased 𝜎𝑓 but from 

the extra allocation). To address this issue, we stopped increasing 𝜎𝑓 if the cumulative probability 

becomes less than 0.99. As shown in Figure B.1., this criterion does not affect the results.  

                                                           
32 Air temperature may decrease over time if λ <1.2°C/2xCO2 (Baker and Roe, 2009), but in this experiment 
the sign of the slope changes at λ=1.5°C/2xCO2. This may be caused by the sign of radiative forcing in the 
slope equation or observational-errors of the data used (Slope = 𝛽1�𝑇𝐴𝐴𝑡 − 𝑇𝐴𝐴𝑡−1�/𝜆𝜆𝑡−1, where 𝛽1>0 is a 
constant). 



72 

 

 

Figure B.1 The results according to the criterion X% refers to the case where the cumulative probability 

across all states of the world is higher than (100-X)/100. 

 

Figure B.2 The behavior of carbon tax in uncertainty over time 

 

Appendix C: Numerical detection of the convergence of an increasing function 

The starting point is Proposition 1.   

Proposition 1. 𝜆(𝑎) ≡ ∫ 𝑠−𝑝∞
𝑎 𝑑𝑠 exists (or converges to a finite value) if and only if 𝑝 > 1.  

 

For simplicity we only consider the case where 𝑎 > 0. By the definition of 𝜆 in Proposition 1, 

𝜆(𝑎) = 𝑙𝑖𝑚𝑛→∞ (𝑛1−𝑝 − 𝑎1−𝑝) (1 − 𝑝)⁄ , for 𝑝 ≠ 1 and 𝜆(𝑎) = 𝑙𝑖𝑚𝑛→∞ ln(𝑛)− ln (𝑎), for 𝑝 = 1. 

Since 𝑎1−𝑝 < ∞, 𝑙𝑖𝑚𝑛→∞ 𝑛1−𝑝 (1− 𝑝)⁄  exists if and only if 𝑝 > 1. Thus Corollary 1 holds.   
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Corollary 1. If 𝑓(𝑒) = 𝑒1−𝑝 (1 − 𝑝)⁄  for 𝑝 ≠ 1 and 𝑓(𝑒) = ln (𝑒) for 𝑝 = 1 (𝑒 > 0), 𝑙𝑖𝑚
𝑥→∞

𝑓(𝑒) 

exists if and only if 𝑝 > 1.  

Assumption 1. 𝑓(𝑒) is an increasing function: 𝜕𝑓(𝑒) 𝜕𝑒⁄ ≥ 0 

Condition 1. 𝑙𝑖𝑚
𝑥→∞

𝜕𝑓(𝑒) 𝜕𝑒⁄ = 0  

 

Condition 1 does not necessarily imply the convergence of 𝑓(𝑒) since 𝑙𝑖𝑚
𝑥→∞

𝜕𝑓(𝑒) 𝜕𝑒⁄ = 𝑒−𝑝 = 0 

for any p > 0  (not only for 𝑝 > 1). For instance, 𝑙𝑖𝑚
𝑥→∞

𝜕𝑓(𝑒) 𝜕𝑒⁄ = 0  but 𝑙𝑖𝑚
𝑥→∞

𝑓(𝑒) = ∞  for 

𝑝 = 1. Therefore additional conditions are required.  

This appendix only considers the case where Condition 1 is met (or p > 0), because the other case 

under Assumption 1 (i.e., 𝑙𝑖𝑚
𝑥→∞

𝜕𝑓(𝑒) 𝜕𝑒⁄ > 0) implies the divergence of 𝑓(𝑒).  

Proposition 2. 𝑓′(𝑒) ≡ 𝜕𝑓(𝑒) 𝜕𝑒⁄  is strictly lower than 1/𝑒 if and only if 𝑝 > 1. 

 

Proposition 2 holds because 𝑓′(𝑒) ≡ 𝜕𝑓(𝑒) 𝜕𝑒⁄ = 𝑒−𝑝 is continuous with respect to 𝑝 and it is a 

(strictly) decreasing function of 𝑝, for given 𝑒 > 1: 𝜕𝑓′(𝑒) 𝜕𝑝⁄ = −𝑒−𝑝 ln(𝑒) < 0 for given 𝑒 > 1. 

Note that for 𝑝 = 1, 𝑓′(𝑒) = 1/𝑒. 

By Corollary 1 and Proposition 2, Theorem 1 holds.  

Theorem 1. 𝑙𝑖𝑚
𝑥→∞

𝑓(𝑒) converges to a finite value if and only if 𝑓′(𝑒) is strictly lower than 1/𝑒.  

 

The marginal rate of decreases in 𝑓′(𝑒)  with respect to 𝑒  is calculated as 

𝑓′′(𝑥) = 𝜕2𝑓(𝑒) 𝜕𝑒2⁄ = −𝑝𝑒−𝑝−1 < 0. Then 𝑓′′(𝑒) is continuous and is an increasing function of 𝑝 

for given 𝑒 such that 𝑝𝑙𝑛(𝑒) > 1: 𝜕𝑓′′(𝑒) 𝜕𝑝⁄ = 𝑒−𝑝−1{𝑝 ln(𝑒) − 1} > 0. 

Since 𝑓(𝑒) and 𝑙𝑛(𝑒) are increasing and concave functions, Theorem 1 can be restated as 

follows.  

Corollary 2. Increasing and concave function 𝑓(𝑒) converges to a finite value as 𝑒 → ∞ if and 

only if 𝑓′(𝑒) approaches zero strictly faster than 1/𝑒 as 𝑒 → ∞.  
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Figures C.1 illustrates the arguments above.  

  

Figure C.1 (Left): 𝒇′(𝒙) = 𝒙−𝒑 (Right): 𝒇′′(𝒙) = −𝒑𝒙𝟏−𝒑 

 

Although Theorem 1 is derived from a polynomial function, it can be applied to other functions 

because many functional forms can be approximated to polynomial functions (Judd, 1998). In 

addition, the term with highest power dominates others as 𝑒 → ∞. Although there may be a 

coefficient for approximated polynomial functions (say, c0𝑒𝑝 ), 𝑒𝑝  dominates c0  for large 𝑒 

(notice that we are interested in an arbitrarily large 𝑒).  

Admittedly, since the DICE model is not analytically solvable the applicability of the above 

conditions are restricted. We can only infer (not affirmatively) the conclusion from the curvature 

numerically simulated on a final support. 

Below is the numerical outcome of the test using probability density function (one of the reading 

committee members suggested this density function):  

𝑓(𝑒; 𝑎) =
𝑙𝑛 (1 + 𝑎)

{1 + 𝑒𝑙𝑛(1 + 𝑎)}2 

 

where 𝑎 > 0 is a constant. The density function has fat-tails: 𝑙𝑖𝑚
𝑥→∞

𝑓(𝑒;𝑎) exp(−𝑏𝑒)⁄ = ∞ for any 

𝑏 > 0. The expectation of 𝑒 can be approximated for large 𝑀 as follows:  

𝐸(𝑒; 𝑎) ≅ � 𝑒𝑓(𝑒; 𝑎)𝑑𝑒
𝑀

ln(1+𝑎)

0
=
𝑙 𝑛(1 + 𝑀) −𝑀/(𝑀 + 1)

𝑙𝑛(1 + 𝑎)  
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We observe that 𝐸(𝑒;𝑎) is an increasing and concave function of 𝑀 but it is unbounded since it 

increases arbitrarily large as 𝑀 approaches infinity. The cumulative probability of 𝑒 in the support 

of [0,𝑀 𝑙𝑛(1 + 𝑎)⁄ ] is 𝑀 (𝑀 + 1)⁄ . Thus it satisfies the requirement for a probability density 

function as 𝑀  tends to infinity. In other words 𝑀  should be large for a good numerical 

approximation.  

Figure C.2 shows that 𝐸(𝑒;𝑎) is an increasing and concave function of 𝑒, although theoretically 

it is an unbounded function. We observe that the numerical method presented in this chapter 

approximates the theoretical results fairly well. Applying for the condition above that 𝑓(𝑒) 

converges as 𝑒 → ∞ if and only if 𝑓′(𝑒) is strictly lower than 1/𝑒 as 𝑒 → ∞, 𝐸(𝑒;𝑎) diverges 

since its marginal rate of changes with respect to 𝑒 is identical to 1/𝑒.   

 

Figure C.2 (Left): 𝑬(𝒙;𝒂) (Right): 𝝏𝑬(𝒙;𝒂) 𝝏𝒙⁄  

 

In a climate-economy model, expectation is usually taken for utility of consumption (not for 

temperature itself), which can be roughly approximated to a polynomial function of temperature (see 

Chapter 2 for an illustration). Thus it is useful to apply the method to these cases and see the results. 

Figures C.3 and C.4 are such applications to polynomial functions with 𝑝=-1 and 𝑝=3, respectively. 

More formally, the following equations are solved for 𝑝=-1 and 𝑝=3. We can think of this as the case 

where the objected function 𝑣(𝑒) is a polynomial function of 𝑒 with power 𝑝 and 𝑒 has fat-tailed 

density function 𝑓(𝑒;𝑎). Note that the scales are adjusted for graphical comparison. 

𝐸(𝑣(𝑒); 𝑎) ≅ � 𝑣(𝑒)𝑓(𝑒; 𝑎)𝑑𝑒
𝑀

ln(1+𝑎)

0
= � 𝑒𝑝𝑓(𝑒; 𝑎)𝑑𝑒

𝑀/ln (1+𝑎)
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Figure C.3 The case for p=-1 and a=e-1 (Left): 𝑬(𝒗(𝒙);𝒂) (Right): 𝝏𝑬(𝒗(𝒙);𝒂)/𝝏𝒙 

 

  

Figure C.4 The case for p=3 and a=e-1 (Left): 𝑬(𝒗(𝒙);𝒂) (Right): 𝝏𝑬(𝒗(𝒙);𝒂)/𝝏𝒙 

 

For large 𝑒, 𝑒𝑝𝑓(𝑒; 𝑎) = 𝑥𝑝𝑙𝑛 (1+𝑎)
{1+𝑥𝑙𝑛(1+𝑎)}2 ≅

𝑥−(2−𝑝)

𝑙𝑛(1+𝑎). Since 𝑒𝑝𝑓(𝑒;𝑎) is differentiable with respect 

to 𝑝 it is continuous. In addition, 𝑒𝑝𝑓(𝑒;𝑎) is increasing in 𝑝. From the conditions that ∫ 𝑠−𝑞∞
𝑥 𝑑𝑠 

exists if and only if 𝑞 > 1, 𝐸(𝑣(𝑒);𝑎) exists if and only if 𝑝 > 1. Figure C.5 illustrates this 

property.  
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Figure C.4 The case for p=0.9 and p=1.1 (a=e-1) (Left): 𝑣(𝑒)𝑓(𝑒; 𝑎) (Right): 𝜕𝐸(𝑣(𝑒);𝑎)/𝜕𝑒 

 

Appendix D Difference in the model and methods between Chapters 2 and 3 

Since the purpose of Chapter 2 and the current chapter is different, the methods of increasing 

uncertainty and the temperature response model are slightly different between the two chapters. More 

specifically, this chapter increases the variance parameter of the climate sensitivity distribution while 

the other parameter and the upper bound of the climate sensitivity remain unchanged. In Chapter 2, on 

the other hand, the upper bound of the climate sensitivity is gradually increased, holding the 

parameters of the distribution unchanged. Both methods have their own merits. The method of this 

chapter is more consistent with the meaning of increasing uncertainty or learning (decreasing 

uncertainty), whereas the method of Chapter 2 is useful for investigating the effect of the upper tail.  

The temperature response model of DICE is applied in this chapter, whereas the one-box 

temperature response model is applied in Chapter 2. Although two models produce the similar 

temperature in 2105 for the deterministic case (by calibration), the upper tail of the temperature 

distribution in Chapter 2 is far fatter than the one in this chapter as shown in Figure D.1.  
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Figure D.1 Temperature distribution for the no-policy cases ‘1 BOX’ refers to the case where the 

temperature response model of Chapter 2 is applied. ‘DICE’ refers to the case where the original DICE 

temperature response model is applied.  

 

The difference in the temperature response models and the methods for increasing uncertainty 

results in different curvature of optimal carbon tax function. For comparison, the CRRA case in 

Figure 5 of Chapter 2 is re-simulated using the DICE temperature response model instead of the one-

box temperature model, others being unchanged. Figure D.2 is the results. Unlike Figure 5 of Chapter 

2, the optimal carbon tax is an increasing and concave function of uncertainty and social welfare is 

bounded from below in this application, which is consistent with the results in this chapter.  
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Figure D.2 Optimal carbon tax and social welfare (Top panels): the applications of the one-box temperature 

model (Chapter 2). (Bottom panels): the applications of the DICE temperature model. The damage function of 

Weitzman is applied for both panels. 

 

Finally, Figure D.3 shows the rate of changes of optimal carbon tax against the upper bound of the 

climate sensitivity. The left panel in Figure D.3 corresponds to the bottom left panel in Figure D.2. 

Unlike Figure 7 in the main text where the carbon tax is plotted against the variance, the rate of 

changes of the optimal carbon tax against the upper bound of the climate sensitivity approaches close 

to 1/x. Notice that the only difference between Figure 7 in the main text and the left panel in Figure 

D.3 is the way for increasing uncertainty. For comparison, the results of the learning model in Chapter 

4 are also presented in the right panel in Figure D.3 We can observe that the weak tail effect is 

effectively offset by the presence of learning.  

 

Figure D.3 The optimal carbon tax function of uncertainty (Left): Uncertainty case. (Right): Learning case. 

Note that the horizontal axis is on logarithmic scale (base 10). 
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IV. The effect of learning on climate policy 

1 Introduction 

“The acquisition of information has value, which it would not have in a world of certainty.” (Arrow, 

1957: 524) Following this notion, economists have investigated the effects of learning on policy and 

welfare, including the irreversibility effect, the value of information, the optimal timing of action, the 

rate of learning, the direction of learning, and the cost of learning. 1 The answers to these questions, 

however, are not straightforward especially when climate policy is concerned. They depend not only 

on the ways that climate feedbacks, preferences, and economic impacts are considered, but also on the 

ways that uncertainty and learning are introduced.  

The general framework for planning policy for climate change under uncertainty and learning 

follows Pindyck (2000; 2002). In an economy where the impacts of climate change are uncertain with 

a possibility of learning, a decision maker encounters conflicting risks: a risk that stringent emissions 

control today turns out to be unnecessary ex post, and a risk that much stronger efforts are required in 

the future since climate change is catastrophic. If there is no irreversibility to be considered, the 

problem becomes trivial since the decision maker can revise his or her actions as and when required. 

However, both the investment and the accumulation of greenhouse gases (GHGs) are, at least on short 

time scales, irreversible.  

In the presence of irreversibility, the decision maker generally favors an option that preserves 

flexibility (Arrow and Fisher, 1974; Henry, 1974). As far as climate policy is concerned, however, 

since there are two kinds of counteracting irreversibility, the problem becomes complicated. The 

relative magnitude for irreversibility determines the direction and the magnitude in the effect of 

learning on climate policy: the irreversibility related to the carbon accumulation strengthens 

abatement efforts, whereas the irreversibility related to the capital investment lowers abatement 

efforts.  

                                                           
1 Some earlier papers, not exhaustive, for these issues on climate change are the following: the irreversibility 
effect (Kolstad, 1996a; Ulph and Ulph, 1997); the value of information (Nordhaus and Popp, 1997; Peck and 
Teisberg, 1993); the optimal timing of action (Guillerminet and Tol, 2008; Pindyck, 2000, 2002); the rate of 
learning (Kelly and Kolstad, 1999a; Leach, 2007; Webster et al., 2008); and the direction of learning 
(Oppenheimer et al., 2008).  
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Alternatively, we can think of the problem as experimentation with carbon emissions in the 

framework of learning by doing (Arrow, 1962).  The decision maker confronted with uncertainty and 

a possibility of learning about climate change can be seen as a Bayesian statistician who experiments 

with a level of carbon emissions to gain information about uncertainty. The more GHG emissions (in 

turn, the higher warming) are more informative in the sense that it provides more precise information 

about uncertain parameters such as the equilibrium climate sensitivity.2 However, the acquisition of 

information comes at an (implicit) cost: higher emissions induce consumption losses (via increased 

temperature). As a result, the decision maker should choose an optimal level of emissions by 

comparing gains and losses from the acquisition of information.  

In the literature, the possibility of learning generally affects the near-term policy towards higher 

emissions relative to the case where uncertainty is not reduced (for the summary of the literature see 

Ingham et al., 2007). One of the reasons is that irreversibility constraints such as the non-negativity of 

carbon emissions rarely bite in climate change models (Ulph and Ulph, 1997). 3 In addition, even if 

they do bind, the effect of the irreversible accumulation of the carbon stocks is smaller than the effect 

of irreversible capital investment in emissions abatement (Kolstad, 1996a; 1996b). 4  

If we think of the results in the framework of learning by doing, these results imply that more 

carbon emissions are more informative in the sense that the decision maker can attain more utility 

from his or her experimentation (Blackwell, 1951).  

Fat-tailed risk may lead to different results since the marginal damage costs of climate change 

become far larger, if not arbitrarily large, under fat-tailed risk (Weitzman, 2009a). Consequently, this 

may change climate policy in favor of stringent efforts to reduce GHG emissions compared to the 

thin-tailed case. However, learning may of course reveal a thin-tailed distribution for social welfare, 

                                                           
2 Notice that one of the main reasons why the climate sensitivity is uncertain is that higher temperature 
increases are out of human experiences. 

3 Regarding this, Webster (2002) argues that if the non-negativity matters, the effect of the irreversible 
accumulation may outweigh the effect of irreversible investment. 

4 There are some papers that find the case where the irreversibility constraints (i.e., nonnegative emissions) bind 
with various methods, including the alternative parameterization of some critical equations (Ulph and Ulph, 
1997; Webster, 2002), the introduction of catastrophic events (Keller et al., 2004), and the presence of stringent 
climate targets (Webster et al., 2008).  
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weakening the case for emissions control. 5 Put differently, learning may reduce the optimal level of 

emissions control even when we account for fat-tailed risk.  

A dynamic model on climate change incorporating fat-tailed risk and learning is developed in this 

chapter. 6 Learning in the model is endogenous: the decision maker updates his or her belief about an 

uncertain parameter, expressed in a probability distribution, by the acquisition of information. This 

approach on endogenous learning is not new in the economics of climate change. For instance, Kelly 

and Kolstad (1999a) introduce uncertainty about a climate parameter (linearly related to the climate 

sensitivity) into the DICE model (Nordhaus, 1994), and then investigate the expected learning time. 

Leach (2007) follows a similar model and approach, but introduces an additional uncertainty on 

climate parameters. Webster et al. (2008) investigate the effect of learning on the near term policy 

using the DICE model with a discrete four-valued climate sensitivity distribution and exogenous 

learning. In the second part of their paper, they investigate the time needed to reduce uncertainty 

about the climate sensitivity and the rate of heat uptake by using a simplified climate model. They 

incorporate fat-tailed risk and Bayesian learning into the model but their model does not analyze 

policy. Jensen and Traeger (2014) investigate optimal climate policy under uncertainty and 

endogenous learning about the climate sensitivity, which is assumed to be normally distributed. 

In the current chapter another perspective is added. That is, where existing papers mostly studied 

thin-tailed distributions, we here focus on fat-tailed ones. Kelly and Tan (2013) do a similar analysis 

to ours. They incorporate fat-tailed risk into a model of climate and the economy and consider the 

effect of learning on policy. They find that with learning the decision maker can reject the fat-tailed 

portion of the distribution in a decade or so, and that the optimal carbon tax in the learning model 

decreases by about 40-50% compared to the no-learning case. However, there are many differences in 

assumptions and functional forms between the two papers. See Appendix D for more on the 

difference. 7  

                                                           
5 Notice that the posterior distribution of the climate sensitivity always has fat tails in the learning model of this 
chapter (see Section 2). However, social welfare may have thin tails as the variance parameter of the climate 
sensitivity approaches zero over time.  

6 Strictly speaking, the current chapter deals with ‘risk’ rather than ‘uncertainty’ (or ambiguity) in the typical 
terminology of the decision literature (see Etner (2012) for a review on the literature). That is, the decision 
maker in our model can and do postulate probability distributions of uncertain variables, ex ante.  

7 The difference between ours and Kelly and Tan (2013) was more transparent at the time when the first draft of 
the current paper was made available (Sussex Working Paper No. 53-2012 with the same title). The previous 
version of their paper did not do policy analysis as much as the new version does.  
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This chapter proceeds as follows. Section 2 describes the model and computational methods. The 

DICE model (Nordhaus, 2008) is revised to represent uncertainty and endogenous learning about the 

equilibrium climate sensitivity through the framework of feedback analysis (Hansen et al, 1984; Roe 

and Baker, 2007). The model is solved with the method of dynamic programming. Section 3 presents 

the posterior distribution of the climate sensitivity and compares the rates of learning. Section 4 

illustrates the effect of learning on climate policy. The case where the initial belief on the climate 

sensitivity is unbiased in the sense that the true value of the climate sensitivity turns out to be the 

same as the expected value of the initial belief of the decision maker is investigated. Then the results 

are compared with the other cases where the initial belief turns out to be biased. Section 5 investigates 

the cost of no-learning. Section 6 presents a sensitivity analysis with the damage function of 

Weitzman (2012). Section 7 concludes.  

2 The model and methods 

2.1 The revised DICE model 

Uncertainty and learning are introduced into the DICE model (more precisely, the DICE 2007 optimal 

policy version). There are several differences between the model of this chapter and the original DICE 

model. First, the current model incorporates fat-tailed risk. The key uncertain parameter is the 

equilibrium climate sensitivity. Second, the probability density function (PDF) of the climate 

sensitivity changes over time through temperature observations. As a result, the parameters of the 

climate-sensitivity distribution become endogenous state variables. Third, stochastic temperature 

shocks are introduced for Bayesian updating on the distribution parameters. Temperature shocks 

reflect observational errors, model’s biases to match observations, natural variability, and so on 

(Webster et al., 2008). Fourth, an annual time step with infinite time horizon and a finite difference 

method are applied into the original DICE model following Cai et al. (2012b).8 Fifth, a solution 

method suitable for an (infinite horizon) endogenous learning model is applied in this chapter. Sixth, 

there is no upper bound of accumulated carbon emissions and backstop technology is not considered 

in the chapter. Finally, the savings rate is fixed in our model for simplicity. As shown in Appendix A 

fixing the savings rate does not affect the results much, while it greatly reduces the computational 
                                                           
8 A finite difference method is one of the methods for transforming a continuous-time model into a discrete-
time model. For instance, continuous-time function 𝑒(𝑡)  satisfying 𝑑𝑒 𝑑𝑡⁄ = 𝑓(𝑒, 𝑡)  is transformed into 
𝑒𝑛 = 𝑒𝑛−1 + ∆ ∙ 𝑓(𝑒𝑛−1, 𝑡𝑛−1), where ∆ is a time step by the finite difference method. See Cai et al. (2012b) 
for more on the method. 



85 

 

burden.9 In addition, the savings rate does not change much over time and it gradually approaches a 

constant value as the economy approaches the equilibrium.10 This is presumably because this chapter 

is concerned with the planner’s problem in a global model. See Golosov et al., (2014) for more on the 

use of the constant savings rate.11 

Learning is costless in the model of this chapter, for simplicity. Unless otherwise noted, the 

parameter values and the initial values for the state variables (in the year 2005) are the same as in 

DICE 2007.  

The decision maker of the model chooses the rate of emissions control for each time period so as to 

maximize social welfare defined as in Equation (1) – the expected discounted sum of utility of per 

capita consumption. A unit increase in GHG emissions induces future climate change and thus it 

reduces expected utility, due to the loss of future consumption as a consequence of higher warming. 

Emissions control comes at a cost and the cost is increasing and convex in the emissions control rate. 

Gross output net of damage costs and abatement costs is allocated into investment and consumption.  

max
𝜇𝑡

𝛽�𝛽𝑡𝐿𝑡𝑈(𝐶𝑡 ,𝐿𝑡)
∞

𝑡=0

= 𝛽�𝛽𝑡𝐿𝑡
(𝐶𝑡 𝐿𝑡⁄ )1−𝛼 

1 − 𝛼

∞

𝑡=0

 (1) 

                                                           
9 For instance, the endogenous savings problem (i.e., when investment is introduced as a control variable) was 
not solvable with a maximum tolerance level lower than 10−3 in 24 hours (see Appendix A for the meaning of 
the tolerance level). In order to reduce computational burdens, most literature reduce the number of state 
variables (e.g., Kelly and Kolstad, 1999a), but in this case the representation of the climate system becomes less 
realistic than the full model. This chapter reduces the number of control variables, instead of taking a less 
realistic representation of the climate system. 

10 The savings rate (defined as the gross investment divided by the net production) changes in the range of 
0.240 and 0.247 for the first 600 years in the DICE-CJL model (Cai et al., 2012a), which is a modified version 
of DICE with an annual time step. This holds even if the true value of the climate sensitivity is set at 
1,000°C/2xCO2 (e.g., even with the Weitzman’s damage function the savings rate changes in the range of 
0.237~0.255 for the first 600 years). Since the uncertainty (or learning) model considers a weighted sum of all 
cases and the rate of savings is not very sensitive to each state of the world, fixing the savings rate at a 
reasonable value does not have much impact on the results of the model. For instance, when the savings’ rate is 
fixed at 0.245 all variables including the optimal carbon tax differ at most 3% compared to the endogenous 
savings model.  

11 Golosov et al. (2014) construct a dynamic stochastic general equilibrium model and derive a simple formula 
for the marginal damage costs. To this end they assume logarithmic utility function and constant savings rate. 
They show that their carbon tax formula derived from the above assumptions is a good approximation to the 
case for an endogenous savings rate.  
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subject to   

𝐶𝑡 = (1 − 𝛬𝑡)𝛺𝑡𝑄𝑡 − 𝐼𝑡  (2) 

𝐾𝑡+1 = (1 − 𝛿𝑘)𝐾𝑡 + 𝐼𝑡 (3) 

 

where 𝛽  is the expectation operator, 𝑈  is the instantaneous utility function of per capita 

consumption, 𝐶𝑡 is consumption, 𝐿𝑡  is labor force (exogenous), 𝛬𝑡 (=𝜃1µ𝑡
𝜃2) is the abatement costs 

function, 𝛺𝑡(=1/(1 + 𝜅1𝑇𝐴𝐴𝑡 + 𝜅2𝑇𝐴𝐴𝑡
𝜅3 )) is the damage function, 𝑄𝑡(=𝐴𝑡𝐾𝑡

𝛾𝐿𝑡
1−𝛾) is the production 

function, 𝐴𝑡 is the total factor productivity (exogenous), µ𝑡 is the emissions control rate, 𝐼𝑡(=𝑠𝑄𝑡𝛺𝑡) 

is gross investment, 𝑠(=0.245) is the savings’ rate, 𝐾𝑡 is the capital stock, 𝛼(=2) is the elasticity of 

marginal utility of consumption, 𝑇𝐴𝐴𝑡  is the air temperature changes, 𝛼(=2) is the elasticity of 

marginal utility of consumption, 𝛽 = 1/(1 + 𝜌) is the discount factor, 𝜌(=0.015) is the pure rate of 

time preference, 𝛾 (=0.3) is the elasticity of output with respect to capital, 𝛿𝑘 (=0.1) is the 

depreciation rate of the capital stock, and 𝜅1(=0), 𝜅2(=0.0028388), and 𝜅3(=2) are parameters for 

damage function, 𝜃1(=0.0561) and 𝜃2(=2.887) are parameters for abatement cost function 

The carbon-cycle model is composed of three layers for GHG: the atmosphere, the upper ocean, 

and the lower ocean. The rate of GHG mixing between layers is captured by 𝛿𝑖𝑖, where i and j denote 

each layer.   

𝑀𝐴𝐴𝑡+1 = (1 − 𝜇𝑡)𝜎𝑡𝑄𝑡 + 𝐸𝐿𝐴𝑁𝐷𝑡 + 𝛿𝐴𝐴𝑀𝐴𝐴𝑡 + 𝛿𝑈𝐴𝑀𝑈𝑡   
  (4) 

𝑀𝑈𝑡+1 = 𝛿𝐴𝑈𝑀𝐴𝐴𝑡 + 𝛿𝑈𝑈𝑀𝑈𝑡   
  (5) 

𝑀𝐿𝑡+1 = 𝛿𝑈𝐿𝑀𝑈𝑡 + 𝛿𝐿𝐿𝑀𝐿𝑡  
  (6) 

 

where 𝑀𝐴𝐴𝑡, 𝑀𝑈𝑡, 𝑀𝐿𝑡 are the carbon stocks in the atmosphere, the upper ocean, the lower ocean, 

respectively, 𝜎𝑡 is the emission-output ratio (exogenous), 𝐸𝐿𝐴𝑁𝐷𝑡  is GHG emissions from non-

energy sectors (exogenous), and 𝛿𝐴𝐴 (=0.9810712), 𝛿𝑈𝐴 (=0.0189288), 𝛿𝐴𝑈 (=0.0097213), 
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𝛿𝑈𝑈(=0.005), 𝛿𝑈𝐿(=0.0003119), and 𝛿𝐿𝐿(=0.9996881) are climate parameters adjusted for annual 

time step following Cai et al. (2012a). 12  

In a general integrated assessment model (IAM) the temperature response is usually modeled as 

having one or two boxes, and those can be derived from the energy balance model of Baker and Roe 

(2009). The mixed layer exchanges heat with the atmosphere and the deep ocean through radiative 

forcing, upwelling, and diffusion of heat. With a two-box simplification (the mixed layer and the deep 

ocean) and a discrete time horizon, the energy balance model becomes the temperature response 

model of DICE (Marten, 2011):  

𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉1 �𝜂 
ln (𝑀𝐴𝐴𝑡/𝑀𝑏)

ln (2)
+ 𝜆𝜆𝑁,𝑡 −

𝜂
𝜆
𝑇𝐴𝐴𝑡 − 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )�

 

 (7) 

𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (8) 

 

where 𝜆𝜆𝑁,𝑡 is radiative forcing from non-CO2 gases (exogenous),  𝑀𝐴𝐴𝑡 is the carbon stock in the 

atmosphere,  𝑀𝑏(=596.4GtC) is the pre-industrial carbon stock in the atmosphere, 𝑇𝐿𝑂𝑡 is the lower 

ocean temperature changes, 𝜆  is the equilibrium climate sensitivity, 𝜉1 (=0.022), 𝜉3 (=0.3), 

𝜉4(=0.005), and 𝜂(=3.8) are climate parameters adjusted for annual time step following Cai et al. 

(2012a).  

2.2 Bayesian learning 

The climate sensitivity has a highly skewed distribution to the upper end (see Figure 1) in the model 

with parameters 𝑓 ̅ and 𝜎𝑓 = √𝑣 as follows.  

𝑔(𝜆) = �
1

𝜎𝑓√2𝜋
�
𝜆0
𝜆2
𝑒𝑒𝑝

⎩
⎨

⎧
−

1
2
�
�1 − 𝑓̅ − 𝜆0

𝜆 �

𝜎𝑓
�

2

⎭
⎬

⎫
 (9) 

 

                                                           
12 Note that the depreciation rates such as 𝛿𝑘 and 𝛿𝐴𝐴 in the model capture the (partial) irreversibility of the 
capital stock and the carbon stock over time.  
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The above equation is derived in the framework of feedback analysis (Roe and Baker, 2007) using 

the fact that the climate sensitivity is related to the total feedback factors as in Equation (10).  

𝜆 = 𝜆0 (1 − 𝑓)⁄  (10) 

 

where 𝑓 is the total feedback factors. 𝑓 is assumed to be normally distributed with mean 𝑓 ̅ and 

standard deviation √𝑣  and the initial value for 𝑓𝑡�  and �𝑣𝑡  are 0.65 and 0.13, respectively, 

following Roe and Baker (2007). 

Substituting Equation (10) into Equation (7) and adding stochastic temperature shocks results:  

𝑇𝐴𝐴𝑡+1 = (𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3ln (𝑀𝐴𝐴𝑡/𝑀𝑏)+𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡 + 𝑑𝑡+1   (11) 

 

where 𝑑𝑡  is stochastic temperature shocks and 𝜁1 = 𝜉1𝜂/𝜆0 , 𝜆0=1.2°C/2xCO2 is the reference 

climate sensitivity (absent of climate feedbacks: black-body planet), 𝜁2 = 1 − 𝜁1 − 𝜁4 , 𝜁3 =

𝜉1𝜂/ln (2), 𝜁4 = 𝜉1𝜉3, and 𝜁5 = 𝜉1 are adjusted parameters.  

The temperature shocks are assumed to have a normal distribution with mean 0 and a constant 

variance 𝑣𝜀(=0.12) following Tol and de Vos (1998). Although the shocks are independent, Equation 

(11) implies a first-order autoregressive model (see Kelly and Kolstad, 1999a). In this representation, 

the decision maker expects that air temperature in the next period is determined by the following 

equation: (𝜁1𝐸𝑡[𝑓]+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3ln (𝑀𝑡/𝑀𝑏)+𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡
 . However, the actual realization of 

the temperature is determined not just by the above equation, but also by the true value of the total 

feedback factors (which is not known to the decision maker ex ante with certainty: parametric 

uncertainty) and by the random realization of stochastic shocks (which is never known to the decision 

maker before realization: stochasticity). Put differently, there are deviations between the decision 

maker’s expectation and his or her observations, which lead to the modification of the prior belief. 

The decision maker in the model obtains the posterior distribution of the total feedback factors by 

the Bayes Rule as follows.  
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𝑝(𝑓|𝑇𝐴𝐴) ∝ 𝑝(𝑇𝐴𝐴|𝑓) × 𝑝(𝑓) (12) 

 

where 𝑝(𝑓) is the prior belief on the total feedback factors, 𝑝(𝑇𝐴𝐴|𝑓) is the likelihood function of 

the observations given 𝑓, and 𝑝(𝑓|𝑇𝐴𝐴) is the posterior belief.  

An expert prior for the initial distribution of the total feedback factors is applied in this chapter. 

More specifically, the normal distribution of Roe and Baker (2007) is used. The normal prior has 

some advantages over the other priors such a uniform prior. First, the posterior calculated from the 

normal prior is also normally distributed, provided that the likelihood function is normal. In this case, 

it is easy to calculate the posterior just by investigating the posterior mean and the variance (Cyert and 

DeGroot, 1974). Second, as Annan and Hargreaves (2011) point out, uniform priors usually used in 

Bayesian analysis assign too much probability to extreme parameter values (say, the climate 

sensitivity of 10°C/2xCO2) beyond the current scientific knowledge. This assignment may dominate 

the calculation of expected damage costs.  

The resulting posterior has the normal distribution with mean 𝑓𝑡+1����� and variance 𝑣𝑡+1 as in 

Equation (13) and (14). These equations are derived from a direct application of the Bayes Rule with 

the above mentioned assumptions on the likelihood function and the prior. Note that 𝜆 is not defined 

for 𝑓=1 in Equation (10). In addition, if 𝑓>1, the model becomes numerically unsolvable since 

equilibrium cannot be reached (Baker and Roe, 2009). In order to deal with this issue this chapter uses 

the (unbounded) normal distribution as a prior for Bayesian updating and then sets an upper bound on 

the derived posterior distribution for simulations (i.e., 𝑓≤0.999). Note that this upper bound 

corresponds to the climate sensitivity of 1,200°C/2xCO2. Higher upper bounds than this do not affect 

the main points of this chapter (results not shown). In the subsequent period, the decision maker uses 

the previously calculated posterior as the prior (unbounded normal distribution) for next updating. In 

this way, the decision maker updates his or her belief every time period. 

𝑓𝑡+1����� =
𝑓𝑡� + 𝜁1𝑇𝐴𝐴𝑡[𝜁1𝑓𝑇𝐴𝐴𝑡 + 𝑑𝑡+1 ](𝑣𝑡 𝑣𝜀⁄ )

1 + 𝜁12𝑇𝐴𝐴𝑡
2 (𝑣𝑡 𝑣𝜀⁄ )

 (13) 

𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 (𝑣𝑡 𝑣𝜀⁄ )

 
 (14) 
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 Equations (13-14) say that the variance of the total feedback factors decreases over time. Put 

differently, the acquisition of information in the model always increases the precision of the decision 

maker’s belief. As the variance gets smaller, the mean of the total feedback factors approaches to the 

(pre-specified) true value, on average. That is, there is no ‘negative’ learning (Oppenheimer et al., 

2008) in this model. Although the variance parameter becomes smaller as temperature observations 

accumulate, however, the climate sensitivity has still a fat tail in the sense that its density diminishes 

more slowly than exponentially. In the terminology of Chapter 2, the Type 1 fat tail is preserved as 

learning takes place. 

2.3 Computational methods 

Two kinds of methods have been used for solving a learning model numerically in the literature: 

stochastic optimization and dynamic programming. The first one is to consider possible states of the 

world on parameter values of interest with corresponding probability distributions, and solve for the 

optimal time path of policy variables that maximize the expected value of the objective function over 

a finite time horizon (e.g., Kolstad, 1996a; Webster et al., 2008). The second one is to formulate the 

problem recursively through a functional equation and then solve the problem over an infinite time 

horizon (e.g., Kelly and Kolstad, 1999a; Leach, 2007). The current chapter takes the second approach: 

dynamic programming. 13  

The general approach of this chapter is illustrated below. The solution methods in detail including 

accuracy tests are given in Appendix A. Equation (1) is reformulated using the Bellman equation:  

𝑊(𝒔𝑡 ,𝜽𝑡) = 𝑚𝑎𝑒
𝒄𝒕

[𝑈(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡) + 𝛽𝛽𝑡𝑊(𝒔𝑡+1,𝜽𝑡+1)] (15) 

 

where 𝑊(𝒔𝑡 ,𝜽𝑡) is the value function starting from period t, 𝒄 is the vector of control variables (𝜇), 

𝒔 is the vector of state variables (𝐾, 𝑀𝐴𝐴, 𝑀𝑈, 𝑀𝐿 𝑇𝐴𝐴, 𝑇𝐿𝑂, 𝑓,̅ v, L, A, 𝜎𝑡), and 𝜽 is the vector of 

uncertain variables (f, 𝑑).  

                                                           
13 See Bellman and Dreyfus (1962), Stokey and Lucas (1989), Rust (1996), Judd (1998), and Miranda and 
Fackler (2002) for more on the method of dynamic programming.  
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Then the value function is approximated with a flexible basis function 14 having a specific analytic 

form such as polynomials or logarithmic function. Following this way, the maximization problem is 

changed into the regression problem of finding 𝒃 that minimizes the approximation errors. 

𝑊(𝒔𝑡 ,𝜽𝑡) ≈ 𝜓(𝒔𝑡 ,𝜽𝑡;𝒃) = � 𝜓𝑖(𝒔𝑡 ,𝜽𝑡;𝒃𝒊)
𝑖

 (16) 

 

where 𝜓 is the basis function, 𝒃 is the vector of coefficients for the basis function.  

The algorithm for finding 𝒃 is summarized as follows. First, choose an initial guess 𝒃𝟎. Second, 

simulate a time series satisfying the first order conditions for Equation (15) (see Appendix A), the 

initial conditions for the state variables, and the transitional equations (3-8) and (13-14). 15 Note that 

if 𝒃𝟎 is chosen, the control variables are calculated from the first order conditions, the initial 

conditions for the state variables, and the transitional equations. In this way, the resulting time series 

depend on the initial guess 𝒃𝟎. Third, calculate the left hand side (LHS) and the right hand side (RHS) 

of Equation (15) using Equation (16), the utility function, and the simulated time series of variables. 

For the calculation of the expectation, the Gauss-Hermite quadrature method is applied in this chapter 

(Judd, 1998). 16 Fourth, compare the calculated values for LHS and RHS of Equation (15) and stop 

the iteration if the approximation errors are smaller than the pre-specified tolerance level (for the 

learning model the pre-specified tolerance level is set at 10-4). Fifth, if the fourth step does not meet 

the stopping rule, estimate 𝒃� that minimizes the approximation errors. Update 𝒃𝟎 following the pre-

specified updating rule (see Appendix A). This is a new guess 𝒃𝟏. Then go back to the second step 

with the new guess 𝒃𝟏 and follow the next steps until the iteration meets the stopping rule. 

The algorithm, which is proposed by Maliar and Maliar (2005), effectively reduces the 

computational burden since it searches for a solution in a set satisfying the first order conditions (Judd 

et al., 2011). By the fixed point theorem, the solution 𝒃∗ is the unique solution for the optimization 

problem (Stokey and Lucas, 1989).  

                                                           
14 In order to solve Equation (15), the value function should be approximated. To this end, an analytical 
function is generally used in the literature such as polynomial functions. Such a function is called a flexible 
basis function.   

15 The number of integration nodes is set at 10. Higher numbers do not affect the main results of this chapter. 

16 The simulation length is set at 1,000 years. Longer length does not affect the main results of this chapter. 
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3 Learning about the climate sensitivity distribution 

The climate sensitivity distribution is the decision maker’s belief on the climate sensitivity and 𝑓 ̅ and 

𝜎𝑓 are the parameters of the climate sensitivity distribution. 17 According to the updating procedure 

presented in the previous section and Appendix A, the belief of the decision maker on the parameter 

values of the climate sensitivity distribution changes as temperature observations accumulate.  

Figure 1 shows the evolution of the belief over time. For Figure 1 and subsequent figures, 

𝛽0𝑓=0.65, 𝜎𝑓=0.13 following Roe and Baker (2007) and the true value of 𝑓 is 0.6, of which 

corresponds to λ=3°C/2xCO2. The approach of this chapter is generally used in the literature (e.g., 

Kelly and Kolstad, 1999a) and can be defended in the sense that the climate system has its true (not a 

random) value 𝑓, although it is not known with certainty. An alternative is to draw the true value of 

𝑓 from a (pre-specified) probability distribution and then to integrate each result, but it is much more 

demanding for our learning model with 8 endogenous state variables. 18 By simplifying the model 

(e.g., modeling one layer for carbon and one layer for temperature) computational burden may be 

reduced, but the climate system is less realistically modeled: the feedbacks between each layer of 

carbon and temperature are ignored. This chapter takes the advantage of incorporating more realistic 

climate system, and gives the results for random draws of 𝑓 as a sensitivity analysis in Section 6, 

which shows that the main implications of this chapter do not change qualitatively for the other values 

of 𝑓. 

Considering random realizations of temperature shocks, we present the average of 1,000 Monte 

Carlo simulations throughout the chapter for the learning case. The results for all realizations of 

random temperature shocks are given in Appendix C.  

As argued in the previous section, the mean approaches the true value of the total feedback factors 

and the variance decreases as the temperature observations accumulate over time (see the top left 

panel). Since the mean of the climate sensitivity changes, the coefficient of variation of the climate 

sensitivity, the (simulated) variance divided by the (simulated) mean, is considered as a measure of 

uncertainty in this chapter. Learning is defined as a decrease in the coefficient of variation. In this 

                                                           
17 Note that 𝜎𝑓 is the standard deviation not of the climate sensitivity, but of the total feedback factors. The 
standard deviation of the climate sensitivity does not exist, by definition, since it has fat tails. 

18 For instance, the solution time for the model in Section 6.2 is about 60 hours on a laptop with 8GB RAM and 
Intel CORE i5 processor.  
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definition, the decision maker learns every time period as seen from the top panels. However learning 

is relatively slow. For instance, it takes 51 (240) years for the coefficient of variation to be reduced to 

a half (a tenth) level. Time needed to reduce uncertainty is, of course, sensitive to the specification of 

the model, especially to the assumptions on the prior and the likelihood function. However, notice that 

the results presented in this chapter are based on the current scientific knowledge about the climate 

sensitivity distribution following Roe and Baker (2007). 

The bottom panels show the corresponding climate sensitivity distributions. The density on the tails 

becomes much smaller as time goes by, and thus the precision (defined as the reciprocal of variance) 

of the belief increases. 

 

Figure 1 Learning about the climate sensitivity (Top left): The parameters of the climate sensitivity 

distribution: the mean and the variance of the total feedback factors. (Top right): The coefficient of variation of 

the simulated climate sensitivity distribution (relative to the coefficient of variation in 2005). (Bottom left): 

Climate sensitivity distribution (0~10°C/2xCO2). (Bottom right): Climate sensitivity distribution 

(10~30°C/2xCO2). The density for the year 2205 approaches zero far faster than the other cases, and thus it does 

not show up in the bottom right panel. 
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Webster et al. (2008) define learning similar to this chapter and the learning time for 50% reduction 

in the coefficient of variation of the climate sensitivity is about 60~70 years (when the distribution of 

Forest et al. (2002) is used as a prior, see Figure 10 of their paper), which is largely consistent with 

the results of this chapter. Kelly and Kolstad (1999a), Leach (2007), and Kelly and Tan (2013) define 

learning as the estimated mean approaching its true value. That is, learning takes place in their models 

when the mean of the uncertain variable becomes statistically close to the pre-specified true value 

(e.g., the significance level of 0.05). According to their criterion, the expected learning times are 

about 146 years (when the true climate sensitivity is 2.8°C/2xCO2) in Kelly and Kolstad (1999a) and 

in the order of hundreds (or thousands) of years in Leach (2007). The difference between the two 

papers originates from the fact that Leach (2007) introduces multiple uncertainties. The expected 

learning time is about 64 years (when the true climate sensitivity is 2.76°C/2xCO2) in Kelly and Tan 

(2013), which is far faster than the one in Kelly and Kolstad (1999a) and Leach (2007).  

Since the definition of learning is different, it is not easy to compare the results of Kelly and 

Kolstad (1999a), Leach (2007), Kelly and Tan (2013), and the result of this chapter directly. However, 

we can get some insights from Figures 4, 6 and Table 5 of Kelly and Tan (2013), Figure 2 of Kelly 

and Kolstad (1999a), and Figure 1 and Table 1 of this chapter. If the reduction of variance is applied 

as a measure of learning for comparison, Figures 4, 6, 18 and Table 5 of Kelly and Tan (2013) show 

that learning is far faster in their model than the model of this chapter. As noted in Appendix D this is 

primarily because their parameterizations on the climate parameters are far different from those of this 

chapter.19 Finally, Figure 2 of Kelly and Kolstad (1999a) implies that there is no much difference in 

the learning time between Kelly and Kolstad (1999a) and the current chapter.  

Table 1 illustrates the (upper) tail probability of the climate sensitivity distributions. As expected, 

the tail probability decreases as learning takes place. One of the important questions in climate 

science is whether or not we can put constraints (or an upper bound) on the climate sensitivity (Knutti 

et al., 2002). If we use a specific percentile to impose an upper bound on the climate sensitivity, the 

table below gives useful information. For instance, based on 95th percentile, it takes about 53 years to 

set an upper bound on climate sensitivity at 6°C/2xCO2.  
                                                           
19 There are many differences in the model and parameterizations between Kelly and Tan (2013) and the 
current chapter. For instance, whereas Kelly and Tan (2013) apply the abatement cost function of Bartz and 
Kelly (2008), the damage function of Weitzman (2009a), a one-box temperature response model, higher 
consumption and utility discounting (e.g., the pure rate of time preference is 0.05), this chapter applies the 
abatement cost function of Nordhaus (2008), without considering backstop technology, the damage function of 
DICE and Weitzman (2012), the two-box temperature response model, and lower consumption and utility 
discounting than those in Kelly and Tan (2013) (e.g., the pure rate of time preference is 0.015).  
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Table 1 Tail probability of the climate sensitivity distribution 

Year 2005 2055 2105 2155 2205 

Pro(𝜆>4.5°C/2xCO2) 0.253 0.158 5.03×10-2 7.52×10-3 5.70×10-4 

Pro(𝜆>6°C/2xCO2) 0.122 5.25×10-2 5.81×10-3 1.20×10-4 5.53×10-7 

Pro(𝜆>10°C/2xCO2) 3.80×10-2 8.95×10-3 1.66×10-4 1.16×10-7 4.73×10-12 

 

The rate of learning is as important as the magnitude of learning since slow learning may lead to 

our incapability of taking appropriate actions on time because of the possibility of irreversible 

changes. Especially when we consider the possibility of (discontinuous) climate catastrophes such as 

a collapse of the West-Antarctic Ice Sheet (Guillerminet and Tol, 2008) and the thermohaline 

circulation collapse (Keller et al., 2004), we should put more importance on the rate of learning. See 

also Lemoine and Traeger (2014) for the effects of tipping points on climate policy. Furthermore, fast 

learning enables more efficient allocation of resources.  

Some sensitivity analyses are presented in Figure 2. Since 𝛽0𝑓 does not change according to the 

cases, the variance parameter of the total feedback factors are compared. The higher (respectively, 

lower) is the true value of the climate sensitivity, the faster (resp., slower) is the learning. This is 

intuitive in that the higher climate sensitivity implies the higher temperature increases, resulting in the 

lower posterior variance (see Equation 14). In a similar fashion, the rate of learning increases in 

emissions (results not shown) as shown in Leach (2007). 20 A unit increase (respectively, decrease) 

in emissions from the optimal path reduces (resp., increases) the uncertainty. The more deviations in 

emissions are the higher deviations in the rate of learning are. The right panel illustrates the sensitivity 

of the rate of learning on the initial level of uncertainty. The variance parameter converges to a low 

level during the late 22nd century. In other words, differences in the initial level of uncertainty become 

irrelevant after 150 years or so. This implies that the rate of learning is higher in a more uncertain case. 

Nevertheless, there are substantial differences in uncertainty in the near future.  

The rate of learning is decreasing in the standard deviation of temperature shocks. This is because 

as the noise increases observations become less informative (see the bottom left panel and Equation 

14).  

                                                           
20 The model is simulated with an additional unit of exogenous carbon emissions. For this simulation, the 
solution b of the reference case (𝑓=0.6, 𝛽0𝑓=0.65, 𝜎𝑓=0.13) is used as the initial guess. The other specifications 
are the same as the reference case. 
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Compared to the reference case where the damage function of Nordhaus (2008) is applied, the rate 

of learning is lower if the damage function of Weitzman (2012), Equation (17) in Section 6, is applied 

(see the bottom right panel). This is because a unit increase in GHG emissions is expected to be less 

beneficial than the reference case in terms of social welfare. The expected net gains (the difference 

between the expected gains from reducing uncertainty and the expected loses from temperature 

increases) are lower for the highly reactive damage function than for the less reactive damage function. 

  

  

Figure 2 Sensitivity of the rate of learning (Top left): Sensitivity on the true value of the climate sensitivity. 

𝑓 refers to the true value of the total feedback factors. The corresponding true values of the climate sensitivity 

are 3°C/2xCO2 (𝑓=0.6), 3.43°C/2xCO2 (𝑓=0.65), and 4°C/2xCO2 (𝑓=0.7). Throughout the top left panel 

𝛽0𝑓=0.65 and 𝜎𝑓=0.13. (Top right): Sensitivity on the initial uncertainty. 𝜎_𝑓 refers to the initial standard 

deviation of the total feedback factors. Throughout the top right panel 𝑓=0.6 and 𝛽0𝑓=0.65. (Bottom left): 

Sensitivity on temperature shocks. 𝜎_𝑑 refers to the standard deviation of temperature shocks. (Bottom right): 

Sensitivity on damage function. Throughout the bottom panels 𝑓 = 0.60, 𝛽0𝑓=0.65, and 𝜎𝑓=0.13. 
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4 The effect of learning on climate policy 

The effect of learning on climate policy is investigated in this section. To this end, the following three 

cases are compared: (1) Deterministic, (2) Uncertainty (no learning), and (3) Learning. The 

deterministic case refers to the case where there is no uncertainty. The uncertainty case refers to the 

case in which the decision maker accounts for uncertainty, but his or her belief remains unchanged. 

Information may accumulate, but the decision maker simply ignores the possibility of learning or 

chooses to ignore information gathered. Finally, the belief of the decision maker is subject to change 

in the learning case. The decision maker fully utilizes information acquired from temperature 

observations so that he or she can make a decision contingent on information.  

Figure 3 summarizes the effect of learning, which is generally consistent with the literature as we 

briefly introduced in Section 1. See Table 2 for some numerical values in 2015. First, the fat-tailed 

risk increases the abatement efforts relative to the deterministic case. This is because the uncertainty 

model considers the less probable but a more dismal future as well as the most probable (mode) or the 

expected state of the world. Second, the possibility of learning reduces the abatement efforts relative 

to the uncertainty case. Although the atmospheric temperature increases more in the learning case 

than in the uncertainty case (see the bottom left panel, this is because carbon emissions are greater in 

the learning case as a result of the lower emissions control rate), the decision maker attains (slightly) 

more consumption (in turn, utility) from the learning case. This implies that the experimentation with 

more emissions (or learning) is beneficial to the decision maker. 21  

  

                                                           
21 Notice that the gap between the emissions control rates is much bigger than the gap between the optimal 
carbon taxes (e.g., uncertainty case vs. deterministic case). This is because the model in this chapter applies for 
the constant cost of backstop technology as mentioned in Section 2. We can also observe this phenomenon with 
the original DICE model (solved in GAMS with the CONOPT solver) (results not shown). See Section 5.1 of 
Chapter 2 for more on the cost of backstop technology. 
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Figure 3 The effect of learning (Top left): Emissions control rates (Top right): The optimal carbon tax 

(Bottom left): Atmospheric temperature increases (Bottom right): Per capita consumption  

 

5 The benefits of learning 

5.1 The optimal carbon tax 

In the learning model, atmospheric temperature evolves according to the true value of the climate 

sensitivity, but the decision maker conducts a course of action according to his or her belief. Then 

what if the initial belief on the climate sensitivity turns out to be ‘biased’ (in the sense that the 

expected value does not equal the true value)? In order to answer the question the model is simulated 

with an assumption that the decision maker has a different belief on the parameter values of the 

climate sensitivity distribution. The true value of the climate sensitivity and the initial variance 

parameter are assumed to be the same across all scenarios (i.e., true 𝜆=3°C/2xCO2 and 𝜎𝑓=0.13), but 

the mean parameter is different between scenarios (𝛽0𝑓=0.55 for LB scenario, 𝛽0𝑓=0.6 for UB 

scenario, and 𝛽0𝑓=0.65 for HB scenario). Put differently, UB, LB, and HB scenarios stand for 

unbiased belief, low-biased belief, and high-biased belief cases, respectively in this section. 22  

Figure 4 illustrates the results for each scenario. The optimal carbon tax changes a lot according to 

the belief of the decision maker in the uncertainty case (see the left panel). The general trend is that, 

as expected, the higher is the decision maker’s belief on the climate sensitivity, the higher is the 
                                                           
22 The model was also simulated with an assumption that the decision maker has the same belief on the 
parameter values of the climate sensitivity distribution (𝛽0𝑓=0.65, 𝜎𝑓=0.13), but the true value is different 
between scenarios (e.g., 𝑓=0.6, 0.65, or 0.7). The general implications of these simulations are similar to the 
results in this section (results not shown).  
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carbon tax. Compared to the uncertainty case, the differences among scenarios in the learning case are 

fairly small and the tax levels converge over time (see the right panel). This is because learning 

enables the decision maker to adjust his or her actions according to information revealed. The optimal 

carbon tax is biggest for the HB scenario (𝛽0𝑓=0.65>𝑓=0.6) and lowest for the LB scenario 

(𝛽0𝑓=0.55<𝑓=0.6) (see also Table 2). However, as temperature observations accumulate over time 

the belief of the decision maker approaches the true value, which is the same across all the scenarios, 

and thus the difference in the optimal carbon tax between the scenarios become small in the long run. 

The rate of emissions control, temperature increases, and consumption show a similar pattern (results 

not shown).  

Table 2 illustrates the optimal carbon tax for each scenario in Figure 4. The optimal carbon tax is 

higher (lower, respectively) in the uncertainty case than in the deterministic case, and it decreases 

(increases, resp.) in the learning case for the HB and UB scenarios (the LB scenario, resp.). These 

results are intuitive in that if the decision maker believes that the climate sensitivity is lower (higher, 

respectively) than the true value, ex ante, his or her actions become less stringent in the UNC-LB case 

compared to the LRN-LB case (the LRN-HB case compared to the UNC-HB case, resp.). In the UB 

case, the carbon tax is lower in the learning case because the uncertainty reduces over time. 

Numerically learning reduces the effect of fat-tailed risk by about 20.0%. 23  

  

Figure 4 Carbon tax according to the initial belief (Left): The uncertainty case. FM refers to the mean of the 

total feedback factors. (Right): The learning case. The relative difference in the carbon tax between the cases is 

also presented in the right panel (right axis). It is calculated as follows: (the carbon tax for A - the carbon tax for 

B) / the carbon tax for B, where A and B refer to each case.  

                                                           
23 The learning effect is calculated as follows: (the carbon tax for the uncertainty model - the carbon tax for the 
learning model) / (the carbon tax for the uncertainty model - the carbon tax for the deterministic model) × 
100(%). 

0

100

200

300

400

500

600

700

2005 2055 2105 2155 2205

O
pt

im
al

 c
ar

bo
n 

ta
x 

(U
S$

/tC
) FM=0.55

FM=0.60

FM=0.65

-0.2

-0.1

0.0

0.1

0.2

0

100

200

300

400

500

600

700

2005 2055 2105 2155 2205

R
el

at
iv

e 
di

ff
er

en
ce

 

O
pt

im
al

 c
ar

bo
n 

ta
x 

(U
S$

/tC
) 

FM=0.55
FM=0.60
FM=0.65
difference between FM=0.55 and FM=0.60
difference between FM=0.65 and FM=0.60



100 

 

Table 2 The optimal carbon tax in 2015 

 
Deterministic  

𝑓=0.60 

Uncertainty 

 𝑓=0.60, 𝜎𝑓=0.13 

Learning 

𝑓=0.60, 𝜎𝑓=0.13 

LB 

𝑓=̅0.55 

UB 

𝑓=̅0.60 

HB 

𝑓=̅0.65 

LB 

𝛽0𝑓=0.55 

UB 

𝛽0𝑓=0.60 

HB 

𝛽0𝑓=0.65 

Carbon tax in 

2015 (US$/tC) 
32.0 29.6 34.4 39.0 30.7 33.4 37.6 

 

5.2 The cost of no-learning 

In order to see the value of learning in a different perspective, let us suppose that the decision maker 

chooses to change his or her strategy about learning in a specific time period, say in the year 2105. 

That is, the decision maker starts to update his or her belief based on temperature observations after 

2105. Under this assumption, the difference in the total costs (the sum of the damage costs and the 

abatement costs) between the uncertainty case and the learning case represents the benefits of learning 

or penalties for no-learning.  

Figure 5 shows the results for the HB scenario (𝑓 = 0.60 < 𝛽0𝑓 = 0.65). Considering the 

differences in gross production and investment between the cases, costs as a fraction of gross 

production are presented. As illustrated in the previous section, the optimal rate of emissions control 

is lower for the learning case than for the uncertainty case, and thus the abatement costs are lower but 

the damage costs are higher for the learning case. The difference in the abatement costs between the 

uncertainty case and the learning case decreases after the late 22th century because the non-negativity 

constraint of GHG emissions starts to bind for the uncertainty case. The total costs are lower for the 

learning case than for the uncertainty case. For instance, the total costs are 0.26% point (as a fraction 

of gross world output) lower for the learning case than for the uncertainty case in 2105.  
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Figure 5 The cost of no learning (the HB scenario) (Left): The abatement costs and the damage costs. UNC 

and LRN refer to the uncertainty case and the learning case. (Right): The cost of no learning. The cost is 

calculated as the difference in the cost between the uncertainty model and the learning model. Thus the positive 

value means that the uncertainty case costs more than the learning case. UNC, LRN, ABT, DAM, and TOTAL 

refer to uncertainty, learning, abatement costs, damage costs, and the sum of abatement and damage costs, 

respectively.  

 

Table 3 illustrates the results for the year 2105. The cost of no learning in 2105 reduces to 0.12% 

point of gross world output when the initial belief is not biased from the true value (the UB scenario). 

Although the initial belief is not biased from the true value, the uncertainty case costs more than the 

learning case because the variance parameter decreases in the learning case over time. The LB 

scenario shows the similar results. Since the variance parameter decreases with temperature 

observations in the learning case, the extreme climate sensitivity loses its weight as time goes by, and 

thus the rate of emissions control is lower for the learning case. Although the damage costs are higher 

for the learning case, the total costs are higher for the uncertainty case. The benefits of learning 

increase when the difference between the initial belief and the true state of the world increases (results 

not shown).  

Table 3 The cost of no learning in 2105 

𝑓=0.6 (true 𝜆=3°C/2xCO2) 
LB 

𝛽0𝑓=0.55<𝑓=0.6 

UB 

𝛽0𝑓=0.60=𝑓=0.6 

HB 

𝛽0𝑓=0.65>𝑓=0.6 

Abatement costs  

(% gross world output) 
0.55 0.24 0.49 

Damage costs  -0.20 -0.11 -0.21 
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(% gross world output) 

Total costs 

(% gross world output) 
0.35 0.12 0.26 

Note: The costs are calculated as the difference in the costs between the uncertainty model and the learning 

model. Thus the positive value means that the uncertainty case costs more than the learning case. 

 

6 Sensitivity analysis 

6.1 Damage functions 

In this section the learning model is simulated with a more reactive (to high temperature increases) 

form of damage function, namely, the damage function of Weitzman (2012) (Equation 17), instead of 

the damage function of Nordhaus (2008). The difference between the two damage functions becomes 

significant when temperature increases are higher than 3°C or more (See Figure 2 in Chapter 2 and 

Tol, 2013).  

𝛺𝑡 = 1 �1 + 𝜋1𝑇𝐴𝐴,𝑡 + 𝜋2𝑇𝐴𝐴,𝑡
𝜋2 + 𝜋3𝑇𝐴𝐴,𝑡

𝜋4 �⁄  (17) 

 

where 𝜋1=0, 𝜋2=0.0028388, 𝜋3=0.0000050703, and 𝜋4=6.754.  

Figure 6 shows the results. For the uncertainty model, the optimal carbon tax greatly increases if 

the damage function of Weitzman (2012) is applied (see the left panel). However, learning largely 

offsets this effect of fat-tailed risk. Numerically learning reduces the effect of fat-tailed risk by about 

88.6% (see footnote 23). This is because, as shown in Section 3, the tail probability decreases as 

information accumulates in the learning model. Comparing with the results in Figure 4, this shows 

that the higher the effect of the Type 1 fat tail, the higher the counteracting learning effect (see 

Chapter 2).  

The right panel shows the evolution of the optimal carbon tax against the upper bound of the 

climate sensitivity. The curvature is increasing and concave and the rate of changes in the carbon tax 

is lower than 1/x, which implies that there may be an upper bound for the optimal carbon tax even 

under fat-tailed risk (see Figure D.3 in Chapter 3).   
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Figure 6 Sensitivity analysis (Weitzman’s damage function) (Left): The optimal carbon tax. The optimal 

carbon tax in 2015 is 37.7$/tC, 201.2$/tC and 56.4 $/tC for the deterministic, the uncertainty case, and the 

learning case, respectively. (Right): The optimal carbon tax as a function of uncertainty in 2015 (the learning 

model). Note that x-axis is on a logarithmic scale (base 10). In order to reduce computational burden the 

standard deviation of temperature shocks are assumed to be 0.05 for the right panel. This does not affect the 

implications of the results. Throughout the figures 𝑓=0.6 (true 𝜆=3°C/2xCO2), 𝛽0𝑓=0.65, and 𝜎𝑓=0.13. 

 

6.2 Different true values of the climate sensitivity 

Previous sections assume that the true value of the climate sensitivity is 3°C/2xCO2 (or 𝑓=0.6). 

However, we do not know with certainty the true value of the climate sensitivity. This section takes 

this account and investigates how the main results of this chapter are sensitive to the true value of the 

climate sensitivity. The Bellman equation for this problem is:  

𝛽𝑓𝑊(𝒔𝑡 ,𝜽𝑡) = 𝑚𝑎𝑒
𝒄𝒕

[𝛽𝑓𝑈(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡) + 𝛽𝛽𝑡𝛽𝑓𝑊(𝒔𝑡+1,𝜽𝑡+1)] (18) 

 

where 𝛽𝑓 is the expectation operator over the true value of the total feedback factors (𝑓) (in turn, 

over the true value of the climate sensitivity), 𝛽𝑡 is the expectation operator over the decision 

maker’s belief at a point in time 𝑡. Note that the true value of the total feedback factors is different 

from the decision maker’s belief on the total feedback factors at a point in time 𝑡 (𝑓𝑡�).  

The true value of the total feedback factors is assumed to be normally distributed with mean 0.6 (or 

𝜆=3°C/2xCO2) and variance 0.132. Applying the solution method in Section 2.3 with the Bellman 
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equation (18), we can get the expected solutions over the true value of the total feedback factors. To 

reduce the computational burden, the number of GH nodes is set at 5 in this section. More specifically 

the true values of the total feedback factors are about 0.97, 0.78, 0.60, 0.42, and 0.23, which 

correspond to the climate sensitivity of 42°C/2xCO2, 5.4°C/2xCO2, 3.0°C/2xCO2, 2.1°C/2xCO2, and 

1.6°C/2xCO2, respectively. Other things remain unchanged compared to the main results in Section 4.    

Figures 7~9 show the results. As expected the evolutions of the uncertainty parameters are far 

different from state to state of the world. In addition, Figure 7 confirms that the rate of learning is 

higher if the true value of the total feedback factors is higher (see Section 3).  

 

Figure 7 Sensitivity analysis (different true values of the climate sensitivity: learning dynamics) (Left): 

The mean of the total feedback factors. The true values of the total feedback factors are about 0.97, 0.78, 0.60, 

0.42, and 0.23, respectively from the top to the bottom line (Right): The variance of the total feedback factors. 

The true values of the total feedback factors are in the reversed order from the top to the bottom line. 

 

Atmospheric temperature increases and damage costs are also dependent on the true value of the 

climate sensitivity. For instance, if the true value of the climate sensitivity is about 42°C/2xCO2 

temperature increases are more than 10°C and the resulting damage costs become more than 20% of 

gross world output after the late 22nd century, whereas the maximum temperature increases are about 

3~4°C and the damage costs are less than 5% of gross world output when the climate sensitivity is 

3°C/2xCO2.  
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Figure 8 Sensitivity analysis (different true values of the climate sensitivity: temperature increases and 

damage costs) (Left): Atmospheric temperature increases from 1900 (°C). The true values of the total feedback 

factors are about 0.97, 0.78, 0.60, 0.42, and 0.23, respectively from the top to the bottom line (Right): Damage 

costs. The true values of the total feedback factors are in the reversed order from the top to the bottom line. Note 

that the damage function of DICE is used as in Section 4. 

 

As the left panel in Figure 9 shows, the higher is the true value of the climate sensitivity the higher 

is the optimal carbon tax. Since damage costs are nonlinear (see Figure 8), the expected carbon tax is 

higher than the optimal carbon tax for the true value of the climate sensitivity of 3°C/2xCO2 (see the 

right panel in Figure 9). For instance, the expected optimal carbon tax in 2015 is 38.4US$/tC, whereas 

the optimal carbon tax for 𝜆=3°C/2xCO2 is 37.6US$/tC.  

 

Figure 9 Sensitivity analysis (different true value of the climate sensitivity: optimal carbon tax) (Left): 

The optimal carbon tax. The true values of the total feedback factors are about 0.97, 0.78, 0.60, 0.42, and 0.23, 
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respectively from the top to the bottom line. (Right): Comparison of the optimal carbon tax. Learning (𝑓=0.6) 

refers to the results in Section 4.   

 

7 Conclusions 

An endogenous (Bayesian) learning model has been developed in this chapter. In the model the 

decision maker updates his or her belief on the equilibrium climate sensitivity through temperature 

observations and takes a course of actions (carbon reductions) for each time period based on his or her 

belief. The uncertainty is partially resolved over time, although the rate of learning is relatively slow, 

and this affects the optimal decision. Consistent with the literature, the decision maker with a 

possibility of learning lowers the efforts to reduce carbon emissions relative to the no learning case. 

Additionally, this chapter finds that the higher the effect of fat-tailed risk, the higher the counteracting 

learning effect. Put differently, learning effectively offsets the weak tail effect (see Chapter 2). This is 

because the decision maker fully utilizes information revealed to reduce uncertainty, and thus he or 

she can make a decision contingent on the updated information.  

In addition, learning enables the economic agent to have less regret for the past decisions after the 

true value of the uncertain variable is revealed to be different from the initial belief. The optimal 

decision in the learning model is less sensitive to the true value of the uncertain variable and the initial 

belief of the decision maker than in the uncertainty model. The reason is that learning allows the 

uncertain variable to converge to the true value of the state in the sense that the variance approaches 

zero (asymptote) as information accumulates. Fat-tailed risk matters in that it requires more stringent 

efforts to reduce GHG emissions. However, learning effectively decreases such an effect of fat-tailed 

risk. As one learns more, the effect of uncertainty becomes less.   

Finally, some caveats are added. First, the learning model of this chapter does not take into account 

the possibility of ‘negative’ learning. Indeed, as Oppenheimer et al. (2008) argue, learning does not 

necessarily converge to the true value of an uncertain variable. The negative learning may have 

different impacts from the analysis of this chapter. Second, learning in this chapter is only from 

temperature observations. In the real world, however, there are many ways of leaning including 

learning from research and development. A learning model can incorporate the optimal decision on 

activities such as R&D investment for reducing uncertainty, which is an important issue that should 

be considered in a separate chapter (see Chapter 5). Third, the current chapter lacks the consideration 

of seemingly important issues such as uncertainty about economic evaluations of damage costs and 
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abatement costs. These topics are referred to future research. Fourth, this chapter fixes the rate of 

savings mainly because of the computational burden. Applications of our solution method to solve the 

learning model with endogenous savings more efficiently will be a subject for future researches.   
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Appendix A: Computational method  

A.1 Introduction 

This appendix develops a numerical method for solving a climate economy model. Since an integrated 

assessment model (IAM) of climate and the economy is highly nonlinear and is subject to various 

constraints, it is not possible to solve the model analytically. Nonlinear programming has been usually 

applied for solving IAMs numerically. For instance the DICE 2007 model (Nordhaus, 2008) is solved 

with nonlinear programming such as CONOPT (Drud, 1985) in GAMS modelling system. However 

the need for solving an IAM recursively (e.g., solving the Bellman equation) is growing because it 

helps investigate the effect of uncertainty and learning on policy and welfare (e.g., Kelly and Kolstad, 

1999a).  

The method of this chapter is suitable for this kind of numerical analysis because it is less prone to 

the number of state variables than existing methods in the literature. The main advantage of the 

method is that it is simple and transparent because it obtains solutions from optimality conditions. A 

disadvantage is that one should specify the first order conditions for optimal policy rules, which may 

require tedious calculations if the number of states and control variables becomes large. 

In most dynamic programming literature solving an IAM, the problem is reformulated in a 

recursive way and the value function is approximated to a flexible basis function, which has an 

analytical functional form. Then the fixed-point theorem is applied to find solutions. One of the main 

differences between existing papers is approximation methods. For instance, Kelly and Kolstad 

(1999a) and Leach (2007) use neural networks approximations, Kelly and Tan (2013) apply spline 

approximations, and Cai et al. (2012b) and Lemoine and Traeger (2014) apply Chebyshev 

polynomials approximations. A dynamic climate-economy model is not generally time autonomous 

since it has many exogenous variables such as labor force and technology. To address this issue, Kelly 

and Kolstad (1999a), Leach (2007), and Lemoine and Traeger (2014) add time as an argument for the 

value function. Cai et al. (2012b) let the coefficients of the basis function vary every time period. 

Kelly and Tan (2013) make the model time independent. 

This appendix presents a different method: logarithmic approximations. Exogenous variables can 

be added as arguments to the value function in order to address the problem of time dependence, but 

whether or not exogenous variables are added does not affect the results as shown in Sections 3 and 4 

of this appendix. In addition, the solution method differs from the literature in that it searches for 
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solutions on a simulation-based set, whereas the other papers generally search for solutions on a 

carefully designed grid. A grid based method is generally prone to the ‘curse of dimensionality’. For 

instance, DICE has 2 control variables, 6 endogenous state variables, and 9 (time-dependent) 

exogenous variables. Thus, the total number of grid points will be n7, if we apply a grid based method 

with n grid points per each state variable and time. Thus an extension of the model to investigate 

interesting topics such as uncertainty and learning is demanding because the total number of grid 

points grows fast. The method of this appendix, however, searches for solutions on simulated data 

points which satisfy optimality conditions. Therefore it is less prone to the curse of dimensionality 

(for more discussion, see Judd et al., 2011). 

This appendix proceeds as follows. Section 2 presents the general method. As applications of the 

solution method, a simple economic growth model and the DICE model are solved in Sections 3 and 4, 

respectively. Section 5 concludes.  

A.2 The Method 

The problem of a decision maker in a dynamic model can be reformulated as in Equation (A.1): the 

Bellman equation. The decision maker chooses the vector of control variables every time period so as 

to maximize the objective function, which is the discounted sum of expected utility.  

𝑊(𝒔𝑡;  𝜽𝑡) = 𝑚𝑎𝑒
𝒄𝒕

[𝑈(𝒔𝑡 , 𝒄𝑡;𝜽𝑡) + 𝛽𝛽𝑡𝑊(𝒔𝑡+1;𝜽𝑡+1)] (A.1) 

 

where 𝛽𝑡 is the expectation operator given information at point in time 𝑡, 𝑊 is the value function, 

𝒄 is the vector of control variables, 𝒔 is the vector of state variables, 𝜽 is the vector of uncertain 

variables, and 𝛽 is the discount factor.  

Without loss of generality, we assume that there are two control variables (𝑐1,𝑡 , 𝑐2,𝑡 ), two 

endogenous state variables (𝑠1,𝑡 , 𝑠2,𝑡 ), and one exogenous state variable (𝑠3,𝑡 ). Note that the 

endogenous variables depend on uncertain parameters (𝜽𝐭) in our model. 

A logarithmic function is used to approximate the value function as in Equation (A.2).  

𝑊(𝒔𝑡;𝒃,𝜽𝑡) ≈𝑏0 + 𝑏1 𝑙𝑛�𝑠1,𝑡� + 𝑏2 𝑙𝑛�𝑠2,𝑡� + 𝑏3 𝑙𝑛�𝑠3,𝑡� (A.2) 
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The main criteria for the choice of the basis function are simplicity, familiarity, convenience for 

deriving the first order conditions, and accuracy. The logarithmic function satisfies these criteria. 

Maliar and Maliar (2005) use the functional form to a two-sector growth model and Hennlock (2009) 

uses it to a theoretical model of climate and the economy.  

The first order condition and the envelop equation for the Bellman equation are: 

𝜕𝑈(𝒔𝑡 , 𝒄𝑡;  𝜽𝑡)
𝜕𝒄𝑡

+ 𝛽𝛽 𝑡
𝜕𝒈(𝒔𝑡 , 𝒄𝑡;  𝜽𝑡)

𝜕𝒄𝑡
∙
𝜕𝑊(𝒔t+1;𝒃,𝜽𝑡+1)

𝜕𝒔𝑡+1
= 𝟎   (A.3) 

𝜕𝑊(𝒔t;𝒃,𝜽𝑡)
𝜕𝒔𝑡

=
𝜕𝑈(𝒔𝑡 , 𝒄𝑡;𝜽𝑡)

𝜕𝒔𝑡
+ 𝛽𝛽 𝑡

𝜕𝒈(𝒔𝑡 , 𝒄𝑡;𝜽𝑡)
𝜕𝒔𝑡

∙
𝜕𝑊(𝒔t+1;𝒃,𝜽𝑡+1)

𝜕𝒔𝑡+1
  (A.4) 

 

where 𝒈 are the law of motions for the endogenous state variables.  

Equations (A.3) and (A.4) give four equations for two unknown control variables at point in time 𝑡 

and two unknown state variables at point in time 𝑡 + 1. Therefore solutions are obtainable as long as 

the vector of the coefficients of the basis function (𝒃) are chosen. An initial guess on 𝒃 can be made 

from the steady state conditions. If the model is highly nonlinear and is subject to various constraints, 

as usual in a climate-economy model, numerical methods for finding solutions should be applied (see 

Judd, 1998; Miranda and Fackler, 2002 for the methods). Then optimal policy rules at point in time 𝑡 

become the functions of given state variables at point in time 𝑡 and chosen coefficients of the basis 

function 𝒃. Solving Equations (A.3) and (A.4) we are ready to calculate the left hand side (LHS) and 

the right hand side (RHS) of the Bellman equation (A.1). For the expectation operator, numerical 

integration such as Monte Carlo integration or deterministic integration can be applied (see Judd, 

1998 for more on the methods).  

By the fixed point theorem, optimal solutions should equate LHS and RHS of the Bellman equation 

(Stokey and Lucas, 1989). However since 𝒃 is chosen by a guess more iterations may be required 

until we find optimal solutions. To this end the stopping rule is specified as follows.  

𝑚𝑎𝑒 �
𝑊(𝒔𝑡;𝒃,𝜽𝑡)(𝑝+1) −𝑊(𝒔𝑡;𝒃,𝜽𝑡)(𝑝)

𝑊(𝒔𝑡;𝒃,𝜽𝑡)(𝑝) � ≤  𝜔 (A.5) 
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where 𝑝 refers to 𝑝th iteration and 𝜔 is the maximum tolerance level. An arbitrarily large value for 

𝑊(𝒔𝑡;𝒃,𝜽𝑡)(0) is used to initiate iterations. 

If 𝑝th iteration does not satisfy the stopping rule, a new 𝒃 should be chosen. To this end, the 

updating rule for 𝒃 is specified as follows.  

𝒃(𝑝+1) = (1 − 𝜗)𝒃(𝑝) + 𝜆𝒃�    (A.6) 

  

where 𝒃� are the estimates that minimize the difference between LHS and RHS of Equation (A.1), 

and 𝜗 is a parameter for updating (0< 𝜗<1). Technically, the least-square method using singular 

value decomposition (SVD) can be applied in order to avoid the problem of ill-conditioning (Judd et 

al., 2011).  

The above procedure continues until the stopping rule is satisfied. If 𝒃∗ meet the stopping rule, the 

optimal policy rules give optimal solutions as follows: 𝒄t∗ = 𝒄t(𝒔t;𝒃∗,𝜽𝑡) , 

𝒔t+1∗ = 𝒔t+1(𝒄t∗, 𝒔t;𝒃∗,𝜽𝑡+1) . Put differently, 𝑊(𝒔t;𝒃∗,𝜽𝑡)  is the fixed point of the Bellman 

equation.  

A.3 An Application: A Simple Economic Growth Model 

The procedure for solving a simple economic growth model is shown below. The model is useful for 

an illustration of the solution method since it is analytically solvable without tedious calculations.  

The problem of the decision maker is to choose the level of consumption for each time period so as 

to maximize social welfare defined as in Equation (A.7) subject to Equation (A.8).  

max
𝐶𝑡

�𝛽𝑡𝐿𝑡𝑈 (𝐶𝑡 𝐿𝑡⁄ )
∞

𝑡=0

= �𝛽𝑡𝐿𝑡
(𝐶𝑡 𝐿𝑡⁄ )1−𝛼 

1 − 𝛼

∞

𝑡=0

 (A.7) 

𝐾𝑡+1 = (1 − 𝛿𝑘)𝐾𝑡 + 𝑄𝑡 − 𝐶𝑡 (A.8) 

 

where 𝑈 is the utility function, 𝐿 is labor force (exogenous), 𝐶 is consumption, 𝐾 is the capital 

stock, 𝑄 = 𝜆(𝐴,𝐾, 𝐿)  is gross output, 𝜆  is the production function, 𝐴  is the total factor 
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productivity (exogenous), 𝛿𝑘 is the depreciation rate of the capital stock, 𝛼 is the elasticity of 

marginal utility.  

The Bellman equation and the basis function for the problem are:  

𝑊(𝐾𝑡 , 𝐿𝑡 ,𝐴𝑡;𝒃) = 𝑚𝑎𝑒
𝐶𝑡

[𝐿𝑡𝑈(𝐶𝑡/𝐿𝑡) + 𝛽𝑊(𝐾𝑡+1, 𝐿𝑡+1,𝐴𝑡+1;𝒃)] (A.9) 

𝑊(𝐾𝑡 , 𝐿𝑡 ,𝐴𝑡;𝒃) ≈ 𝑏0 + 𝑏1ln (𝐾𝑡) + 𝑏2ln (𝐿𝑡) + 𝑏3ln (𝐴𝑡) (A.10) 

 

The first order conditions are: 

(𝐶𝑡/𝐿𝑡)−𝛼 − 𝛽𝑏1/𝐾𝑡+1 = 0   (A.11) 

𝑏1/𝐾𝑡 = 𝛽(1 − 𝛿𝑘 + 𝜕𝑄𝑡/𝜕𝐾𝑡)𝑏1/𝐾𝑡+1 (A.12) 

 

Since there are two unknowns (𝐶𝑡, 𝐾𝑡+1) and we have two equations, solutions are obtainable as 

follows. 

𝐶𝑡 = 𝐿𝑡 �
𝑏1

𝐾𝑡(1 − 𝛿𝑘 + 𝜕𝑄𝑡 𝜕𝐾𝑡⁄ )�
−1/𝛼

  (A.13) 

𝐾𝑡+1 = 𝛽𝑏1 �
𝑏1

𝐾𝑡(1 − 𝛿𝑘 + 𝜕𝑄𝑡 𝜕𝐾𝑡⁄ )�
𝛼

 (A.14) 

 

If 𝛿𝑘=1, 𝛼=1, and the production function is Cobb-Douglas (𝑄 = 𝐴𝐾𝛾𝐿1−𝛾), Equations (A.7) and 

(A.8) are analytically solvable (see Stokey and Lucas, 1989: Exercise 2.2). The solution for a finite 

time horizon problem is:  

𝑘𝑡+1 = 𝛽𝛾 �
1 − (𝛽𝛾)𝐴−𝑡+1

1 − (𝛽𝛾)𝐴−𝑡+2� 𝐴𝑡𝑘𝑡
𝛾 (A.15) 

 

where 𝑘𝑡 = 𝐾𝑡 𝐿𝑡⁄ , 𝛾 is the capital share for the Cobb-Douglas function, 𝑇 is the time horizon.  
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The left panel of Figure A.1 shows the rate of saving ((𝑄 − 𝐶) 𝑄⁄ ) for the problem of Equations 

(A.7) and (A.8), calculated from Equation (A.15). As expected, longer time horizon increases the rate 

of saving. The optimal rate of saving for the infinite time horizon problem (𝑇 → ∞) is 𝛽𝛾=0.295567 

if 𝛽=(1+0.015)-1 and 𝛾=0.3. As shown in the right panel of Figure A.1, our dynamic programming 

method with the same model specifications produces exact solution (up to 16th decimal place), which 

is more precise than nonlinear programming with finite time horizon. Whether or not the exogenous 

variables are included in the value function as arguments does not affect the results (not shown).     

 
Figure A.1 The rate of saving (Left): analytical solutions (Right): numerical solutions. Dynamic programming 

refers to the solutions obtained from the method of this appendix. Only a constant and the capital stock are 

included as arguments for the value function. The maximum tolerance level and the simulation length are set at 

10-6 and 1,000, respectively. Nonlinear programming refers to the solutions obtained from CONOPT (nonlinear 

programming) in GAMS (time horizon 1,000 years). For numerical simulations, the initial value of the capital 

stock and the evolutions of exogenous variables are drawn from DICE 2007. 

 

 

Applying 𝛿𝑘=0.1 and 𝛼=2 as in DICE, the rate of saving is calculated to be higher for the dynamic 

programming method than for the nonlinear programming method with finite time horizon (1,000 

years). Therefore the optimal level of investment is higher for the dynamic programming method (see 

the top left panel of Figure A.2). One of the reasons is that the dynamic programming solves the 

infinite time horizon problem, whereas the nonlinear programming solves the finite time horizon 

model. 

The rate of saving satisfies the following equation at equilibrium (on a balanced growth path). 𝑠∞ =

(𝑛 + 𝑔 + 𝛿𝑘)𝐾∞ 𝑄∞⁄ , where ∞  denotes variables at equilibrium, 𝑛 = (𝑑𝐿/𝑑𝑡)/𝐿  and 𝑔 =

(𝑑𝐴/𝑑𝑡)/𝐴 (for more on the optimal growth theory, see Romer, 2006). The top right panel of Figure 

A.2 shows that our dynamic programming finds solutions that satisfy the relation at equilibrium. 
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The optimal level of consumption calculated from the dynamic programming method is higher than 

the one obtained from the nonlinear programming method, except for the near future (more 

specifically, before 2027). The evolutions of the other variables including gross output and the capital 

stock follow the behavior of the rate of saving (see the bottom panel of Figure A.2).   

 

 

Figure A.2 The optimal solutions (the simple growth model) (Top): The rate of saving. (Bottom): The 

relative difference between the dynamic programming and the nonlinear programming calculated as follows: 

(the results of DP – the results of NP) / the results of DP. For dynamic programming, the maximum tolerance 

level and simulation length are set at 10-6 and 1,000 years, respectively. For nonlinear programming time 

horizon is set at 1,000 years. 

  

A.4 An Application: The DICE Model 

Our solution method is applicable to more complex models such as the DICE model. DICE is a neo-

classical growth model with an environmental externality (i.e., climate change). The decision maker 

chooses the rate of emissions control (balancing abatement costs and damage costs) and the amount of 

gross investment (balancing current consumption and future consumption) for each time period so as 

to maximize social welfare defined as the discounted sum of (population-weighted) utility of per 

capita consumption. Gross output net of damage costs and abatement costs is allocated into gross 
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investment and consumption. A unit increase in greenhouse gas (GHG) emissions (through production) 

induces more warming and reduces social welfare due to the loss of consumption as a consequence of 

adverse climate impacts. Thus the decision maker tries to control, at a cost, the amount of GHG 

emissions. The capital accumulation is the same as in the simple growth model. The carbon-cycle 

model of DICE is composed of three layers for GHG: the atmosphere, the upper ocean, and the lower 

ocean. The temperature response model defines how global temperature evolves over time and states 

that the atmosphere exchanges heat with the deep ocean through radioactive forcing, upwelling, and 

diffusion.  

Unlike the original DICE model, we apply an infinite time horizon model with annual time step. In 

addition, a finite difference method is applied for the climate module following Cai et al. (2012b). The 

full model is given in Appendix A of Chapter 2. The evolutions of some exogenous variables are 

shown in Figure A.3. 

 

Figure A.3 The evolutions of the exogenous variables (DICE model) Labor, technology, cost1, and 

emissions-output ratio refer to 𝑳𝒕, 𝐀𝒕, 𝜽𝟏,𝒕, and 𝝈𝒕, respectively. 

 

The Bellman equation and the basis function for the problem are:  

𝑊(𝒔𝒕;𝒃) = 𝑚𝑎𝑒
𝐶𝑡,𝜇𝑡

[𝐿𝑡𝑈(𝐶𝑡/𝐿𝑡) + 𝛽𝑊(𝒔𝒕+𝟏;𝒃)] (A.16) 
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𝑊(𝒔𝒕;𝒃) ≈ 𝑏0 + �𝑏𝑖𝑙𝑛 (𝑠𝑖,𝑡)
𝑖=1

 (A.17) 

 

where µ𝑡 is the rate of GHG emissions control. Note that there are two control variables (𝐶𝑡 ,𝜇𝑡) and 

six endogenous state variables (𝐾𝑡 , 𝑀𝐴𝐴𝑡 , 𝑀𝑈𝑡 , 𝑀𝐿𝑡 , 𝑇𝐴𝐴𝑡 , 𝑇𝐿𝑡), where 𝑀𝐴𝐴𝑡 , 𝑀𝑈𝑡 , 𝑀𝐿𝑡  are the 

carbon stock of the atmosphere, the upper ocean, and the lower ocean, respectively, 𝑇𝐴𝐴𝑡 and 𝑇𝐿𝑡 are 

air temperature and ocean temperature (changes from 1900), respectively.  

Applying the first order conditions we get eight equations for eight unknowns. Solving the 

equations leads to Equations (A.18) and (A.19) for optimal policy rules:  

𝐵1,𝑡µ𝑡
𝜃2 + 𝐵2,𝑡µ𝑡

𝜃2−1 + 𝐵3,𝑡 = 0 (A.18) 

where  

𝐵1,𝑡 = −𝜃1,𝑡
𝑏1
𝐾𝑡

𝜁3
𝑀𝐴𝐴𝑡

(1 − 𝜉4)𝑄𝑡𝛺𝑡′

(1 − 𝜉4)(𝜁1𝑓 + 𝜁2) − 𝜉4𝜁4
+ 𝜃1,𝑡(𝜃2 − 1)𝑄𝑡𝛺𝑡′ �

𝑏2
𝑀𝐴𝐴𝑡

− 𝑃𝑡� (A.18-1) 

𝐵2,𝑡 = −𝜃1,𝑡(𝜃2 − 1)𝑄𝑡′𝛺𝑡 �
𝑏2
𝑀𝐴𝐴𝑡

− 𝑃𝑡� + 𝜃1,𝑡𝜃2
𝑏1
𝐾𝑡
𝛺𝑡
𝜎𝑡
𝑃0 (A.18-2) 

𝐵3,𝑡 =
𝑏1
𝐾𝑡

𝜁3
𝑀𝐴𝐴𝑡

(1 − 𝜉4)𝑄𝑡𝛺𝑡′

(1 − 𝜉4)(𝜁1𝑓 + 𝜁2) − 𝜉4𝜁4
− {(1 − 𝛿𝑘) + 𝑄𝑡′𝛺𝑡} �

𝑏2
𝑀𝐴𝐴𝑡

− 𝑃𝑡� (A.18-3) 

𝑃𝑡 =
𝛿𝑈𝐴

𝛿𝑈𝐿𝛿𝐿𝑈 − 𝛿𝐿𝐿𝛿𝑈𝑈
�
𝛿𝑈𝐿𝑏4
𝑀𝐿𝑡

−
𝛿𝐿𝐿𝑏3
𝑀𝑈𝑡

� +
𝜁3
𝑀𝐴𝐴𝑡

�(1 − 𝜉4)𝑏5
𝑇𝐴𝐴𝑡

− 𝜉4𝑏6
𝑇𝐿𝑡

�

(1 − 𝜉4)(𝜁1𝑓 + 𝜁2) − 𝜉4𝜁4
 (A.18-4) 

(𝐶𝑡 𝐿𝑡⁄ )−𝛼 = 𝑏1/𝐾𝑡{(1− 𝛿𝑘) + 𝑄𝑡′𝛺𝑡(1− 𝛬𝑡)− (1 − 𝜇𝑡)𝑄𝑡′𝛺𝑡𝛬𝑡′ }−1 (A.19) 

 

where 𝛺𝑡 is the damage function, 𝛬𝑡 is the abatement cost function, 𝜁1 = 𝜉1𝜂/𝜆0, 𝜁2 = 1 − 𝜁1, 

𝜁3 = 𝜉1𝜂/ln (2) , 𝑓 = 1 − 𝜆0 𝜆⁄ , 𝑄𝑡′ = 𝜕𝑄𝑡 𝜕𝐾𝑡⁄ , 𝛺𝑡′ = 𝜕𝛺𝑡 𝜕𝑇𝐴𝐴𝑡⁄ , 𝛬𝑡′ = 𝜕𝛬𝑡 𝜕𝜇𝑡⁄ , and 𝑃0 =

𝛿𝐴𝐴 + 𝛿𝑈𝐴𝛿𝐴𝑈𝛿𝐿𝐿/(𝛿𝑈𝐿𝛿𝐿𝑈 − 𝛿𝐿𝐿𝛿𝑈𝑈). See Appendix A of Chapter 2 for notations and the parameter 

values. 
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Since the model is highly nonlinear and subject to a constraint (0 ≤ µ𝑡 ≤ 1), numerical methods for 

finding solutions are applied. More precisely, Newton’s method with Fisher’s function for the root-

finding problem is applied (see Judd, 1998; Miranda and Fackler, 2002).  

As shown in Figure A.4, our model approaches equilibrium far in the future. This is due to the 

evolutions of the exogenous variables as shown in Figure A.3. With various experiments it is found 

that the simulation length larger than 1,000 years does not affect solutions.  

 

Figure A.4 The optimal solutions (DICE model) The units for consumption and the capital stock are 

1,000US$/person. The units for the carbon stock and air temperature are GtC and °C, respectively. 

 

Similar to the simple growth model in Section 3 of this appendix, the rate of saving (in turn, 

investment and gross output) is higher for the dynamic programming method than for the nonlinear 

programming method (see Figure A.5).24 As a result, ‘business as usual’ (BAU) GHG emissions (i.e., 

without emissions abatement) are higher for the dynamic programming method. This raises the rate of 

emissions control compared to the nonlinear programming method and therefore optimal temperature 

is lower for the dynamic programming method. Except for the near future (more specifically, until 

2,037), consumption is higher for the dynamic programming than for the nonlinear programming.  

                                                           
24 The maximum tolerance level for the stopping rule was set at 10-6. 
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Figure A.5 The optimal solutions (DICE model) (Top left): The rate of saving (Top right): The rate of 

emissions control (Bottom left): .Atmospheric temperature increases (from 1900) (Bottom right): 

Consumption 

 

As shown in Figure A.4, the rate of saving does not change much over time and it converges to a 

certain level in equilibrium. Indeed the rate of saving changes in the range of 0.240 and 0.247 for the 

first 600 years in the DICE-CJL model (Cai et al., 2012a), which is a modified version of DICE with 

an annual time step.25 In addition, the rate of saving does not change much over a large range of the 

equilibrium climate sensitivity, which denotes the equilibrium global warming in response to a 

doubling of the atmospheric carbon dioxide concentration. This holds even if the true value of the 

climate sensitivity is set at 1000°C/2xCO2. 

Fixing the savings’ rate as in the growth model of Solow (1956) helps reduce computational burden 

since the number of control variables is reduced. For instance, if we fix the savings’ rate at 0.245 (a 

rough average for the whole time periods) and simulate the model, all results including optimal 

                                                           
25 For the calculations, the rate of saving is defined as investment divided by net output (gross output minus 
damage costs). 
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carbon tax deviate less than 3% from the original results when the rate of saving is free throughout the 

whole time periods. 

Figure A.6 compares the solutions obtained from our dynamic programming method with the 

results calculated from nonlinear programming (i.e., solving the model with CONOPT in GAMS). For 

the simulations the rate of saving is fixed at 0.245. We find that our solution method produces almost 

the same results as nonlinear programming in this case. This is intuitive in that gross investment is 

roughly the same for both methods.  

 

Figure A.6 The optimal carbon tax λ refers to the equilibrium climate sensitivity. 

 

The accuracy test results in Section A.3 also hold when we solve the DICE model with the rate of 

emissions control being fixed at a constant (i.e., only investment decision is present as in the simple 

growth model). This means that although the value function becomes more complex for the DICE 

model, our solution method performs well.  

Finally, the accuracy of the dynamic programming method is additionally tested as follows. The 

model is simulated over 1,000 grid points for the rate of emissions control from zero to one for each 

time period and social welfare is calculated for each emissions control rate. Then the rate of emissions 

control which results in maximum welfare is chosen for every time period. As shown in the bottom 

panel of Figure A.7 and the top right panel of Figure A.5, the two values are largely consistent. The 

maximum social welfare obtained from the grid-based simulations is compared with the social welfare 

obtained from the dynamic programming method for each time period. The result is that the 

maximum difference between the two maximum social welfare over the whole time periods is about 

5×10-6. 
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Figure A.7 Value function from grid-base simulations (Top): Specific years (2005, 2105, 2205) (Bottom): 

Whole time periods. Note that the emissions control rate should be divided by 1,000. 

 

A.5 Solution methods for the learning model 

This subsection illustrates the detailed solution method for the learning model of the current chapter. 

This provides additional information to Section 2.3.  

The basis function used in this appendix is Equation (A.20), which is a logarithmic function. 

Alternatives including ordinary polynomials and Chebyshev polynomials do not perform better than 

the logarithmic function for our model. Since 𝑓 is a parametric uncertainty and 𝑑 is a white noise in 

this appendix, Equation (16) in Section 2.3 becomes Equation (A.20).  
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𝑊(𝒔𝑡,𝜽𝑡) = 𝑏0 + 𝑏1 𝑙𝑛(𝐾𝑡(𝑓, 𝑑)) + 𝑏2 𝑙𝑛�𝑀𝐴𝐴𝑡(𝑓, 𝑑)�+ 𝑏3 𝑙𝑛�𝑀𝑈𝑡(𝑓, 𝑑)�+ 𝑏4 𝑙𝑛�𝑀𝐿𝑡(𝑓, 𝑑)�

+ 𝑏5 𝑙𝑛�𝑇𝐴𝐴𝑡(𝑓, 𝑑)�+ 𝑏6 𝑙𝑛�𝑇𝐿𝑂𝑡(𝑓, 𝑑)�+ 𝑏7 𝑙𝑛�𝑓𝑡�(𝑓, 𝑑)� + 𝑏8 𝑙𝑛(𝑣𝑡(𝑓, 𝑑))

+ 𝑏9 𝑙𝑛(𝐿𝑡) + 𝑏10 𝑙𝑛(𝐴𝑡) + 𝑏11 𝑙𝑛(𝜎𝑡) + 𝑏12 𝑙𝑛�𝜃1𝑡� 
(A.20) 

 

where the notations are the same as in Section 2.  

The first order conditions for the Bellman equation (Equation 15 in Section 2.3) are as follows. 

𝜕𝜕(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡)
𝜕𝒄𝑡

+ 𝛽𝛽 𝑡
𝜕𝑔(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡)

𝜕𝒄𝑡
∙
𝜕𝑊(𝒔t+1,𝜽𝑡+1)

𝜕𝒔𝑡+1
= 0   (A.21) 

𝜕𝑊(𝒔t,𝜽t)
𝜕𝒔𝑡

=
𝜕𝜕(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡)

𝜕𝒔𝑡
+𝛽𝛽 𝑡

𝜕𝑔(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡)
𝜕𝒔𝑡

∙
𝜕𝑊(𝒔t+1,𝜽t+1)

𝜕𝒔𝑡+1
   

 

 

 

where 𝑔 is the law of motions for the state variables. The resulting policy rule for the emissions 

control rates is the function of the state variables and coefficients 𝒃. Since the emissions control rates 

are bounded, the technique for solving complementarity problems as detailed in Miranda and Fackler 

(2002) is applied for finding solutions for Equation (A.21). Technically, a Fisher’s function for the 

root-finding problem is used and then Equation (A.21) is numerically solved with the Newton’s 

method (Judd, 1998; Miranda and Fackler, 2002).  

The expectation operator is calculated with a deterministic integration method. More specifically, 

the Gauss–Hermite quadrature (GH) is applied.  

𝛽𝑡𝑊(𝒔𝑡 ,𝜽𝑡) = �𝑤𝑖  𝜓(𝒔𝑡 ,𝜽𝑡,𝑖;𝒃)
𝐽

 𝑖=1

 (A.22) 

 

where 𝑗 is the integration node, 𝑤𝑖 is the corresponding weight, J is the total number of integration 

nodes.  
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The integration nodes and the integration weights are calculated from the GH formula (Judd, 1998). 

J is set to be 10 for simulations, but there is no significant difference in the results if J is higher than 

10.  

From the above procedures, a time series of control variables can be calculated. Note that all 

required information is at our hand if the initial guess on 𝒃 is chosen. The initial guess 𝒃𝟎 is chosen 

from the equilibrium conditions on the state variables. Once the control variable is calculated, the 

state variables and the value function are obtained from the transitional equations and Equation (A.20). 

Note that all variables including the control variables, the state variables, utility, and the value 

function are dependent on the initial guess 𝒃𝟎.  

Equation (15) in Section 2.3 is evaluated under the stopping rule:  

𝑚𝑎𝑒 �
𝑊(𝒔𝑡 ,𝜽𝑡)(𝑝+1) −𝑊(𝒔𝑡 ,𝜽𝑡)(𝑝)

𝑊(𝒔𝑡 ,𝜽𝑡)(𝑝) � ≤  𝜔 (A. 23) 

 

where 𝜔 is the tolerance level and 𝑝 refers to the pth iteration.  

For the deterministic model and the uncertainty model 𝜔 is 10-6, but for the learning model 𝜔 is 

set to be 10-4 in order to reduce the computational burden. Furthermore, the mean operator instead of 

the maximization operator is used for the learning model. Since there is no significant difference in 

the results even if the simulation length is over 1,000, the time horizon for is set to 1,000 for 

simulations. 

If the left hand side (LHS) of inequality (A.23) is higher than the tolerance level, a new 𝒃 is 

estimated so as to minimize the approximation errors between LHS and the right hand side (RHS) of 

the Bellman equation (15) of Section 2.3. Technically, in order to avoid an ill-conditioned problem 

during regression, the least-square method using a singular value decomposition (SVD) is applied (see 

Judd et al., 2011).  

The updating rule for a new 𝒃 is as follows.  

𝒃(𝑝+1) = (1 − 𝜗)𝒃(𝑝) + 𝜆𝒃�    (A.24) 
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where 𝒃� is the vector of coefficients estimated from the regression, 𝜗 is a parameter for updating 

(0< 𝜗<1). 

A.6 Concluding Remarks 

This appendix develops a numerical method for solving a climate economy model. Our dynamic 

programming method produces exact solutions to a simple economic growth model and is useful for 

solving more demanding models such as DICE. Only the Bellman equation, arguments of the value 

function, and the first order conditions should be changed according to model specifications. 

From the applications of the method to DICE, we find that optimal investment is calculated to be 

higher than the one calculated from the nonlinear programming method with finite time horizon. Such 

investment decision induces slightly lower consumption in the near future (about 20-30 years from the 

initial year) but gains higher consumption throughout the rest of the time periods. Larger investment 

implies that BAU emissions are higher for the dynamic programming method. Therefore the rate of 

emissions control is higher for the dynamic programming method compared to the one obtained from 

the nonlinear programming method. Consequently the optimal temperature increases are lower for the 

dynamic programming method than for the nonlinear programming method with finite time horizon. 

Appendix B: The full model  

The list of variables and parameters are given in Tables B.1 and B.2.  

max
𝜇𝑡

𝛽0�𝛽𝑡𝐿𝑡𝑈(𝐶𝑡 , 𝐿𝑡)
∞

𝑡=0

= 𝛽0�𝛽𝑡𝐿𝑡
(𝐶𝑡 𝐿𝑡⁄ )1−𝛼  

1 − 𝛼

∞

𝑡=0

 (B.1) 

𝐾𝑡+1 = (1 − 𝛿𝑘)𝐾𝑡 + 𝐼𝑡 (B.2) 

𝑀𝐴𝐴𝑡+1 = (1 − 𝜇𝑡)𝜎𝑡𝑄𝑡 + 𝐸𝐿𝐴𝑁𝐷𝑡 + 𝛿𝐴𝐴𝑀𝐴𝐴𝑡 + 𝛿𝑈𝐴𝑀𝑈𝑡   
  (B.3) 

𝑀𝑈𝑡+1 = 𝛿𝐴𝑈𝑀𝐴𝐴𝑡 + 𝛿𝑈𝑈𝑀𝑈𝑡   
  (B.4) 

𝑀𝐿𝑡+1 = 𝛿𝑈𝐿𝑀𝑈𝑡 + 𝛿𝐿𝐿𝑀𝐿𝑡  
  (B.5) 

𝑇𝐴𝐴𝑡+1 = (𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3ln (𝑀𝑡/𝑀𝑏)+𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡 + 𝑑𝑡+1   (B.6) 
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𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (B.7) 

𝑓𝑡+1����� =
𝑓𝑡� + 𝜁1𝑇𝐴𝐴𝑡[𝜁1𝑓𝑇𝐴𝐴𝑡 + 𝑑𝑡+1 ](𝑣𝑡 𝑣𝜀⁄ )

1 + 𝜁12𝑇𝐴𝐴𝑡
2 (𝑣𝑡 𝑣𝜀⁄ )

 (B.8) 

𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 (𝑣𝑡 𝑣𝜀⁄ )

 
 (B.9) 

 

where 𝛽 is the expectation operator given information at point in time 𝑡 (annual).  

Table B.1 Variables 

Variables Notes 

U Utility function =(𝐶𝑡 𝐿𝑡⁄ )1−𝛼 (1 − 𝛼)⁄  

𝐶𝑡 Consumption =�1 − 𝜃1µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡  

µ𝑡 Emissions control rate Control variable 

𝐾𝑡 Capital stock 𝐾0=137 US$Trillion 

𝑀𝐴𝐴𝑡 Carbon stocks in the atmosphere 𝑀𝐴𝐴0=808.9GtC 

𝑀𝑈𝑡 Carbon stocks in the upper ocean 𝑀𝑈0=18,365GtC 

𝑀𝐿𝑡 Carbon stocks in the lower ocean 𝑀𝐿0=1,255GtC 

𝑇𝐴𝐴𝑡 Atmospheric temperature deviations 𝑇𝐴𝐴0=0.7307°C 

𝑇𝐿𝑂𝑡  Ocean temperature deviations 𝑇𝐿𝑂0=0.0068°C 

𝑓𝑡�  Mean of the total feedback factors 𝑓0�=0.65 

𝑣𝑡 Variance of the total feedback factors 𝑣0=0.132 

𝛺𝑡 Damage function =1/(1 + 𝜅1𝑇𝐴𝐴𝑡 + 𝜅2𝑇𝐴𝐴𝑡
2 + 𝜅3𝑇𝐴𝐴𝑡

𝜅4 ) 

𝑄𝑡 Gross output =𝐴𝑡𝐾𝑡
𝛾𝐿𝑡

1−𝛾 

𝐼𝑡 Investment =𝑠𝑄𝑡𝛺𝑡 

𝐴𝑡 Total factor productivity Exogenous 

𝐿𝑡 Labor force Exogenous 

𝜎𝑡 Emission-output ratio Exogenous 

𝜆𝜆𝑁,𝑡 Radiative forcing from non-CO2 gases Exogenous 

𝐸𝐿𝐴𝑁𝐷𝑡  
GHG emissions from the sources other than 

energy consumption 
Exogenous 

𝑑𝑡 Temperature shocks Stochastic 
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Note: The initial values for the state variables and the evolutions of the exogenous variables follow Cai et al. 

(2012a), which is an annual version of DICE 2007. The initial values for 𝑓𝑡�  and 𝑣𝑡 follow Roe and Baker 

(2007). 

Table B.2 Parameters 

Parameters Values 

𝜆 Equilibrium climate sensitivity =𝜆0/(1-𝑓) 

𝑓 True value of the total feedback factors 0.6 

𝜆0  Reference climate sensitivity 1.2°C/2xCO2 

𝑠 Savings’ rate 0.245 

𝛼 Elasticity of marginal utility 2 

𝜌 Pure rate of time preference 0.015 

𝛾 Elasticity of output with respect to capital 0.3 

𝛿𝑘 Depreciation rate of the capital stock 0.1 

𝜅1, 𝜅2, 𝜅3, 𝜅4 Damage function parameters 𝜅1=0, 𝜅2=0.0028388, 𝜅3=𝜅4=0* 

𝜃1, 𝜃2 Abatement cost function parameters 𝜃1=0.0561, 𝜃2=2.887 

𝛿𝐴𝐴, 𝛿𝑈𝐴, 𝛿𝐴𝑈, 

𝛿𝑈𝑈, 𝛿𝑈𝐿, 𝛿𝐿𝐿, 

𝜉1, 𝜉3, 𝜉4, 𝜂 

Climate parameters 

𝛿𝐴𝐴=0.9810712, 𝛿𝑈𝐴=0.0189288, 

𝛿𝐴𝑈=0.0097213, 𝛿𝑈𝑈=0.005, 

𝛿𝑈𝐿=0.0003119, 𝛿𝐿𝐿=0.9996881, 

𝜉1=0.022, 𝜉3=0.3, 𝜉4=0.005, 𝜂=3.8 

𝑣𝜀 Variance of temperature shocks  0.12 

𝑀𝑏  Pre-industrial carbon stock 596.4GtC 

Note: * subject to change for sensitivity analysis in Section 6. The parameter values for climate parameters 

follow Cai et al. (2012a). The parameters values for 𝜆0 and 𝑣𝜀 follow Roe and Baker (2007) and Tol and De 

Vos (1998), respectively. The other parameters follow Nordhaus (2008). Since our model does not consider 

backstop technology, the parameter values of Nordhaus (1994) are used for the abatement cost function.  

 

Appendix C: Additional results  

This appendix presents additional results for the reference case in Section 4. Figure C.1 shows the 

results of an individual run.  
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Figure C.1 Results for an individual run (simulation number 200) The units for consumption, the carbon 

stock, and temperature are 1,000$ per person, GtC, and °C, respectively. 

 

Figures C.2, C.3, and C.4 show the results of all runs (1,000 Monte Carlo simulations). 

Atmospheric temperature increases vary according to the realizations of temperature shocks. Since the 

decision maker takes a course of actions according to his or her belief about the true value of the 

climate sensitivity, which in turn varies according to temperature observations, control variables as 

well as state variables are highly uncertain. The results in Section 4 are the averages of these random 

realizations.  
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Figure C.2 Results for all runs (policy variables) The units for investment, consumption, and carbon tax are 

1,000$ per person, 1,000$ per person, and $/tC, respectively. 

 

Figure C.3 Results for all runs (carbon stock)  

 

 

Figure C.4 Results for all runs (temperature increases and climate sensitivity parameters) 
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Appendix D: Differences between Kelly and Tan (2013) and Chapter 4 

There are some differences between Kelly and Tan (2013) and our analysis. First, the model, 

calibrations, the definition of learning, and solution methods are different. For instance, Kelly and Tan 

apply the model by Bartz and Kelly (2008), the damage function of Weitzman (2009a), a well-mixed 

single-layered climate model, the definition of learning by Kelly and Kolstad (1999a), and spline 

approximations, whereas we use the original DICE model (Nordhaus, 2008), the damage function of 

Nordhaus (2008), multi-layer climate system, the definition of learning by Webster et al. (2008), and 

logarithmic approximations. These differences may induce a different rate of learning and 

correspondingly a different magnitude of the learning effect.26  

Second, the main focus is different between the two papers. The current chapter explicitly deals 

with the benefits of learning in terms of the expected social costs of climate change, whereas Kelly 

and Tan focus on the rate of learning and the effect of diminishing fat tails. The other benefits of 

learning are also discussed in the current chapter.  

Third, on the results side, the optimal policy converges to the case of perfect information in about 

two decades in Kelly and Tan (2013), whereas the one in our model converges more slowly. The main 

reason is that the rate of learning (measured as the reduction of variance) is much faster in their model 

than in ours.27 Their rate of learning is also far faster than the earlier literature including Kelly and 

Kolstad (1999a), Leach (2007), and Webster et al. (2008). In addition, such fast learning is not 

consistent with the past experiences in climate science (Allen et al., 2006). Since there is only one 

policy lever (i.e., GHG emissions) to increase the rate of learning, the rate of learning is not generally 

faster in a model of fat-tailed risk than in a model of thin-tailed risk (see Section 3). Note that 1) 

carbon emissions are lower under fat-tailed risk than under thin-tailed risk, and that 2) more warming 

leads to more precise information. 
                                                           
26 For instance, the deep ocean serves as a heat reservoir and thus the rate of learning may be slower for the 
tow-box model than for the one-box model.  

27 Their results are largely dependent on the (presumably misused) parameterizations for their climate model. 
The time is annual in their full model, but the parameter values they used for temperature evolution is the one 
for a model with decadal time horizon. More specifically, for their climate model, they use the default parameter 
values of the DICE model, of which time is decadal. See Marten (2011) and Cai et al. (2012a) for calibrations 
for the climate parameters of DICE with different time horizon. Figure 6 and Table 1 in Kelly and Tan (2013) 
imply that learning in their model is far faster than the one in this chapter (see Section 3 of this chapter for a 
literature review on the rate of learning). Applying the same parameterizations (i.e., 𝜉1=0.22 and 𝜉4=0.05) as 
Kelly and Tan (2013) to our model, however, fast learning as in Figure 6 of their paper can be obtained (results 
not shown).  
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The figures below show some differences between the model by Kelly and Tan (2013) and our 

model. The rate of learning is much faster in Kelly and Tan (2013) than ours mainly because of the 

climate parameter values (see the bottom right panel). 

 

 

Figure D.1 (Top left): Damage costs (Top right): Abatement costs. Note that abatement cost becomes 1 for the 

model by Kelly and Tan (2013) when the rate of emission control approaches 1, but y-axis is truncated for 

comparison. (Bottom left): Utility discounting (Bottom right): The rate of learning. The learning curve of 

Kelly and Tan (2013) illustrated in Figure 6 is similar to the dashed line in the bottom right panel. 
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V.  Research investment and the learning effect 

1 Introduction 

A numerical climate-economy model with fat-tailed risk and learning with research investment is 

developed in this chapter, which is a new contribution to climate change economics.  

It is well-known that fat-tailed risk substantially increases the stringency of climate policy (Tol, 

2003; Weitzman, 2009a). This is summarized and emphasized as the Dismal Theorem by Martin 

Weitzman (2009a). By fat-tailed risk this chapter means that the probability density of an uncertain 

variable falls more slowly than exponentially in the tail. Most literature dealing with fat-tailed risk 

about climate change has focused on its effect on welfare and policy and its applicability in the 

Expected Utility framework (e.g., Tol, 2003; Nordhaus, 2011; Pindyck, 2011; Weitzman, 2009a, 2011; 

Millner, 2013; Horowitz and Lange, 2014).  

Learning may thin the effect of fat-tailed risk since learning is faster in the tail (the learning effect; 

see Chapter 2). As a result, policy recommendations would be substantially different when there is a 

possibility of learning. A few papers have dealt with the learning effect under fat-tailed risk (e.g., 

Kelly and Tan, 2013; Chapter 4), but learning is only from temperature observations in their models.  

In a learning model with research investment, gains from learning consist of improved decisions, 

whereas the costs of learning are the price of information such as observational costs and research 

investment. Balancing the gains and losses, the rate of learning (in turn, optimal climate policy) is 

determined.1   

In climate change economics, Manne and Richels (1992), Peck and Teisberg (1993), Kolstad 

(1996a, b), Nordhaus and Popp (1997), Ulph and Ulph (1997), Gollier et al. (2000), and Webster 

(2002) incorporate exogenous learning. Put differently, information is exogenously given at some 

points in time in their models, and thus learning has nothing to do with actions of the decision maker. 

On the other hand, Kelly and Kolstad (1999a), Leach (2007), Webster et al. (2008), Kelly and Tan 

                                                           
1 In the literature, active learning has been investigated mainly for monetary policy (e.g., Wieland 2000; Bullard 
and Mitra, 2002; Ferrero, 2007). The other topics that active learning has been applied for include optimal 
consumer behaviors (e.g., Grossman et al., 1977), technological innovations (e.g., Johnson, 2007), economic 
growth (e.g., Bertocchi and Spagat, 1998), and environmental policy (e.g., McKitrick, 2010). Van 
Wijnbergen and Willems (2012) theoretically investigate learning about the cause of global warming (i.e., 
whether or not the global warming trend is endogenous to anthropogenic drivers).  
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(2013) consider learning only from temperature observations. 2  A measure of uncertainty is 

introduced into their models and its magnitude becomes smaller as the decision maker gathers 

information.  

The implementation of learning with research investment into a climate economy model is 

worthwhile since a decision maker or a researcher on his or her behalf makes explicit efforts to gather 

information on uncertain variables. For instance, WMO and UNEP (2010) estimate that global annual 

expenditures on climate observations are about $4~6 billion. Meanwhile, temperature observational 

errors have been substantially decreased (Kennedy et al. 2011). Likewise, decision makers make 

explicit efforts to promote research activities to learn about the climate process. The rate of learning is 

dependent on such efforts. 

In addition, a learning model with research investment gives a useful perspective on the relation 

between climate and the economy. In a learning model with temperature observations, actions taken 

by the decision maker (such as carbon emissions) produce information. More emissions are justifiable 

if the gains from emissions are higher than the extra damages of climate change plus the induced costs 

of learning. A learning model with research investment takes an additional policy lever into account. 

The gains from learning consist of improved decisions and the costs of learning are the price of 

information such as research investment. Balancing the gains and losses, the rate of learning is 

determined.  

Existing papers on the decision making under uncertainty and learning assume that knowledge 

grows by one observation per year with constant precision (e.g., Kelly and Kolstad, 1999a; Leach, 

2007; Webster et al., 2008; Kelly and Tan, 2013). Instead, this chapter considers three ways of 

additional learning: 1) improved observations; 2) additional observations; 3) improved theory. 

Research investment in the global climate observational system increases the precision of temperature 

observations, hence the lower estimation errors for the equilibrium climate sensitivity. This is the first 

way of learning to be implemented in this chapter. The second way of learning refers to the 

reconstruction of historical temperature records, which has been widely conducted during the last two 

decades (Brohan et al., 2009). Reconstructed temperature records can also be used for updating a 

probability distribution of the climate sensitivity. The third way of learning is to produce new 

information other than instrumental temperature records from climate research, which can be used to 

update existing knowledge. For instance, Annan and Hargreaves (2006) and Hegerl et al. (2006) use 

                                                           
2 Karp and Zhang (2006) consider learning about damage costs in their theoretical paper.  
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paleoclimate data to constrain a credible range of the equilibrium climate sensitivity. Urban and 

Keller (2009) use additional data along with instrumental temperature records to estimate the 

distribution of the climate sensitivity. 

The model and computational methods of this chapter are similar to those of Chapter 4, except that 

research investment is introduced. As in Chapter 4, this chapter follows the tradition of Bayesian 

statistical decision theory which requires that uncertainty or partial ignorance can be represented as a 

probability distribution (DeGroot, 1970). The distribution may be subjective but is constructed on the 

support of physical science in this chapter. 

This chapter proceeds as follows. Section 2 briefly describes the model. Sections 3, 4, and 5 

illustrate ways of additional learning and our calibrations. Section 6 shows computational methods. 

Section 7 presents the main results of this chapter and sensitivity analyses are given in Section 8. 

Section 9 provides concludes.  

2 A climate-economy model 

2.1 Economy 

Chapter 4 introduces Bayesian learning about the equilibrium climate sensitivity into the original 

DICE model (Nordhaus, 2008). The current chapter extends the model of Chapter 4 by introducing 

research investment. As in Chapter 4, an annual time step and a finite difference method are applied 

into DICE.  

The decision maker in our model chooses the rate of emissions control and research investment for 

each time period so as to maximize social welfare defined as in Equation (1). Gross output net of 

damage costs and abatement costs are allocated into consumption, research investment, and gross 

investment other than climate research. Considering the computational burden, the savings rate is 

assumed to be constant. This assumption does not have significant impacts on the results, since the 

savings rate does not change much for plausible model specifications (see Chapter 4). 

max
𝜇𝑡,𝑅𝑖,𝑡

𝛽�𝐿𝑡𝛽𝑡𝑈(𝐶𝑡 , 𝐿𝑡)
∞

𝑡=0

 (1) 

𝐶𝑡 = �1 − 𝜃1µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡 − 𝜆𝑖,𝑡   (2) 
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where 𝛽 is the expectation operator, 𝑈 is the utility function, 𝐶𝑡 is consumption, 𝐿𝑡  is labor force, 

µ𝑡 is the rate of emissions control, 𝐼𝑡 is gross investment (other than climate research), 𝛺𝑡 is the 

damage function, 𝑄𝑡 is gross output, 𝜆𝑖,𝑡 is investment in climate research, 𝑖 denotes each channel 

of active learning (e.g., improving observations, adding observations, or improved theory), 𝛽 is the 

discount factor, 𝜃1 and 𝜃2 are parameters. See Appendix A for the full model and the parameter 

values. 

Unlike DICE, the lower bounds of the economic variables such as consumption, the capital stock, 

and gross world output are set to be less than $ 0.001 per person per year in this chapter. In addition, 

the upper bounds of temperature increases are removed.  

The research capital stock accumulates as follows: 

𝐾𝑅𝑖,𝑡+1 = �1 − 𝛿𝑅𝑖�𝐾𝑅𝑖,𝑡 + 𝜆𝑖,𝑡 (3) 

 

where 𝐾𝑅𝑖 is the research capital stock, 𝛿𝑅𝑖 is the depreciation rate of research investment. For 

simplicity the research capital stock is assumed not to depreciate over time (𝛿𝑅𝑖=0). 3  

2.2 Temperature response model 

A temperature response model defines how atmospheric or oceanic temperature evolves over time. 

Temperature models usually used in an integrated assessment model can be derived from an energy 

balance model (Marten, 2011), which states that the mixed layer exchanges heat with the atmosphere 

and the deep ocean through radiative forcing, upwelling, and diffusion (Baker and Roe, 2009).  

If we assume that there are two boxes for temperature (the mixed layer and the deep ocean), the 

temperature response model becomes:  

𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉1�𝜆𝜆𝑡+1 − (𝜂 𝜆⁄ )𝑇𝐴𝐴𝑡 − 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )�
 
 (4) 

                                                           
3 This assumption does not affect the main results of this chapter. For instance, even if the ordinary depreciation 
rate of the capital stock, namely 0.1 per year, is applied to the model, there is no significant difference in the 
results, except that research investment stabilizes at a certain low level (not zero) so as to compensate for the 
amount of depreciated research capital stock (results not shown). 
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𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (5) 

 

where  𝑇𝐴𝐴 and  𝑇𝐿𝑂 are atmospheric and oceanic temperature changes, respectively from 1900, 𝜆𝜆 

is radiative forcing, 𝜆 is the equilibrium climate sensitivity, 𝜂, 𝜉1, 𝜉3, and 𝜉4 are parameters.  

The equilibrium climate sensitivity, which is one of the main parameters of interest in climate 

science, refers to the equilibrium global warming in response to a doubling of the atmospheric 

concentration of carbon dioxide, the major anthropogenic greenhouse gas. The probability distribution 

of the climate sensitivity is derived from the distribution of the total feedback factors through 

Equation (6) (Roe and Baker, 2007) in this chapter.  

𝜆 = 𝜆0 (1 − 𝑓)⁄  (6) 

 

where 𝑓 is the total feedback factors which is by definition assumed to be strictly less than 1, and 𝜆0 

is the equilibrium climate sensitivity in a black body planet without any feedbacks. 

The total feedback factors denote the aggregate impacts of physical factors such as water vapor, 

cloud, and albedo on radiative forcing in a way to magnifying the response of the climate system 

(Hansen et al., 1984). For instance, “[A] positive radiative forcing such as that due to an increase in 

CO2 tends to increase temperatures, which tends to increase water vapor, which, in turn, produces a 

perturbation in the down welling long wave radiation that amplifies the original forcing” (Roe, 2009: 

97).  

This framework of feedback analysis is useful in the following reasons: 1) the total feedback factors 

are more observable than the climate sensitivity; 2) it is easy to apply Bayes’ Theorem since the total 

feedback factors are usually assumed to be normally distributed (a conjugate prior); 3) it suits for the 

purpose of this chapter in that the resulting climate sensitivity distribution has fat tails (Roe and Baker, 

2007).  

Substituting Equation (6) for 𝜆 in Equation (4) results in:   

𝑇𝐴𝐴𝑡+1 = (𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3ln (𝑀𝐴𝐴𝑡/𝑀𝑏) + 𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡 + 𝑑𝑡+1   (7) 
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where 𝜆𝜆𝑁  is radiative forcing from non-CO2, 𝑀𝐴𝐴𝑡  is the carbon stock in the atmosphere, 

 𝑀𝑏(=596.4GtC) is the pre-industrial carbon stock in the atmosphere, 𝑑  is temperature shocks, 

𝜁1 = 𝜉1𝜂/𝜆0, 𝜁2 = 1 − 𝜁1 − 𝜁4, 𝜁3 = 𝜉1𝜂/ln (2), 𝜁4 = 𝜉1𝜉3, and 𝜁5 = 𝜉1 are adjusted parameters. 

Note that unlike DICE, temperature shocks are added into the temperature response model in 

Equation (7) in order to introduce learning about the climate sensitivity. Temperature shocks are 

composed of observational errors (e.g., measurement errors and data coverage bias), model accuracy 

to match the true data-generating process, natural variability, and so on (Brohan et al., 2006; Webster 

et al., 2008). 

3 Improved observations 

3.1 Research investment and temperature shocks 

The rate of learning about the climate sensitivity is sensitive to temperature shocks (Webster et al., 

2008). This is because as the standard error in the mean of temperature increases (decreases, 

respectively), the signal to noise ratio falls (grows, respectively) and thus makes it difficult (easy, 

respectively) to detect the true state of the world. The standard error in the mean of temperature is 

subject to change as the global climate observational system improves. For instance, as illustrated in 

Figure 1, global temperature observational errors, one of the components of temperature shocks, have 

been decreased over time as the number of observational instruments such as weather stations has 

increased. 

 

Figure 1 Uncertainty about global mean temperature (Left): The variance of global mean land air 

temperature (LAT) 1850-2006 (CRUTEM3, Brohan et al., 2006) as a function of the number of weather stations 

used to estimate the global mean temperature. (Right): The variance of global mean sea surface temperature 
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(SST) 1925-2006 (HadSST3, Kennedy et al., 2011) as a function of the number of observations used to estimate 

the global mean temperature. The data were obtained from John Kennedy (personal communication). 

 

In order to build a learning model with research investment, this chapter assumes that the other 

components of temperature shocks than observational errors are constant over time. This is not 

unreasonable in that the other components such as natural variability are not controllable by the 

decision maker and the effect of climate change on the other components can be thought of as 

negligible at least for hundreds of years. Then the standard error in the mean of temperature is 

decomposed into two elements as follows. 

𝜎𝜀,𝑡
2 = 𝜎𝑒𝑏,𝑡

2 + 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  (8) 

 

where 𝜎𝜀, 𝜎𝑒𝑏, and 𝜎𝑒𝑡ℎ𝑒𝑟𝑠 are the standard error in the mean of temperature, observational errors, 

and the other components, respectively. 

  Broadly speaking, temperature observational errors are linearly related to the reciprocal of the 

number of observational instruments (Jones et al., 1997; Brohan et al., 2006). Assuming independence 

between sea surface temperature (SST) observational errors and land air temperature (LAT) 

observational errors, the total observational errors of global mean air temperature can be calculated as 

follows. 

𝜎𝑒𝑏𝑡
2 = �𝜔𝑖𝜎𝑒𝑏𝑗,𝑡

2

𝑖

= �𝜔𝑖 �𝛼𝑖 𝑁𝑒𝑖⁄ + 𝛽𝑖�
𝑖

 (9) 

 

where 𝑗 ∈ {𝑙, 𝑠} refers to observations (𝑙 for LAT and s for SST), 𝜔 is the respective area of the 

land or the sea, 𝑁𝑒 is the number of observational instruments, 𝛼 and 𝛽 are parameters.  

For simplicity, we assume that observational errors approach zero as investment in the global 

temperature observational system increases arbitrarily large (𝛽𝑖=0). Then Equation (8) leads to 

Equation (10). Equation (10) is the channel through which research investment affects the uncertainty 

about temperature shocks in this chapter.  
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𝜎𝜀,𝑡
2 = 𝜔𝑙 𝑐𝑙𝛼𝑙 �𝑝𝐾𝑅1,𝑡�⁄ + 𝜔𝑆𝑐𝑠𝛼𝑠 �(1 − 𝑝)𝐾𝑅1,𝑡�⁄ + 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2

= 𝑎𝑅1 𝐾𝑅1,𝑡⁄ + 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  
(10) 

 

where 𝐾𝑅1 is the research capital stock for the global temperature observational system, 𝑝 ∈{0, 1} is 

the proportion of money spent on land observations, 𝑐𝑙 = 𝑝𝐾𝑅1/𝑁0,𝑙 and 𝑐𝑠 = (1 − 𝑝)𝐾𝑅1/𝑁0,𝑠 are 

the unit costs of LAT and SST observation, respectively, and 𝑎𝑅1 = 𝜔𝑙 𝑐𝑙𝛼𝑙 𝑝⁄ + 𝜔𝑆𝑐𝑠𝛼𝑠 (1 − 𝑝)⁄ .  

3.2 Bayesian updating 

The decision maker updates his or her belief on the total feedback factors using Bayes’ Theorem as 

follows. 

𝑝(𝑓|𝑇𝐴𝐴) ∝ 𝑝(𝑇𝐴𝐴|𝑓) × 𝑝(𝑓) (11) 

 

where 𝑝(𝑓) is the prior distribution, 𝑝(𝑇𝐴𝐴|𝑓) is the likelihood function, and 𝑝(𝑓|𝑇𝐴𝐴) is the 

posterior distribution.  

The normal distribution of Roe and Baker (2007) with parameters 𝑓𝑡�  and 𝑣𝑡 is used as the initial 

prior. Note that the parameters become endogenous state variables. The resulting posterior mean and 

the posterior variance of the total feedback factors are as in Equations (12) and (13). A general 

techniques for Bayesian updating as discussed in DeGroot (1970) and Greenberg (2007) are applied 

for the equations. 

𝑓𝑡+1����� =
𝑓𝑡� + 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1 𝑣𝑡 𝑣𝜀,𝑡⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡 𝑣𝜀,𝑡⁄  (12) 

𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡 𝑣𝜀,𝑡⁄  (13) 

 

where 𝑓𝑡�  and 𝑣𝑡 are the mean and the variance of the total feedback factors, 𝑣𝜀,𝑡 = 𝜎𝜀,𝑡
2  is the 

variance of temperature shocks, and 𝐻𝑡+1 ≡ 𝑇𝐴𝐴𝑡+1 − 𝜁2𝑇𝐴𝐴𝑡 − 𝜁3 ln(𝑀𝑡 𝑀𝑏⁄ ) − 𝜁4𝑇𝐿𝑂𝑡 − 𝜁5𝜆𝜆𝑁,𝑡.  
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The posterior distribution with parameters 𝑓𝑡+1����� and 𝑣𝑡+1 of Equations (12) and (13) serves as the 

prior for the next time period. In this way the decision maker learns about the true value of the total 

feedback factors for each time period. Note that the parameters of the posterior distribution are 

affected by research investment through Equations (10, 13). The higher is research investment the 

lower is the variance of the total feedback factors.  

For simulations, the initial values for 𝑓𝑡�  and 𝑣𝑡 are assumed to be 0.65 and 0.132, respectively, 

following the current scientific knowledge (Roe and Baker, 2007). Since the total feedback factors are 

bounded above, the posterior distribution is derived first with the conjugate normal prior, and then an 

upper bound (𝑓𝑡� ≤0.999) is set for simulations. The upper bound corresponds to the climate sensitivity 

of 1,200°C/2xCO2, which is far higher than any admitted values. 

3.3 Calibration 

Instead of estimating all the parameters in Equation (10), this chapter estimates only 𝑎𝑅1 and 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2 . 

To this end, first, global expenditures on temperature observations are estimated. Currently, global 

mean LAT is calculated from the records of each country’s weather stations and global mean SST is 

calculated from the reports of observational platforms such as ships, drifting buoys, and moored 

buoys (Kennedy et al., 2011). Thus we multiply the number of observational instruments and the unit 

cost of each instrument (see Table 1). Annual operational costs for temperature observational 

instruments are estimated to be about $450 million in 2005.4 The total installation costs for all the 

existing instruments are about $500 million.5 Second, 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  is calculated as the difference between 

the variance of temperature shocks (=0.102) estimated by Tol and De Vos (1998) and the variance of 

observational errors (=0.062) obtained from the HadCRUT4 dataset (Morice et al., 2012). Then it is 

                                                           
4 For comparison, the United States spent $140 million on in-situ climate observations in 2010 (submission of 
USA to UNFCCC/SBI 35). WMO and UNEP (2010) estimate that global expenditures on climate observations 
are about $4~6 billion/yr. Douglas-Westwood (2006) estimate that the total costs of ocean observations are $402 
million in 2005. Their estimates are not directly comparable to this chapter, however, because their estimates 
include all kinds of observations such as satellite observations as well as temperature observations.  

5 This number is so small compared to the scale of the world economy. For instance, the initial value for the 
global capital stock (in 2005) is $137 trillion in the original DICE model. Thus the research investment in 
climate observations has a negligible effect on the growth path of the world economy. As Antony Millner 
argued (personal communication), cost benefit analysis rather than a complex dynamic stochastic model can 
also be used to calculate the optimal level of research investment in this case. However, our method is consistent 
with the previous chapters and it is useful for comparing the results with the other ways of learning presented in 
Sections 4 and 5.  
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not unreasonable to assume that the current research capital stock (𝐾𝑅1,0= $950 million) produces the 

current variance of temperature shocks (𝜎𝜖,0
2 =0.102) through Equation (10). Therefore, 𝑎𝑅𝑖=$3.42 

million.6  

Table 1 Global temperature observational system in 2005 

 

Number of 

instruments / 

observations 

(thousands) 

Unit cost (1,000US$) 

Installation Operation (per year) 

Low High Low High 

LAT Weather station 3,455 40 60 

SST 

Number of instruments  

VOS 5,429 
 

4 55 

Drifting Bouy 1,267 
 

4.5 7.8 

Moored Bouy 194 1,150 2,700 200 500 

Number of Observations  

VOS 1,169 

 
0.00023 Drifting Bouy 1,632 

Moored Bouy 179 

Sum 2,980 
  

Note: The number of land weather stations is the one used for building the database CRUTEM4 (Kennedy et al., 

2011). The data on the number of voluntary observing ships, drifting buoys, and moored buoys are available at 

www.bom.gov.au/jcomm/vos and www.aoml.noaa.gov/phod/dac. The unit cost for land weather station is drawn 

from Mburu (2006). The unit costs for voluntary observing ships, drifting buoys, and moored buoys follow Kent 

et al. (2010), Meldrum et al., (2009), and Detrick et al., (2000), respectively. The unit cost for data transmission 

using satellite communication systems is about $0.23 per observation (North, 2007). The number of SST 

observations is drawn from Kennedy et al. (2011). 

 

As shown in Figure 2, our parameterizations say that the variance of temperature shocks decreases 

(increases, respectively) as the research capital stock increases (decreases, resp.). If there is no change 

                                                           
6 These calibrations assume that operational costs are included in the research capital stock, for simplicity. An 
alternative is to explicitly represent operational costs in the model, but this does not affect the main results of 
this chapter (results not shown). 

http://www.aoml.noaa.gov/phod/dac
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in the research capital stock the variance of observational errors (in turn, the variance of temperature 

shocks) remains the same as the learning case in Chapter 4.  

 

Figure 2 Hypothetical learning dynamics (Left): Improved observations. No change refers to the case where 

the research capita stock remains the same as in the initial year. + $X/yr (respectively, - $X/yr) refers to the case 

where the research capital stock increases (resp., decreases) $X every year from the initial level. (Right): 

Improved theory. Current level refers to the case where $750 million (=τ ×$150 billion / 20 years) are invested 

in the climate sensitivity research other than instrumental temperature observations every year (τ = 0.1). The 

others refer to the cases where the level of annual investment is increased or decreased by a factor of 2.   

 

Finally, we assume that the decision maker does not make an effort to reduce the variance of 

observational errors if he or she thinks there has been enough learning. More specifically, we set 

𝜆𝑖,𝑡=0 if 𝜎𝜀,𝑡
2 − 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2 < 𝜔𝑐, where 𝜔𝑐 reflects the level of satisfaction of the decision maker about 

the magnitude of learning. Note that 𝜎𝜀,𝑡
2  is always higher than 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  in our model although 𝜎𝜀,𝑡

2  

becomes close to 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  as the research capital stock increases. Put differently, 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  is the lower 

bound for the variance of temperature shocks in the model. From Equations (3) and (10) this 

assumption serves as an upper bound of research investment (𝜆1,𝑡 ≤ 𝑎𝑅1 𝜔𝑐⁄ − �1 − 𝛿𝑅1�𝐾𝑅1,𝑡). For 

instance, with 𝜔𝑐=10-5 and the above parameterizations (i.e., 𝑎𝑅1=$3.42 million, 𝐾𝑅1,0=$950 million, 

𝛿𝑅1=0), the upper bound of the initial research investment is about $341 billion. The upper bound is 

sensitive to the cost estimates (𝑎𝑅1), the decision maker’s satisfaction about the magnitude of learning 

(𝜔𝑐), and the level of the research capital stock.  
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4 Additional observations 

4.1 Research investment and the reconstruction of temperature records  

An analysis on global mean temperature generally uses instrumental temperature records after the 

year 1850 (e.g., Morice et al., 2012). However, pre-1850 temperature data are also stored in for 

instance marine logbooks and they have been actively recovered for the last 20 years (e.g., Garcia-

Herrera et al., 2005; Brohan et al., 2009). Research projects as illustrated in Table 2 add the number of 

historical temperature records. 

Table 2 Recovering marine logbooks projects 

Research Project Total costs (US$) Number of recovered logbooks Unit cost ($ per logbook) 

UK CORRAL 317,720 300 1,059 

EU CLIWOC 1,059,859 1,624 653 

Note: Data for UK CORRAL and EU CLIWOC are from Wheeler (2009) and Garcia-Herrera et al. (2005), 

respectively. 

  

In order to model the relation between research investment and the outcome of research efforts, we 

make an assumption that the number of reconstructed historical temperature records, measured as the 

number of reconstructed years, is proportional to the amount of research investment. More 

specifically, a linear relation is assumed between research investment and the expected number of 

reconstructed years: 7  

𝛶𝑡 = 𝜆2,𝑡 𝛼𝑅2⁄  (14) 

 

where 𝜆2 is the amount of money spent on data recovery projects, 𝛶 is the expected number of 

reconstructed years, and 𝛼𝑅2 is a correction factor for calculating 𝛶 from 𝜆2.  

Equation (14) says that the expected number of additional temperature observations increases in 

research investment. If there is no investment there is no additional observation from the past and thus 

the only channel of learning is temperature observations as in Chapter 4.  

                                                           
7 Other relations may be possible but the problem is that data are not enough for estimating the relation robustly. 
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The outcomes of research projects (the number of reconstructed years) are not deterministic. A 

Poisson distribution is applied for the actual number of reconstructed years as in Equation (15). The 

maximum number of reconstructed temperature records may be bounded. For instance, we cannot 

recover temperature records for the years before temperature measurement was first started: about 

2,000 years ago (Quinn, 1983). 

Pr (𝑁ℎ,𝑡 = 𝑛) = 𝛶 𝑡𝑛exp (−𝛶𝑡) 𝑛!⁄  (15) 

 

where 𝑁ℎ,𝑡 is the number of reconstructed years and 𝑛 is a nonnegative integer (∑ 𝑁ℎ,𝑡𝑡 ≦ 𝑁ℎ����, 

where 𝑁ℎ���� is a physical limit to the reconstructed years). 

Finally, we assume that temperature of the reconstructed years 𝑇𝐴𝐴𝜏 at point in time 𝜏 (say, the 

year 1800) is randomly drawn from normal distribution with mean 𝑇𝐴𝐴𝜏 and variance 𝑣𝜀,ℎ,𝜏 as in 

Equation (16).  

𝑇𝐴𝐴𝜏~ℕ�𝑇𝐴𝐴𝜏 , 𝑣𝜀,ℎ,𝜏� (16) 

 

where ‘~ℕ(𝑚, 𝑣𝑎𝑟)’ reads as ‘follow the normal distribution with mean 𝑚 and variance 𝑣𝑎𝑟’. 

4.2 Bayesian updating 

The decision maker in the model updates his or her belief on the climate sensitivity (through updating 

the belief on the total feedback factors) based on temperature observations and information from 

reconstructed temperature records, using Bayes’ Theorem: 

𝑝(𝑓|𝑇𝐴𝐴 ,𝐷) ∝ 𝑝(𝑇𝐴𝐴 ,𝐷|𝑓) × 𝑝(𝑓) (17) 

 

where 𝑝(𝑇𝐴𝐴 ,𝐷|𝑓) is the joint likelihood function of the observations 𝑇𝐴𝐴 and data D from climate 

research and 𝑝(𝑓|𝑇𝐴𝐴 ,𝐷) is the posterior distribution. For simplicity, instrumental temperature 

records and information from reconstructed temperature records are assumed to be mutually 

independent.  
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As in Section 3.2, the prior has a normal distribution with mean 𝑓𝑡�  and variance 𝑣𝑡 at point in 

time 𝑡, of which initial values are 0.65 and 0.132, respectively. The likelihood function of temperature 

observations is normal with mean (𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3 ln(𝑀𝑡 𝑀𝑏⁄ ) + 𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡 and constant 

variance 𝑣𝜀. The likelihood function of data for reconstructed year 𝜏 is assumed to be normal with 

mean (𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝜏 + 𝜁3 ln(𝑀𝜏 𝑀𝑏⁄ ) + 𝜁4𝑇𝐿𝑂𝜏 + 𝜁5𝜆𝜆𝑁,𝜏  and variance 𝑣𝜀,ℎ.𝜏  (Equations 7, 16). 

With the number of additional temperature observations being higher than 1, 𝑝(𝑇𝐴𝐴 ,𝐷|𝑓) is the 

product of the likelihood functions assuming independence between data. 

With the information above the posterior distribution is calculated as follows.  

𝑝�𝑓�𝑇𝐴𝐴𝑡+1 ,𝐷�

∝
1

�2𝜋𝑣𝜀
exp �−

1
2
�𝑇𝐴𝐴𝑡+1 − �(𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3 ln(𝑀𝑡 𝑀𝑏⁄ ) + 𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡��

2

𝑣𝜀
�

× �
1

�2𝜋𝑣𝜀,ℎ,𝜏
exp �−

1
2
�𝑇𝐴𝐴𝜏+1 − �(𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝜏 + 𝜁3 ln(𝑀𝜏 𝑀𝑏⁄ ) + 𝜁4𝑇𝐿𝑂𝜏 + 𝜁5𝜆𝜆𝑁,𝜏��

2

𝑣𝜀,ℎ,𝜏
�

𝑁ℎ,𝑡

𝜏=1

×
1

�2𝜋𝑣𝑡
exp �−

1
2
�𝑓 − 𝑓𝑡��

2

𝑣𝑡
� 

(18) 

 

Focusing on the posterior kernel, Equation (18) reduces to Equation (19). All terms not directly 

related to 𝑓 are included in a normalizing constant (not shown for simplicity). 

𝑝�𝑓�𝑇𝐴𝐴𝑡+1 ,𝐷� ∝ exp �−
1
2 �
𝜁12𝑇𝐴𝐴𝑡

2 𝑓2 − 2𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1𝑓
𝑣𝜀

+
𝑓2 − 2𝑓𝑡�𝑓

𝑣𝑡
+�

𝜁12𝑇𝐴𝐴𝜏
2 𝑓2 − 2𝜁1𝑇𝐴𝐴𝜏𝐻𝜏+1𝑓

𝑣𝜀,ℎ,𝜏

𝑁ℎ,𝑡

𝜏=1
��

∝ exp �−
1
2 ��

𝜁12𝑇𝐴𝐴𝑡
2

𝑣𝜀
+

1
𝑣𝑡

+ �
𝜁12𝑇𝐴𝐴𝜏

2

𝑣𝜀,ℎ,𝜏

𝑁ℎ,𝑡

𝜏=1
�𝑓2

− 2�
𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1

𝑣𝜀
+
𝑓𝑡�
𝑣𝑡

+�
𝜁1𝑇𝐴𝐴𝜏𝐻𝜏+1
𝑣𝜀,ℎ,𝜏

𝑁ℎ,𝑡

𝜏=1
� 𝑓�� 

(19) 

 

where 𝐻𝑖+1 ≡ 𝑇𝐴𝐴𝑗+1 − 𝜁2𝑇𝐴𝐴𝑗 − 𝜁3 ln�𝑀𝑖 𝑀𝑏⁄ � − 𝜁4𝑇𝐿𝑂𝑡 − 𝜁5𝜆𝜆𝑁,𝑖 = 𝑑𝑖+1 + 𝜁1𝑓𝑇𝐴𝐴𝑗  (𝑗 is 𝑡 or 𝜏).  

Rearranging Equation (19) shows that the posterior distribution of the total feedback factors is 

normal with mean 𝑓𝑡+1����� and variance 𝑣𝑡+1 as in Equations (20) and (21). 
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𝑓𝑡+1����� =
𝑓𝑡� + 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1𝑣𝑡/𝑣𝜀 + 𝜁1 ∑ 𝑇𝐴𝐴𝜏𝐻𝜏+1𝑣𝑡/𝑣𝜀,ℎ,𝜏

𝑁ℎ,𝑡
𝜏=1

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡/𝑣𝜀 + 𝜁12 ∑ 𝑇𝐴𝐴𝜏

2𝑁ℎ,𝑡
𝜏=1 𝑣𝑡/𝑣𝜀,ℎ,𝜏

 (20) 

𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡/𝑣𝜀 + 𝜁12 ∑ 𝑇𝐴𝐴𝜏

2𝑁ℎ,𝑡
𝜏=1 𝑣𝑡/𝑣𝜀,ℎ,𝜏

 (21) 

 

The posterior distribution calculated from Equations (20) and (21) serves as the prior for the next 

time period. In this way the decision maker learns the true value of the total feedback factors for each 

time period. The same techniques for addressing the bounded 𝑓  are used for the additional 

observations model. In sum, Equations (14), (15), (20), and (21) say that research investment affects 

the posterior distribution through 𝑁ℎ,𝑡.  

4.3 Calibration 

In order to simulate the model, we should specify parameters 𝑁ℎ���� and 𝛼𝑅2. First, the maximum 

number of reconstructed years is set at 𝑁ℎ����=2,000. For 𝛼𝑅2, this chapter estimates the cost for 

obtaining a year’s temperature observation from the past. Regarding this, Jones et al. (1997) estimate 

that 100 or less independent observational sites are required for estimating an annual mean of global 

surface air temperature. Following this number and assuming each marine logbook contains a month’s 

climate observations (Brohan et al., 2009), about 1,200 logbooks (=100 independent observational 

sites × 1 logbook per month and per site × 12 months) are required for producing an additional 

global mean temperature. 

However there is no guarantee that recovered temperature records are independent of each other. 

For instance, the limited coverage of observations (time and space) and inconsistency between 

recovered data make the estimation of global mean temperature difficult. More specifically, recovered 

data do not usually cover the entire world and thus observational sites are sporadic, since ships usually 

followed routes designed for purposes other than climate observations. In addition, weather 

observations were not required for ship owners and measurement techniques were not standardized 

until the early 1850s (Brohan et al., 2009). Therefore consistency between temperature records of 

different ships is not guaranteed. Thus 1,200 logbooks estimated above should be considered as the 

minimum number for estimating an annual mean of global surface air temperature.  
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Alternatively, we can assume that the same number of observational sites as the number of the 

current global observational system is required for estimating an annual mean of global surface air 

temperature. The number of temperature observational sites (weather stations, voluntary observational 

ships, drifting buoys, and moored buoys) in 2005 is about 10,000 (see Table 1) and thus the number of 

logbooks required for producing an additional global mean temperature is about 124,000 (=10,345 

independent observational sites × 1 logbook per month and per site × 12 months). This number can 

be considered as the maximum number of logbooks for estimating an annual mean of global surface 

air temperature. 

As shown in Table 2, recovering climate data from a logbook costs about $653~1,059. 

Consequently the minimum costs for reconstructing a year’s temperature are about $0.78~1.27 

million (=100 observational sites × 12 logbooks per year per site × unit cost per logbook) and the 

maximum costs are about $81~131 million (=10,345 observational sites × 12 logbooks per year per 

site × unit cost per logbook). The latter estimates are more reasonable than the previous ones, and 

thus this chapter uses the unit cost of $100 million, the average of the range of estimates, as a 

reference for an additional historical temperature record. This is a ballpark estimate which is subject 

to sensitivity analysis in Section 8.  

Finally, we should specify the variables 𝑇𝐴𝐴𝜏 and 𝑣𝜀,ℎ,𝜏 at point in time 𝜏 (reconstructed years 

from research projects, e.g., the year 1800), which are not known ex ante. In turn this requires 

knowledge on the variables such as the carbon stock and non-CO2 radiative forcing of the past. These 

complicate the model and increase computational burden. In order to address this problem, this 

chapter assumes that the expectation of reconstructed temperature is the same as the model year’s 

temperature (𝛽𝑇𝐴𝐴𝜏 = 𝑇𝐴𝐴𝑡), but the actual temperature of the reconstructed years is affected by 

random (normal) shocks with mean zero and constant variance 𝑣𝜀,ℎ,𝜏 = 𝑣𝜀,ℎ. Accounting for the fact 

that the global temperature observational system has been improved over time (see Section 3), this 

chapter sets the variance of additional temperature observations from the past at the level similar to 

the level of the late 19th century instrumental temperature records (𝑣𝜀,ℎ=0.152). Although these 

assumptions are not robust, 8 these let simulations more tractable. Sensitivity analyses with respect 

to the parameters are given in Section 8. 

                                                           
8 For instance, the quality of recovered temperature records (e.g., measurement errors) would depend on the 
reconstructed years since the older is a record the less precise is the reconstructed temperature. 
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5 Improved theory 

5.1 Research investment and scientific knowledge 

Research investment in climate science enhances understanding of the climate process, resulting in 

improved theory. For instance, the long history of climate, revealed by for instance palaeoclimate 

research hundreds of thousand years back, is a good reference for climate change. Reconstructed 

climate data (e.g., from ice-cores) can also be used to construct a distribution of the climate sensitivity 

(e.g., Edwards et al., 2007; Rohling et al., 2012). Beside palaeoclimate research, there are many ways 

to construct a probability distribution of the climate sensitivity, including research on volcanic cooling, 

radiative forcing (particularly aerosols), heat uptake by the ocean, and the atmospheres of other 

planets (Hegerl et al., 2006; Urban and Keller, 2009). For instance, Annan and Hargreaves (2006) 

take a distribution of the climate sensitivity estimated from instrumental temperature observations as a 

prior and then update the prior using information gathered from climate research. This chapter follows 

this approach.  

In order to model the effect of research investment on reducing uncertainty about the climate 

sensitivity, this chapter assumes that knowledge on the true value of the climate sensitivity, one of the 

key research outputs in climate science, is proportional to the research capital stock. Admittedly, our 

assumption may not be robust. Counterexamples exist. For instance, the probability density 

distribution of the climate sensitivity has not been changed much from the late 1970s (Charney et al., 

1979) to the recent assessment report of the Intergovernmental Panel on Climate Change (IPCC). 

More specifically, the fifth assessment report of IPCC notes that “[the] equilibrium climate sensitivity 

is likely in the range 1.5°C to 4.5°C (high confidence), extremely unlikely less than 1°C (high 

confidence), and very unlikely greater than 6°C (medium confidence)” (Stocker et al., 2013: 14), 

which is very similar to the estimates of Charney et al. (1979). 9 Nevertheless, the assumption that 

knowledge on the true value of the climate sensitivity is proportional to the climate research capital 

stock practically enables us to investigate the role of research investment, which suits for the purpose 

of this chapter.  

                                                           
9  The fact that there may be ‘negative learning’ (Oppenheimer et al., 2008) or unknown ‘unknowns’ 
complicates the issue. For instance, there is a possibility that improved observations and climate simulations 
may reveal a new factor (unknown ‘unknowns’) affecting radiative forcing. Furthermore, there may be a lag 
between research funding and research outputs. 
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The amount of money spent on the construction of climate sensitivity distributions is just a part of 

global expenditures on climate science. Put differently, there are many sub-fields in geoscience, 

which are not directly related to the research on the climate sensitivity. However, it is not easy to 

separate the total amount of research funding by sub-fields of climate science. Moreover, knowledge 

on the climate sensitivity is highly connected to the other sectors of climate science such as climate 

observations, modelling, theoretical meteorology, the history of the Earth, and so on. Considering this 

caveat, this chapter denotes ν as the portion of the total expenditures on climate science, which is 

attributed to the research related to knowledge on the climate sensitivity.  

Then the relation between the research capital stock and the reduction of uncertainty can be 

modeled as follows. First, the precision of the total feedback factors estimated from climate research 

(measured as the reciprocal of the variance of the total feedback factors) is proportional to the 

research capital stock as in Equation (22).  

𝜎𝑅3,𝑡
2 = 𝛼𝑅3 �ν𝐾𝑅3,𝑡�⁄ · 𝜎𝑅3,0

2  (22) 

 

where 𝐾𝑅3 is the research capital stock, 𝜎𝑅3
2  is the variance of the total feedback factors estimated 

from climate research, 𝜎𝑅3,0
2  is the initial variance, 𝛼𝑅3 is a correction factor for calculating 𝜎𝑅3

2  

from 𝐾𝑅3.  

Finally, we do not know the outcomes of research on the climate sensitivity ex ante. In order to 

address this issue, this chapter assumes that the mean of the total feedback factors acquired from 

climate research is randomly drawn from the following distribution. 

𝑓𝑅3,𝑡
�����~ℕ(𝑓,𝜎02) (23) 

 

where 𝑓𝑅3,𝑡
����� is the mean of the total feedback factors acquired from climate research, 𝑓 and 𝜎02 are 

the (pre-specified) true value and the variance of the total feedback factors, respectively. 

5.2 Bayesian updating 

As in Section 4.2, the decision maker in the model updates his or her belief on the climate sensitivity 

through Equation (17). The likelihood function of data from climate research 𝑝(𝐷|𝑓) also has a 
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normal distribution with mean 𝑓𝑅3,𝑡������ and variance 𝑣𝑅3,𝑡. The others are the same as in Section 4.2. 

Then the posterior distribution is calculated as follows.  

𝑝�𝑓�𝑇𝐴𝐴𝑡+1 ,𝐷�

∝
1

�2𝜋𝑣𝜀
exp �−

1
2
�𝑇𝐴𝐴𝑡+1 − �(𝜁1𝑓+𝜁2)𝑇𝐴𝐴𝑡 + 𝜁3 ln(𝑀𝑡 𝑀𝑏⁄ ) + 𝜁4𝑇𝐿𝑂𝑡 + 𝜁5𝜆𝜆𝑁,𝑡��

2

𝑣𝜀
�

×
1

�2𝜋𝑣𝑅3,𝑡

exp �−
1
2
�𝑓 − 𝑓𝑅3,𝑡

������2

𝑣𝑅3,𝑡

� ×
1

�2𝜋𝑣𝑡
exp �−

1
2
�𝑓 − 𝑓𝑡��

2

𝑣𝑡
� 

(24) 

 

Focusing on the posterior kernel, Equation (24) reduces to Equation (25). All terms not directly 

related to 𝑓 are included in a normalizing constant – not shown for simplicity. 
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2
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(25) 

 

Equation (25) shows that the posterior distribution of the total feedback factors is normal with mean 

𝑓𝑡+1����� and variance 𝑣𝑡+1 as in Equations (26) and (27).  

𝑓𝑡+1����� =
��𝑓𝑡�𝑣𝑅3,𝑡 + 𝑓𝑅3,𝑡�����𝑣𝑡� 𝑣𝑅3,𝑡 + 𝑣𝑡� � + 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

 (26) 

𝑣𝑡+1 =
�𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

 

 (27) 

 

The posterior distribution calculated from Equations (26) and (27) serves as the prior for the next 

time period. In this way the decision maker learns about the true value of the total feedback factors for 

each time period. In sum, Equations (22), (26), and (27) say that research investment affects the 

posterior distribution through 𝑣𝑅3 = 𝜎𝑅3
2 . 
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5.3 Calibration 

For simulations we should specify three values: 𝜎𝑅3,0
2 , 𝐾𝑅3,0, and 𝛼𝑅3. First, 𝜎𝑅3,0

2  is the initial 

variance of the total feedback factors estimated from climate research. If uniform distribution is 

considered to represent initial ignorance when there is no investment in climate research, and if we 

assume usual bounds of the total feedback factors (i.e., 0≦𝑓<1), 𝜎𝑅3,0
2 =1/12. 

Probability distributions of the climate sensitivity obtained from research activities are often 

summarized into a representative distribution in peer-reviewed studies (e.g., the above mentioned 

IPCC’s estimate for the range of the climate sensitivity). For instance, analyzing the outcomes of 17 

independent palaeoclimate research projects from early 1990s to 2012, Rohling et al. (2012) derive a 

representative distribution of the climate sensitivity: the lognormal distribution with mode 

2.9°C/2xCO2. The confidence interval of their distribution is about 10% wider than the one obtained 

mainly from instrumental temperature observations (e.g., the IPCC’s distribution). This is intuitive in 

that paleoclimate data are not as precise as instrumental temperature records. 

This chapter adopts this procedure for the construction of the distribution of the climate sensitivity 

obtained from climate research. The decision maker consults the peer-reviewed studies to update his 

or her belief about the climate sensitivity. 

Global expenditures on climate research were about $150 billion for 20 years since 1990. 10 Then 

as discussed in Section 5.1, ν ×$150 billion have been spent on climate research for additional 

information about the climate sensitivity during the past 20 years. Note that ν is the proportion of 

global expenditures spent on the climate sensitivity related research. If we take the distribution of 

Rohling et al. (2012) into account as the outcome of the research investment, 𝛼𝑅3 is calculated as 

follows (see Equation 22): 𝛼𝑅3 = 𝐾𝑅3,𝑡�𝜎𝑅3,𝑡
2 𝜎𝑅3,0

2� � = (ν ×150)×(1.1×0.132)/(1/12) = ν ×$33.5 

billion. These parameterizations ensure that if the decision maker spends $150 billion on climate 

research, the variance of the total feedback factors estimated from climate research becomes 

1.1×0.132  which is the variance of Rohling et al. (2012)’s distribution.  

Hypothetical learning dynamics according to the above parameterizations are presented in the right 

panel of Figure 2. It shows that the variance of the total feedback factors constructed from climate 

                                                           
10 Global expenditures are drawn from a database (total GBAORD by NABS 1992 socio-economic objectives) 
of the Statistical Office of European Union (EuroStat) (http://www.eea.europa.eu/data-and-
maps/data/external/eurostat-total-gbaord-by-nabs). 
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research decreases as scientific knowledge accumulates through research investment. If there is no 

investment, no additional information is available and thus the only way of learning is instrumental 

temperature observations. 

Finally, information from climate research such as palaeoclimate data is not as accurate as the one 

from instrumental observations. Thus we set a lower bound on the variance of the total feedback 

factors estimated from climate research: 𝜎𝑅3,𝑡
2 ≧ 𝑣𝑡, where 𝑣t is the variance of the total feedback 

factors estimated from Bayesian updating.  

6 Computational methods 

In order to solve the learning model, the problem is reformulated in a recursive way as in Equation 

(28). Then the dynamic programming method proposed by Maliar and Maliar (2005) is applied as in 

Chapter 4.  

𝑊(𝒔𝑡 ,𝜽𝑡) = 𝑚𝑎𝑒
𝒄𝒕

[𝑈(𝒔𝑡 , 𝒄𝑡 ,𝜽𝑡) + 𝛽𝛽𝑡𝑊(𝒔𝑡+1,𝜽𝑡+1)] (28) 

𝑊(𝒔𝑡 ,𝜽𝑡) ≈� 𝜓(𝒔𝑡 ,𝜽𝑡;𝒃𝒏)
𝑁

𝑛=1
 (29) 

 

where 𝑊(𝒔𝑡 ,𝜽𝑡) is the value function starting from period 𝑡, 𝒄 is the vector of control variables (𝜇, 

𝜆𝑖), 𝒔 is the vector of state variables (𝐾, 𝐾𝑅𝑖, 𝑀𝐴𝐴, 𝑀𝑈, 𝑀𝐿, 𝑇𝐴𝐴, 𝑇𝐿𝑂, 𝑓,̅ 𝑣, L, A, σ), 𝑀𝑈 and 

𝑀𝐿 are the carbon stocks in the upper ocean and the lower ocean, respectively, σ is the emissions-

output ratio, 𝜽 is the vector of uncertain variables (f, 𝑑), 𝜓 is the basis function, 𝒃 is the vector of 

coefficients for the basis function. 

The solution algorithm is summarized as follows. First, approximate the value function with a 

flexible basis function. Second, derive the first order conditions for optimal policy rules. Third, 

choose an initial guess on the coefficients 𝒃 of the basis function: 𝒃(0). Fourth, simulate a time 

series of variables satisfying the first order conditions, transitional equations, and boundary conditions 

with the initial guess 𝒃(0). 11 Fifth, calculate the left hand side and the right hand side of the 

Equation (28) using the simulated time series, and then find 𝒃 that minimizes the difference between 

                                                           
11 The simulation length is set at 1,000 years. Longer lengths do not affect the main results of this chapter. 



152 

 

them: 𝒃�. 12 Sixth, update the initial guess 𝒃(0) using a pre-specified updating rule: 𝒃(1). Seventh, 

iterate the above process with the new guess 𝒃(1) until the value function converges. 13  

Accounting for random realizations of the uncertain variables, the model is run 1,000 times (Monte 

Carlo simulations) and the average of all simulations is presented in Sections 7 and 8. For additional 

results, see Appendix B. The true value of the total feedback factors is set at 0.6 (which corresponds 

to the equilibrium climate sensitivity 3°C/2xCO2) throughout the results in this chapter. The models 

are also simulated with a different true value of the total feedback factors and different initial beliefs, 

but the general implications of these simulations do not change (results not shown). 

7 Research investment and climate policy 

7.1 The rate of learning 

Figure 3 shows the evolutions of the climate sensitivity distribution. For comparison, the results of the 

learning model in Chapter 4, where learning takes place only from instrumental temperature 

observations (with the constant variance of temperature shocks), are also presented. As expected, the 

mean parameter 𝑓̅  converges to the pre-specified true value and the variance parameter 𝑣 

approaches – but never reaches – zero over time. The rate of learning, measured as the reduction in 

the (simulated) coefficient of variation of the climate sensitivity, is higher under learning with 

research investment than under learning only from temperature observations. For instance, it takes 45, 

1, and 2 years for the coefficient of variation to be reduced to a half level for improved observations, 

additional observations, and improved theory, respectively, whereas it takes 51 years for the learning 

model in Chapter 4. This is because by construction, learning in this chapter constitutes an additional 

way to produce information on the true value. The time to reach a tenth level of uncertainty is far 

shorter for the improved theory case (6 years) than for the additional observations case (210 years), 

since the limit to learning becomes binding for the additional observations case (see Section 4). The 

probability density in the upper tail of the climate sensitivity distribution shrinks over time faster for 

the learning model in this chapter than for the learning model in Chapter 4.  

                                                           
12 The Gauss-Hermite integration is applied for the expectation in Equation (28) with 10 integration nodes. 
Higher number of nodes does not affect the main results of this chapter. 

13 The maximum tolerance level is set at 10-4. 
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Figure 3 Climate sensitivity distribution (Top left): The mean of the total feedback factors (Top right): The 

(simulated) coefficient of variation of the climate sensitivity. (Bottom left): Climate sensitivity distribution in 

2055 (0~10°C/2xCO2). (Bottom right): Climate sensitivity distribution in 2055 (10~20°C/2xCO2). The 

probability density for the additional observations, improved theory cases falls far faster than the other cases and 

thus is not presented. ‘Passive’ refers to the results of the model in Chapter 4.  

 

For comparison, the learning time for 50% reduction in the coefficient of variation of the climate 

sensitivity is about 60~70 years in Webster et al. (2008) when the prior similar to the current chapter 

is used (see Figure 10 of their paper). The rates of learning in Kelly and Kolstad (1999a), Leach 

(2007), and Kelly and Tan (2013) are not directly comparable to the current chapter since they define 

learning differently from ours: learning takes place in their models when the mean of the uncertain 

variable becomes statistically close (e.g., the significance level of 0.05) to the pre-specified true value. 

See Chapter 4 for more discussions on the difference between the papers. 

7.2 Optimal research investment and carbon tax 

The optimal level of investment in climate research is much higher than the current level of annual 

expenditures. For instance, the initial level of investment in the global climate observational system 
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(in climate sensitivity related research, respectively) is about $340 billion ($3.1 trillion, resp.), as 

opposed to the current level of about $450 million/yr ($750 million/yr, resp.) in 2005. The initial level 

of investment in the reconstruction of temperature records from the past is about $200 billion. 

Although investment levels for subsequent years are trivial in our model, as shown below, these 

results confirm that the benefits of learning are far greater than the costs of learning (Keller et al., 

2007a; Baehr et al., 2008).  

After the initial peak, research investment decreases to a negligible level (see the reference cases in 

Figure 4. For the interpretation about the other cases see Section 8.1). This reflects the point that early 

investment to reduce uncertainty is more beneficial because (1) it benefits from a longer future and (2) 

knowledge saturates in our model specifications. All the uncertain variables directly related to 

research investment including the variance of temperature shocks, the number of reconstructed years, 

and the variance of the total feedback factors obtained from climate research approach their bounds 

within a few years (results not shown). These results imply that if the cost of learning is much lower 

than the benefit of learning, as it is in our model specifications, optimal decision is to make 

uncertainty as low as possible until its bound is reached.  

 

 

Figure 4 Research investment (Top left): Improved observations (Top right): Additional observations 

(Bottom): Improved theory  
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Nordhaus and Popp (1997) estimate that the value of information on the climate sensitivity is $6.9 

~ 11.7 billion with a discrete uncertainty representation (i.e., 5 states of the world: mean, ±1 

standard deviation, ±2 standard deviation) and exogenous learning. The value of information in their 

model is calculated as the difference in expected utility between instant learning and learning in 50 

years. Peck and Teisberg (1993) estimate that the value of information on the climate sensitivity is 

$148 billion with a discrete uncertainty (i.e., 3 states of the world: 1, 3, 5°C/2xCO2) and exogenous 

learning. The value of information in their model is calculated as the difference in expected utility 

between instant learning and no-learning. If learning in 40 years is considered, the value of 

information is $24 billion. Since the current chapter deals with fat-tailed risk it is not surprising that 

the benefit of learning is greater in our model than in theirs. 

The optimal carbon tax is calculated as a Pigovian tax as in the original DICE model. As 

expected, the optimal carbon tax is highest for the uncertainty model and is lowest for the 

deterministic model (see Figure 5 and Table 3). Learning from temperature observations lowers the 

optimal carbon tax compared to the uncertainty model and learning with research investment 

enhances this learning effect. Since the limit to learning is highest (lowest, respectively) for the 

improved observations (improved theory, resp.) case, the learning effect is lowest (highest, 

respectively) for the improved observations (improved theory, resp.) case.14  

 

                                                           
14 The near term carbon tax for the improved theory case (31.3US$/tC in 2005) is slightly lower than the one 
for the deterministic case (32.0US$/tC in 2005) when the DICE damage function is applied. One of the reasons 
is that research investment (about $3 trillion in 2005) is not trivial compared to the capital stock ($137 trillion in 
2005) in this case. As a result, near-term consumption is lower and the marginal benefits of consumption 
become higher for the new theory case (note that the marginal benefits of the capital stock serve as the 
denominator in the carbon tax calculation). However as damage costs become far higher when the damage 
function of Weitzman (2012) is applied, the optimal carbon tax for the improved theory case (39.1US$/tC in 
2005) is higher than the deterministic case (37.7US$/tC in 2005).   
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Figure 5 The optimal carbon tax (Left): DICE damage function (Right): Weitzman’s damage function. 

‘Passive’ refers to the results of the model in Chapter 4. 

 

8 Sensitivity analysis 

8.1 Cost of learning 

As shown in Figure 4, the level of research investment increases as the cost of learning increases. 

After the initial peak the research investment decreases to a low level for a reasonable cost estimate, 

because knowledge saturates fast. This is intuitive in that the rate of variance-reductions from climate 

research (𝜕𝑣𝑡+1 𝜕𝐾𝑅𝑖,𝑡� ) diminishes as the research capital accumulates. Put differently, after the 

initial peak far more efforts are required for further variance-reductions: one unit of variance-

reduction becomes more expensive over time.  

If the decision maker wants more (less, respectively) precise observations, the amount of money 

spent on the global observational system should be increased (decreased, resp.). For instance, if the 

decision maker sets a criterion that 𝜔𝑐=10-6 (10-4, respectively), instead of 10-5 of the reference case, 

the level of investment is $3.4 trillion ($34 billion, resp.) in 2005 for the improved observations model. 

One thing to add is that the initial level of investment does not grow as much as the upper bound if the 

cost of learning is high. For instance, the upper bound is about $34 trillion for the 100 times cost case 

of the improved observations model, but the optimal investment is about $4.5 trillion in 2005.  

8.2 Damage functions 

The effect of fat-tailed risk on climate policy is sensitive to damage functions (Chapters 2 and 3). 

Figure 5 presents the results when the damage function of Weitzman (2012), a highly reactive damage 

function, is applied. For comparison the results for the deterministic, uncertainty, and learning only 

from temperature observations are also presented. The effect of the Type 1 fat tail on climate policy is 

transparent when the damage function of Weitzman (2012) is applied (see the results of the 

uncertainty model), but is greatly reduced when learning is introduced. Learning with research 

investment further enhances this learning effect. 
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Table 3 The optimal carbon tax in 2015 (US$/tC) 

 

Uncertainty 

𝑓=̅0.65, 𝜎𝑓=0.13 

Learning only from  

temperature observations 

𝛽0𝑓=0.65, 𝜎𝑓=0.13 

Learning with 

Research 

Investment 

𝛽0𝑓=0.65, 

𝛽0𝜎𝑓=0.13 

DICE 

damage 

function 

Improved observations 

39.0 37.6 

36.4 

Additional observations 33.1 

Improved theory 31.3 

Weitzman’s 

damage 

function 

Improved observations 

201.2 56.4 

51.3 

Additional observations 40.8 

Improved theory 39.1 

8.3 Limits to learning 

As mentioned in Sections 3~5, there is a limit to learning in each model. For instance, the variance of 

the other components of temperature shocks except for observational errors remains fixed at 0.082 for 

the reference case in Section 7. This serves as the lower bound for the variance of temperature shocks. 

The sensitivity of the optimal carbon tax to the other lower bounds is shown in the top left panel of 

Figure 6. The optimal carbon tax decreases if the lower bound of temperature shocks decreases. Put 

differently, the higher is the magnitude of learning the lower is the optimal carbon tax.  

For the additional observations model, it has been assumed that the maximum number of total 

reconstructed years is 2,000. This bound serves as a limit to learning. In addition, Section 7 assumes 

that reconstructed temperature records have the variance of 0.152. The sensitivity of the results to 

these assumptions is shown in Figure 6. The results are that the higher is the maximum number of 

reconstructed years and the more precise is the information gathered the faster is the learning. 

Naturally, the optimal carbon tax is lower for faster learning (results not shown). 

For the improved theory model, Section 7 assumes that the variance of the total feedback factors 

obtained from climate research can approach (not become) zero, as long as it is higher than the 

variance of the total feedback factors calculated from the Bayesian updating procedure. However, the 

variance of the total feedback factors obtained from climate research may have a lower bound. In 

addition, Section 7 uses the distribution of Rohling et al. (2012) as the reference case to calibrate the 

model. This section investigates the sensitivity of research investment to the information gathered 
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from climate research. More specifically, the lower bound of the variance of the total feedback factors 

obtained from climate research is set at 0.052. For the other sensitivity analysis, an alternative 

distribution of the total feedback factors obtained from climate research is applied for calibrations: the 

normal distribution with mean 0.6 and variance 2×0.132. The results are that the less precise is the 

information and the less capable is learning, the higher is research investment. 

 

 

Figure 6 Sensitivity analysis (limits to learning) (Top left): The lower bound of the variance of temperature 

shocks (Top right): The upper bound of the reconstructed years and the lower bound of the variance of the 

reconstructed temperature records (Bottom): The information gathered from climate research. Throughout the 

panels the reference case refers to the results in Section 7.  

 

9 Conclusions 

Learning with research investment has been investigated in this chapter. More specifically learning 

about the climate sensitivity from improved observations, additional observations, and improved 

theory has been introduced into the DICE model. The model finds that the decision maker as a 

Bayesian statistician tries to reduce the uncertainty about climate change through significant 

0

40

80

120

160

2005 2025 2045 2065 2085 2105

O
pt

im
al

 c
ar

bo
n 

ta
x 

(U
S$

/tC
) 

Reference

𝜎_others=0.04 

𝜎_others=0.06 

0.000

0.003

0.006

0.009

0.012

0.015

0.018

2005 2055 2105 2155 2205 2255 2305

V
ar

ia
nc

e 
of

 th
e 

to
ta

l f
ee

db
ac

k 
fa

ct
or

s 

Reference

Variance of the reconstructed temperature 0.04

Upper bound of reconstructed years 5000

0

1

2

3

4

2005 2025 2045 2065 2085 2105

R
es

ea
rc

h 
in

ve
st

m
en

t (
T

ri
lli

on
 

U
S$

/y
r)

 

Reference

limit to active learning

less precise information



159 

 

investment in climate research, far more than the current level of expenditures (by a factor of 

hundreds or thousands). This helps the decision maker take actions contingent on the true state of the 

world, i.e., take improved decisions. The level of uncertainty decreases more rapidly in the learning 

model of this chapter than in the learning model in Chapter 4. As a result, optimal carbon tax is lower 

for the learning model with research investment than in the case where the decision maker does not 

have an option to learn (the uncertainty model) or the case where he or she gets information only from 

instrumental temperature observations. This chapter also finds that the higher is the effect of fat-tailed 

risk, the higher is the effect of learning.  

This chapter is one of the first attempts to introduce learning with research investment into an 

integrated assessment model of climate and the economy. Applying other specifications such as an 

alternative utility representation (e.g., Sterner and Persson, 2008) or alternative ways of learning 

would help understand the role of learning further. However general conclusion would not change: 1) 

As the effect of uncertainty grows, learning plays a more significant role; 2) As long as the cost of 

learning is not as high as the benefit of learning, it is optimal for the decision maker to invest for 

learning; 3) Earlier investment in climate research is more beneficial than later investment. 

This chapter does not consider general equilibrium effects or public sector budget constraints, which 

should be considered for actual policy implementations. This issue is referred to future research. 

Regarding numerical analysis, this chapter assumes a constant savings’ rate and does not integrate the 

results over different true values of the climate sensitivity mainly because of resource constraints such 

as computation time and memory constraint.  



160 

 

Appendix A: The full model  

Equations A.10.1, A.11.1, and A.12.1 are for the improved observations model. Equations A.10.2, 

A.11.2, and A.12.1 are for the additional observations model. Equations A.10.3, A.11.3, A.12.3, 

A.12.4, and A.12.5 are for the improved theory model. The list of variables and parameters are given 

in Tables A.1 and A.2.  

max
𝜇𝑡,𝑅𝑖,𝑡

𝛽�𝐿𝑡𝛽𝑡𝑈(𝐶𝑡 , 𝐿𝑡)
∞

𝑡=0

 (A.1) 

𝐶𝑡 = �1 − 𝜃1µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡 − 𝜆𝑖,𝑡   (A.2) 

𝐾𝑅𝑖,𝑡+1 = �1 − 𝛿𝑅𝑖�𝐾𝑅𝑖,𝑡 + 𝜆𝑖,𝑡 (A.3) 

𝐾𝑡+1 = (1 − 𝛿𝑘)𝐾𝑡 + 𝐼𝑡 (A.4) 

𝑀𝐴𝐴𝑡+1 = (1 − 𝜇𝑡)𝜎𝑡𝑄𝑡 + 𝐸𝐿𝐴𝑁𝐷𝑡 + 𝛿𝐴𝐴𝑀𝐴𝐴𝑡 + 𝛿𝑈𝐴𝑀𝑈𝑡   
  (A.5) 

𝑀𝑈𝑡+1 = 𝛿𝐴𝑈𝑀𝐴𝐴𝑡 + 𝛿𝑈𝑈𝑀𝑈𝑡   
  (A.6) 

𝑀𝐿𝑡+1 = 𝛿𝑈𝐿𝑀𝑈𝑡 + 𝛿𝐿𝐿𝑀𝐿𝑡  
  (A.7) 

𝑇𝐴𝐴𝑡+1 = 𝑇𝐴𝐴𝑡+𝜉1�𝜂 ln (𝑀𝑡/𝑀𝑏) ln (2)⁄ + 𝜆𝜆𝑁,𝑡 − 𝜂𝑇𝐴𝐴𝑡 𝜆⁄ − 𝜉3(𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡 )�
 + 𝑑𝑡+1 (A.8) 

𝑇𝐿𝑂𝑡+1 = 𝑇𝐿𝑂𝑡 + 𝜉4�𝑇𝐴𝐴𝑡 − 𝑇𝐿𝑂𝑡�
 
 (A.9) 

𝑓𝑡+1����� =
𝑓𝑡� + 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1 𝑣𝑡 𝑣𝜀,𝑡⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡 𝑣𝜀,𝑡⁄  (A.10.1) 

𝑓𝑡+1����� =
𝑓𝑡� + ∑ 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1,𝑖 𝑣𝑡 𝑣𝜀,𝑖⁄𝑁ℎ,𝑡

𝑖=1

1 + ∑ 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡 𝑣𝜀,𝑖⁄𝑁ℎ,𝑡

𝑖=1

 (A.10.2) 

𝑓𝑡+1����� =
��𝑓𝑡�𝑣𝑅3,𝑡 + 𝑓𝑅3,𝑡�����𝑣𝑡� 𝑣𝑅3,𝑡 + 𝑣𝑡� � + 𝜁1𝑇𝐴𝐴𝑡𝐻𝑡+1 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

 (A.10.3) 

𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡 𝑣𝜀,𝑡⁄  (A.11.1) 
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𝑣𝑡+1 =
𝑣𝑡

1 + 𝜁12𝑇𝐴𝐴𝑡
2 𝑣𝑡/𝑣𝜀 + 𝜁12 ∑ 𝑇𝐴𝐴𝜏

2𝑁ℎ,𝑡
𝜏=1 𝑣𝑡/𝑣𝜀,ℎ,𝜏

 (A.11.2) 

𝑣𝑡+1 =
�𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

1 + 𝜁12𝑇𝐴𝐴𝑡
2 �𝑣𝑅3,𝑡𝑣𝑡 �𝑣𝑅3,𝑡 + 𝑣𝑡�⁄ � 𝑣𝜀⁄

 

 (A.11.3) 

𝑣𝜀,𝑡 = 𝛼𝑅1 𝐾𝑅1,𝑡⁄ + 𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  (A.12.1) 

Pr (𝑁ℎ,𝑡 = 𝑛) = 𝛶 𝑡𝑛𝑒−𝜆 𝑛!⁄ = (𝜆2,𝑡 𝛼𝑅2⁄ )𝑛exp (−𝜆2,𝑡 𝛼𝑅2⁄ ) 𝑛!⁄  (A.12.2) 

𝑇𝐴𝐴𝑡𝑟~ℕ�𝑇𝐴𝐴0 , 𝑣𝜀,ℎ� (A.12.3) 

𝑓𝑅3,𝑡
�����~ℕ(𝑓,𝜎02) (A.12.4) 

𝜎𝑅3,𝑡
2 = �𝛼𝑅3 𝐾𝑅3,𝑡⁄ � · 𝜎𝑅3,0

2  (A.12.5) 

 

where 𝛽 is the expectation operator given information at point in time 𝑡 (annual), 𝑛 is the number 

of reconstructed data points, τ denotes the reconstructed year. 

 

Table A.1 Variables 

U Utility function =(𝐶𝑡 𝐿𝑡⁄ )1−𝛼 (1 − 𝛼)⁄  

𝐶𝑡 Consumption =�1 − 𝜃1µ𝑡
𝜃2�𝛺𝑡𝑄𝑡 − 𝐼𝑡 − 𝜆𝑖,𝑡 

µ𝑡 Emissions control rate Control variable 

𝜆𝑖,𝑡 Investment in climate research Control variable 

𝐾𝑡 Capital stock 𝐾0=$137 trillion 

𝐾𝑅𝑖,𝑡 Research capital stock 
𝐾𝑅1,0=$950 million, 𝐾𝑅2,0=0, 

𝐾𝑅3,0=$75 billion 

𝑀𝐴𝐴𝑡 Carbon stocks in the atmosphere 𝑀𝐴𝐴0=808.9GtC 

𝑀𝑈𝑡 Carbon stocks in the upper ocean 𝑀𝑈0=18,365GtC 

𝑀𝐿𝑡 Carbon stocks in the lower ocean 𝑀𝐿0=1,255GtC 

𝑇𝐴𝐴𝑡 Atmospheric temperature deviations 𝑇𝐴𝐴0=0.7307°C 

𝑇𝐿𝑂𝑡  Ocean temperature deviations 𝑇𝐿𝑂0=0.0068°C 

𝑓𝑡�  Mean of the total feedback factors 𝑓0�=0.65 
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𝑣𝑡 Variance of the total feedback factors 𝑣0=0.132 

𝛺𝑡 Damage function =1/(1 + 𝜅1𝑇𝐴𝐴𝑡 + 𝜅2𝑇𝐴𝐴𝑡
𝜅3 + 𝜅4𝑇𝐴𝐴𝑡

𝜅5 ) 

𝑄𝑡 Gross output =𝐴𝑡𝐾𝑡
𝛾𝐿𝑡

1−𝛾 

𝐼𝑡 Investment in general =𝑠𝑄𝑡𝛺𝑡 

𝐴𝑡 Total factor productivity Exogenous 

𝐿𝑡 Labor force Exogenous 

𝜎𝑡 Emission-output ratio Exogenous 

𝜆𝜆𝑁,𝑡 Radiative forcing from non-CO2 gases Exogenous 

𝐸𝐿𝐴𝑁𝐷𝑡  
GHG emissions from the sources other than 

energy consumption 
Exogenous 

𝑑𝑡 Temperature shocks Stochastic 

𝑣𝜀,𝑡 Variance of temperature shocks  𝑣𝜀,0=0.12 

𝑁ℎ,𝑡 Number of reconstructed years Stochastic 

𝛶𝑡 Expected number of reconstructed data  

𝑓𝑅3,𝑡
����� Mean of the distribution of 𝑓𝑅3,𝑡 Stochastic 

𝜎𝑅3,𝑡
2  Variance of the distribution of 𝑓𝑅3,𝑡 𝜎𝑅3,0

2 =1/12 

Note: The initial values for the state variables and the evolutions of the exogenous variables are from Cai et al. 

(2012a), except for the research capital stock. The initial research capital stock does not affect the main results 

of this chapter unless it is far higher than the default values. 

 

Table A.2 Parameters 

𝜆 Equilibrium climate sensitivity =𝜆0/(1-𝑓) 

𝑓 True value of the total feedback factors 0.6 

𝜆0  Reference climate sensitivity 1.2°C/2xCO2 

𝑠 Savings’ rate 0.245 

𝛼 Elasticity of marginal utility 2 

𝜌 Pure rate of time preference 0.015 

𝛾 Elasticity of output with respect to capital 0.3 

𝛿𝑘 Depreciation rate of the capital stock 0.1 

𝛿𝑅𝑖 Depreciation rate of research investment 0 

𝜅1, 𝜅2, 𝜅3, 𝜅4 Damage function parameters 𝜅1=0, 𝜅2=0.0028388, 𝜅3=2, 𝜅4=𝜅5=0 

𝜃1, 𝜃2 Abatement cost function parameters 𝜃1=0.0561, 𝜃2=2.887 

𝛿𝐴𝐴, 𝛿𝑈𝐴, 𝛿𝐴𝑈, Climate parameters 𝛿𝐴𝐴=0.9810712, 𝛿𝑈𝐴=0.0189288, 
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𝛿𝑈𝑈, 𝛿𝑈𝐿, 𝛿𝐿𝐿, 

𝜉1, 𝜉3, 𝜉4, 𝜂 

𝛿𝐴𝑈=0.0097213, 𝛿𝑈𝑈=0.005, 

𝛿𝑈𝐿=0.0003119, 𝛿𝐿𝐿=0.9996881, 

𝜉1=0.022, 𝜉3=0.3, 𝜉4=0.005, 𝜂=3.8 

𝛼𝑅1  Learning parameters $3.42 million 

𝜎𝑒𝑡ℎ𝑒𝑟𝑠2  Learning parameters 0.0064 

𝑀𝑏  Pre-industrial carbon stock 596.4GtC 

𝜔𝑐 

Parameter reflecting satisfaction of the 

decision maker with the magnitude of 

learning 

10−5 

𝛼𝑅2  Learning parameter $100 million 

𝑣𝜀 Variance of temperature shocks 0.102 

𝑣𝜀,ℎ 
Variance of the reconstructed historical 

temperature 
0.152  

𝑁ℎ���� 
Upper bound of the total number of 

reconstructed years. 
2,000 

ν  
Portion of climate research related to the 

construction of the climate sensitivity 
0.1 

𝛼𝑅3 Learning parameter ν ×$33.5 billion  

Note: The parameter values for climate parameters are from Cai et al. (2012a). The parameters values for 𝜆0 

and 𝑠 are from Roe and Baker (2007) and Chapter 4, respectively. The other parameters are from Nordhaus 

(1994; 2008) except for the learning parameters. 

 

Appendix B: Additional results 

Figure B.1 is the results for improved observations (the reference case in Section 7). The other cases 

show similar pattern and thus they are not presented. Each figure is the average of 1,000 Monte Carlo 

simulations. This figure shows how each variable evolves over time. For instance the rate of 

emissions control gradually increases during the first 2~3 centuries and then reaches at one (full 

abatement). The carbon stock gradually decreases after the rate of emissions control becomes one. 

Atmospheric temperature follows the same pattern with a time lag. The maximum temperature 

increases (from 1900) are less than 4°C (in the early 22nd century) for all the cases. There is an initial 

peak in research investment and then the level of research investment becomes trivial. Consumption 

and gross investment (other than research investment) grows continuously since our model is based 

on the DICE model, which represents continuous economic growth.   
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Figure B.1 Additional results (improved observations) The units for investment, research investment, the 

carbon stock, temperature increases, and consumption are $1,000 per person, trillion dollars, GtC, °C, and 

$1,000 per person, respectively. 

 

Figures B.2, B.3, and B.4 show the results of all runs. As in the learning model in Chapter 4, almost 

all variables have high variation but it is less severe than the one for the learning model in Chapter 4. 

This is because there is additional learning in each learning model. 
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Figure B.2 Additional results (improved observations) (Top): The mean of the total feedback factors (Upper 

middle): The variance of the total feedback factors (Lower middle): Temperature increases (relative to 1900) 

(Bottom): The optimal carbon tax (US$/tC) 

 

 

Figure B.3 Additional results (additional observations) (Top): The mean of the total feedback factors 

(Upper middle): The variance of the total feedback factors (Lower middle): Temperature increases (relative to 

1900) (Bottom): The optimal carbon tax (US$/tC) 
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Figure B.4 Additional results (improved theory) (Top): The mean of the total feedback factors (Upper 

middle): The variance of the total feedback factors (Lower middle): Temperature increases (relative to 1900) 

(Bottom): The optimal carbon tax (US$/tC)
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VI. Conclusions 

1 Summary 

Whereas climate policy is generally absent in existing papers on fat-tailed risk, this thesis considers 

the effect of fat-tailed risk under the presence of abatement policy and learning. The absence of 

abatement policy is one of the main reasons why existing papers generally find a case for the strong 

tail effect, arbitrarily decreasing expected welfare and arbitrarily increasing climate policy (stringent 

abatement or extremely high social cost of carbon) under fat-tailed risk. We found that although fat-

tailed risk implies more stringent abatement, an arbitrarily large carbon-tax and hence the instant 

phase-out of fossil fuels is not necessarily justified in the presence of abatement policy and learning. 

This result confirms the argument that the importance of balancing the cost of climate change against 

its benefit also holds under fat-tailed risk.  

The decision maker with a possibility of learning lowers the effort to reduce carbon emissions 

relative to the no-learning case. This is because the decision maker fully utilizes the information 

revealed to reduce uncertainty, and can make a decision contingent on the updated information. In 

addition, learning enables the economic agent to have less regret for the past decisions after the true 

value of the uncertain variable is revealed to be different from the initial belief. Compared to the 

literature applying thin-tailed risk, the direction of the learning effect is similar but the magnitude of 

the learning effect is far greater for fat-tailed distributions than thin-tailed distributions.  

Chapter 5 implements three additional ways of learning with research investment such as improved 

observations, additional observations, and improved theory. We found that the rate of learning is 

faster and the optimal level of carbon tax is lower for the learning model with research investment 

than those in the case where the decision maker learns only from temperature observations. The 

optimal level of research investment in climate science is far higher than the current level of 

investment.  

2 Discussion and policy implications 

The following research questions have been dealt with throughout the dissertation. The answers to the 

research questions are summarized below. 

1. How can we test the Weitzman’s Dismal Theorem numerically in the general expected utility 
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framework? 

2. What is the effect of emissions control with regard to the tail effect of fat-tailed risk? 

3. What is the effect of learning with regard to the tail effect of fat-tailed risk?  

4. Does learning with research investment enhance the learning effect? What is the optimal 

level of research and development investment in climate science? 

 

Regarding the first research question, the problem is that uncertainty is bounded (or truncated) by 

definition in a numerical framework with a finite number of states of the world. Therefore, all 

empirical moments exist and are finite, which is not consistent with the meaning of fat-tailed 

distribution in an analytical setting (Weitzman, 2009a). To address this issue, a new method that 

investigates the curvature of variables of interest such as optimal carbon tax against uncertainty is 

suggested. More specifically, the evolution of simulated variables of interest against uncertainty is 

investigated. For example, the variance parameter of the climate sensitivity distribution is gradually 

increased. Then the simulated optimal carbon tax is plotted against the variance parameter in Chapter 

3.  

The intuition behind this method is that if a variable increases in uncertainty and the curvature is 

convex (e.g., an exponential function), the variable may become arbitrarily large when the uncertainty 

goes to infinity. By contrast, if the variable is an increasing and concave function of uncertainty and if 

the first derivative is less than 1/x, there may be an upper bound for the variable even when 

uncertainty grows unboundedly.  

The method of this dissertation is different from the methods in the literature in that the method 

directly deals with the problem of bounded uncertainty. Note that existing papers generally set a 

bound on the variable of interest (e.g., utility or consumption). Although their methods are effective in 

closing the model (or avoiding infinity), the problem related to using bounded (or truncated) 

uncertainty to investigate the effect of (unbounded) fat-tailed risk still remain. Essentially, these 

papers assume the problem away.  

Regarding the second research question, we found that although the optimal carbon tax increases as 

uncertainty increases, the optimal carbon tax does not necessarily accelerate as implied by the 

Weitzman’s Dismal Theorem if the option for emissions control is present. The cost of emissions 

control also plays a role especially when the Type 1 fat-tail does not lead to the Type 2 fat-tail (see 

Chapter 2) in the realistic model. If the cost falls, the probability density of the upper tail becomes 
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much thinner. These results support the argument that emissions control prevents the temperature 

from rising to some extent. 

The answer to the third research question is also related to the role of emissions control. Emissions 

control has an implicit influence on welfare in that carbon emissions produce information on the true 

state of the world through temperature increases. Thus, the benefits of emissions control are reduced 

when there is learning compared to the no-learning case. Since learning or decreasing uncertainty has 

value, this should be accounted for when the decision on emissions control is made. The analytical 

and numerical results in Chapters 2 and 4 support the argument that although fat-tailed risk plays a 

significant role in increasing the stringency of climate policy, the effect of uncertainty is largely offset 

when there is a possibility of learning in the realistic model.  

Interestingly, as the effect of uncertainty grows (e.g., if a more reactive damage function like 

Weitzman (2012) is applied), the learning effect also grows. The reasons are as follows. First, 

decreased emissions make climate observations less informative. Thus, the implicit cost of decreasing 

emissions (i.e., the reduced benefit of learning) also grows. Consequently, the decision maker 

considering this implicit cost chooses less stringent climate policy compared to the case where there is 

no learning. Second, the effect of fat-tailed risk is not present anymore or largely offset by the 

learning effect since the tail probability is substantially reduced as leaning takes place. The main 

reason why stringent emissions control is advocated under fat-tailed risk is that we cannot exclude the 

effects of tail events in a cost-benefit analysis when the tail is fat. Reversely, this supports the idea 

that the larger the effect of uncertainty the larger the benefit of learning.  

Finally, the answer to the fourth research question is that the decision maker opts for fast learning 

since it leads to a thin-tailed distribution of welfare. Thus research investment increases the effect of 

learning even further. R&D investment in climate science to increase the speed of learning decreases 

net output, hence the smaller consumption and investment. Nevertheless the decision maker chooses 

to increase the rate of learning since the benefits of learning are greater than the costs of learning. 

Indeed, Chapter 5 finds that the optimal expenditure in climate science is far greater than the current 

level. Optimal carbon tax for the learning model with research investment is lower than optimal 

carbon tax for the learning model in Chapter 4.   

Learning gains much more importance in the framework of this dissertation as opposed to the 

model by Weitzman (2009a). Although Bayesian learning is also considered in the model by 

Weitzman (2009a), learning does not qualitatively affect solutions for the problem of maximizing 

social welfare under fat-tailed risk. This is because there is a limit to learning in the real world (e.g., 
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the number of temperature observations cannot be infinite). Note that in the model by Weitzman, the 

fat-tailed distribution becomes a thin-tailed distribution if the number of observations tends to infinity. 

However, since emissions control plays a role in preventing the tail effect and allows for the existence 

of solutions for the maximization problem under some conditions, learning makes a difference in the 

framework of this dissertation. Therefore, learning greatly reduces the stringency of climate policy 

compared to the no-learning case.  

Consequently there is a need for larger expenditures in climate observations and research. We 

found that optimal expenditures in climate research under plausible assumptions are far greater than 

the current level of expenditures. Such investment has value in that the possibility of ‘negative’ 

learning decrease and the rate of learning increase.  

There is an additional value in decreasing the unit cost of emissions control under fat-tailed risk. 

The lower is the unit cost of emissions control and the higher is the reduction in the effect of the Type 

1 fat tail as shown in Chapter 2. Therefore, investment in technological improvements for emissions 

control should be increased. 

3 Caveats and future research 

Some caveats are raised and future research is suggested in this section. First, the learning models of 

this dissertation do not take into account the possibility of negative learning. However, as 

Oppenheimer et al. (2008) argues, learning does not necessarily converge to the true value of the 

uncertain variable. Applying the other frameworks for learning and investigating the effect of 

negative learning is a promising topic.  

Second, the learning models of this dissertation only focus on the uncertainty of climate sensitivity. 

The magnitude of the learning effect may be different as we incorporate multiple uncertainties (Leach, 

2007). However, the main implications of this dissertation may still hold: the larger the effect of the 

Type 1 fat tail, the higher the learning effect. Applying multiple uncertainties is an interesting topic 

but would be demanding since the uncertainty about the other parameters is not yet investigated well 

compared to the uncertainty of equilibrium climate sensitivity.  

Third, our results may be sensitive to missing feedback factors. For example, positive feedbacks 

such as carbon dioxide or methane emissions from forest dieback or melting permafrost would 

increase the stringency of climate policy (Torn and Harte 2006). However, since these missing 
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feedbacks can be represented as an addition to the value of the total feedback factors, our arguments 

would still hold qualitatively even with the introduction of such missing feedback factors.  

Fourth, the dissertation lacks the consideration of possible important issues such as a non-

cooperative game with multiple decision makers (e.g., Kolstad and Ulph, 2011), time-varying 

discount rate (Weitzman, 2001; Arrow et al., 2013), non-market goods (e.g., Sterner and Persson, 

2008),1 policy delay or incomplete participation (e.g., Nordhaus, 2008), energy policy (e.g., Bosetti 

et al., 2009), and adaptation (e.g., de Bruin et al., 2009).2 The effect of learning should also be 

investigated in these areas. Regarding numerical analysis, our solution method can be applied to such 

applications, although resource constraints such as computation time may become binding as the 

number of variables increases.

                                                           
1 Non-market goods are considered in the model of Chapter 3, but they are absent in the learning models. 

2 Adaptation is implicitly reflected in the abatement-cost function in the models of this dissertation as in the 
original DICE model. 
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